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Preface

The term computation gap has been defined as the difference between the compu-
tational power demanded by the application domain and the computational power
of the underlying computer platform. Traditionally, closing the computation gap has
been one of the major and fundamental tasks of computer architects. However, as
technology advances and computers become more pervasive in society, the domain
of computer architecture has been extended. The scope of research in computer ar-
chitecture is no longer restricted to computer hardware and organizational issues.
A wide spectrum of topics ranging from algorithm design to power management
is becoming part of the computer architecture. Based on the aforementioned trend
and to reflect recent research efforts, attempts were made to select a collection of
articles that covers different aspects of contemporary computer architecture design.
This volume of the Advances in Computers contains six chapters on different aspects
of computer architecture.

In the early 1980s, the RISC (Reduced Instruction Set Computer) philosophy dom-
inated the general design trend of computers with a theoretical peak performance of
one clock cycle per instruction. The quest for higher performance and breaking the
theoretical RISC performance barrier, combined with the experiences gained from
the design of vector processors and multifunctional systems have motivated three
architectural methodologies: super-scalar processor, Very Long Instruction Word
machines, and super pipelined architecture. Chapter 1 is intended to address these
architectural designs and their impact on modern microprocessor design.

Continued advances in technology have resulted in faster clock rate, reduced fea-
ture size, and lowered supply voltage. This trend has enabled the chip designers to
incorporate more functional modules on the chip. The problem of establishing an
interconnection among these modules is a natural by product of the increased chip
density. However, several issues as such reliability, power consumption, and applica-
tion mapping must be resolved before one can take advantage of these technological
advances. Chapter 2 of this volume entitled “Networks on Chip (NoC): Interconnects
of Next Generation Systems on Chip” addresses the aforementioned issues within the
scope of the NoC architecture. In addition, it presents a case study of mapping the
neural network architecture onto an NoC architecture.

xvii



xviii PREFACE

Since the introduction of multiprocessing, research has shown special interest in
using load balancing and task scheduling techniques as the means to improve per-
formance. Chapter 3 entitled “Characterizing Resource Allocation Heuristics for
Heterogeneous Computing Systems” extends the scope of this research to the do-
main of distributed systems where heterogeneity and autonomy are the two major
architectural characteristics. This chapter also introduces a three-part classification
scheme for heterogeneous computing platforms.

The design of high performance, compact, light weight, and reliable computer
is often hindered by the heat dissemination problem. This observation has lead to
the development of many power management strategies. Chapter 4 entitled “Power
Analysis and Optimization Techniques for Energy Efficient Computer Systems” dis-
cusses several techniques that can reduce the energy consumption of a computer
system at different levels.

Chapter 5 entitled “Flexible and Adaptive Services in Pervasive Computing” ex-
tends the domain of distributed processing to a pervasive computing environment.
In this environment a vast number of smart devices such as sensors, embedded
processors, personal computers, cell phones, and PDAs with limited resources and
power source are communicating with each other through a network characterized
by limited bandwidth and intermittent connectivity. In this platform, in response to
an application, we need to develop means that effectively and efficiently locate the
available services and compose new services. An adaptive and flexible service pro-
visioning framework that satisfies such a need is the major theme of this chapter.

Finally, Chapter 6 investigates an application domain characterized by massive
volumes of textual data. In this environment, by default, to conserve resources, infor-
mation is compressed. Efficient search and retrieval of large volume of compressed
information is an interesting issue and the major focus of this chapter. How to adopt
an efficient storage and searching using the parallel and distributed computing is a
challenging issue in the Internet age that will also be discussed in this chapter.

I hope you be able to find the contents of this volume useful in your research,
teaching, and/or professional activities. In conclusion I would like to thank Marvin
Zelkowitz, Andy Deelen, and Cathy Jiao for their support, encouragement, and useful
suggestions during the course of this project.

Ali R. Hurson
Penn State University

University Park, PA, USA
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1. Preface

Superpipelining, Superscalar and VLIW are techniques developed to improve the
performance beyond what mere pipelining can offer.

Superpipelining improves the performance by decomposing the long latency
stages (such as memory access stages) of a pipeline into several shorter stages,
thereby possibly increasing the number of instructions running in parallel at each
cycle.

On the other hand, Superscalar and VLIW approaches improve the performance
by issuing multiple instructions per cycle. Superscalar dynamically issues multiple
instructions and VLIW statically issues multiple instructions at each cycle. These
techniques are pioneers (and now the basis) of modern computer architecture de-
signs.

In this chapter, we describe and investigate examples of these techniques and ex-
amine how they have affected the designs of modern microprocessors.

2. Introduction—Overview

In general, the performance of a microprocessor is expressed by equation (1):

(1)Execution_Time= IC × CPI × clock_cycle_time

In this equation,IC corresponds to the number of instructions in the program
at hand, whileCPI represents the average number of clock cycles per instruction.
clock_cycle_timerepresents the duration of a clock cycle.

In a basic pipeline architecture, only one instruction can be issued at each cycle
(detailed information about pipelined architecture is given in [24–26]). Overcoming
this limitation has been the subject of much work in the past: more specifically, it
has been the goal of computer architects to reduce each variable of equation (1). For
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one thing,CPI can be improved by designing more advanced organizations and ar-
chitectures and also by modifying the instruction set architecture (such as providing
instructions which may require fewer cycles).clock_cycle_timecan be improved by
better process technology, advanced hardware implementation techniques, and also
by more sophisticated architectural organizations. Finally,IC can be improved by
implementing advanced compiler and instruction set architectures.

The three main techniques mentioned earlier (superpipelining, superscalar, and
VLIW) are such improvements to the architecture. Indeed, superpipelining improves
the performance by dividing the long latency stages (such as the memory access
stages) of a pipeline into several shorter stages, thereby reducing the clock rate of the
pipeline (in other words, superpipelining has the effect of reducingclock_cycle_time
in equation (1)). Superscalar, on the other hand, improves the performance by dy-
namically issuing multiple instructions per cycle (this means that superscalar reduces
CPI). VLIW (Very Long Instruction Word) improves the performance by utilizing
the compiler to combine several instructions into one very long instruction and ex-
ecuting it (VLIW reducesIC). Table I highlights the differences among the three
techniques.

For the last two decades, each of these techniques and a variety of combinations
have had a significant effect on the performance of modern processors. Therefore, in
this chapter, we first introduce the concepts and benefits of each technique and then
examine examples of each kind.

TABLE I
COMPARISON OFSUPERPIPELINING, SUPERSCALAR, AND VLIW

Superpipelining Superscalar VLIW

APPROACH
& Effects

Dividing the long latency
stages of a pipeline into
several shorter stages.
Effects on (clock cycle
time) of equation (1).

Dynamically issuing
multiple instructions per
cycle. Effects on (CPI)
of equation (1).

Utilizing the compiler
to combine several
instructions into one
very long instruction
and executing it. Effects
on (IC) of equation (1).

Instruction
issue rate

1 N M

Instruction
issue style

Dynamic Dynamic Static

Difficulty of
Design

Relatively easy compared
to the other two.

Complex design issues
Run-time tracking.

Complex design issues
Compiler support.

Keywords Higher MHz, latch delay,
clock skew.

Dynamic scheduling,
Out-of-Order execution,
Register renaming,
Score boarding.

Compiler support, static
scheduling, loop
unrolling, trace
scheduling.
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3. Superpipelining

Superpipelining simply allows a processor to improve its performance by running
the pipeline at a higher clock rate. The higher clock rate is achieved by identifying
the pipeline stages that determine the clock cycle (in other words, the most time
consuming stages) and decomposing them into smaller stages.

Superpipelining is the simplest technique of the three. It does not require addi-
tional hardware (such as functional units and fetch units) that a superscalar architec-
ture does. It also does not require the complex controls (no multiple issue control or
need to keep track of the instructions issued). Finally, it should be noted that super-
pipelining does not need the advanced compiler technologies required by the VLIW
model.

3.1 Concepts and Benefits

The concept of superpipelining [5,15,16] is best explained by an illustration. Imag-
ine the pipeline shown in Figure 1 (the simple pipeline of the DLX architecture [25,
24]). In this figure, each stage is drawn with a white box (with the corresponding
name inside) while the gray skinny sticks represent the latches between the stages.
The length of the double arrows represent the length of time required by each stage
for completion of its task. From Figure 1, either the IF (Instruction Fetch) stage or
the MEM (Data memory access) stage determine the clock rate because they are the
longest time consuming stages of the pipeline (assume for the moment that the IF
and MEM stages are nearly twice as long as the other stages).

We can increase the performance of the pipeline in Figure 1 by dividing the IF and
the MEM (Data memory access) stages into two halves (and placing latches in be-
tween the new stages as in Figure 2). This allows theclock_cycle_timeof equation (1)
to be reduced (by half). This is the key point about superpipelining. (Organizing a
pipeline with stages that have approximately the equal amount of execution time.)
This reduced clock rate improves the performance. This is because the clock cycle
for the pipeline is determined by the longest stage and as in Figure 3, if the pipeline

FIG. 1. Pipe latency dominated by memory accesses.
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FIG. 2. Pipe latency not dominated by memory accesses.

has few long stages and the rest are nominal compared to the longer ones, there are
wasted time when executing the shorter stages. Thus, if there are hundreds and thou-
sands of instructions in a program, the aggregated wasted time will be significant
(this wasted time is denoted with dotted lines in Figure 3(a)). On the other hand,
if the pipeline was superpipelined with discrete design principles as it was in Fig-
ure 2, most of the stages will be balanced and the wasted time will be minimal as in
Figure 3(b).

3.2 Design Challenges

At least superficially, superpipelining could appear easy to attain: simply divide
the most time consuming stages into small units (and continue this process until all
the stages are infinitely small). However, as we know, there is a limit to the efficiency
(and potential of such a subdivision). Indeed, it can be observed from Figure 4 that
a pipeline stage can be meaningfully pipelined only if the stage between two latches
executes in more time (A in Figure 4) than one latch (B in Figure 4). Hwang [13]
reports that in general, the time delay of a latch is about one or two order of magni-
tude shorter compared to the delay of the longest pipeline stage. Otherwise, we just
spend more time on additional latches for longer pipelines. Second, after some point,
it may simply be infeasible to continue dividing a specific pipeline stage. Third, as
there are more pipeline stages and thus more latches to control, the clock skew prob-
lem [19] becomes significant which would in turn directly affect the time allotted to
each stage to perform its execution.

Kunkel [19] shows the analysis of different latch designs and the effects of latch
overhead in pipeline as well as data dependencies and clock skew overhead. He re-
ports that if pipeline stages get extremely short, it becomes necessary to pad some
delay to obtain performance improvement. He also says that eight to ten gate levels
per pipeline stage lead to optimal overall performance.

Superpipelining also brings a number of major side effects. As the number of
stages is increased, so is the number of forwarding paths (stages) and the delay (stall
cycles) caused by branches and loads. The combination of the above two factors has
strong adverse affects on the performance of the processor since it increases theCPI
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FIG. 3. Determination of pipeline clock cycle. (a) Pipeline with imbalanced stages; (b) Pipeline with
balanced stages.

FIG. 4. Pipe latency restriction by the latency of a latch.

(therefore, techniques to improveCPI, such as hardware-based pipeline schedul-
ing, branch prediction, multiple issue, and compiler-assisted parallelism exploiting
techniques have been developed). These topics will be discussed in the context of
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superscalar and VLIW. However, it should be noted that when the above techniques
are considered, superpipelining can improveCPI as well.

3.3 Example Architectures

Three processor architectures can show possible implementations of superpipelin-
ing. In those examples, we focus on how superpipelining has helped improve the
performance of each architecture and show the design techniques to exploit the ben-
efits of using superpipelining.

We first show an early version of a superpipelined architecture (MIPS R4000)
and then move on to more modern and advanced models. The modern processors
are not only superpipelined but also based on a combination of superpipelining and
superscalar architecture.

3.3.1 MIPS R4000

The MIPS R4000 [4,10] is a superpipelined version of the MIPS R3000 which
implemented only a 5-stage pipeline whereas the MIPS R4000 had 8 stages. The
MIPS R4000 operates at double the speed (100 MHz) of the MIPS R3000 [6]. This
was achieved by advances in the process technology and improved circuit design
techniques [4].

One of the main goals of the architects of the MIPS R4000 was to improve the
performance over that of MIPS R3000. The choice was between superpipelining and
superscalar (and actually VLIW as well) [4]. Superpipelining was ultimately selected
because:

(1) less logic is required compared to superscalar,
(2) the control logic is much simpler (no multiple issues and no need to keep track

of the instructions issued and of the flow),
(3) (1) and (2) result in a faster cycle time, short design and test time, and
(4) no need for new compiler development.

The MIPS R4000 has a branch delay of three cycles and a load delay of two cycles.
The MIPS R3000 had IF (Instruction Fetch), RF (Register Read), ALU (Add, logical,
shift computation), DC (Data cache Access and tag check), and WB (Register File
write) stages. The eight stages of R4000 are listed below:

• IF—Instruction Fetch, First Half,

• IS—Instruction Fetch, Second Half,

• RF—Register Fetch,

• EX—Execution Instruction Fetch,
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• DF—Data Fetch, First Half,

• DS—Data Fetch, Second Half,

• TC—Tag Check,

• WB—Write Back.

3.3.2 The ARM11 Processor
ARM cores are famous for their simple and cost-effective design. However, ARM

cores have also evolved and show superpipelining characteristics in their archi-
tectures and have architectural features to hide the possible long pipeline stalls.
Amongst the ARM cores, the ARM11 processor is based on the ARM architec-
ture v6. The ARM11 (specifically, the ARM1136JF-S processor [3]) is a high-
performance and low-power processor which is equipped with eight stage pipelining.
The core consists of two fetch stages, one decode stage, one issue stage, and four
stages for the integer pipeline. The eight stages of the ARM11 core are depicted in
Figure 5.

Below is described the function of each of the eight stages:

• Fe1—Instruction Fetch, First Half, Branch Prediction,

• Fe2—Instruction Fetch, Second Half, Branch Prediction,

• De—Instruction Decode,

• Iss—Register read and instruction issue,

• Sh—Shifter stage,

• ALU—Main integer operation calculation,

• Sat—Pipeline stage to enable saturation of integer results,

FIG. 5. Eight pipe stages of ARM11 core.
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• WBex—Write Back of data from the multiply or main execution pipelines,

• MAC1—First stage of the multiply-accumulate pipeline,

• MAC2—Second stage of the multiply-accumulate pipeline,

• MAC3—Third stage of the multiply-accumulate pipeline,

• ADD—Address generation stage,

• DC1—First stage of Data Cache access,

• DC2—Second stage of Data Cache access,

• WBIs—Write back of data from the Load Store Unit.

The ARM11 core uses both dynamic (using branch target address cache and
branch history) and static (using the direction of the branches) predictions to hide
the deep penalty caused by having increased the length of the pipeline. The instruc-
tion prefetch unit of the ARM11 core buffers up to three instructions in its FIFO in
order to [3]:

(1) detect branch instructions before they enter the integer units,
(2) dynamically predict those branches (to be taken), and
(3) provide branch folding of the predicted branches if possible.

By using this prefetch unit, the ARM11 core reduces the cycle time of the branch
instructions and improves the performance. Previous ARM processors without the
prefetch unit suffered from a one cycle delay when a branch was not taken and three
or more cycles for the taken branches (since the target address was known only at
the end of the execute stage).

3.3.3 The Intel NetBurst Microarchitecture

In this section, we discuss the Intel NetBurst microarchitecture (again, we focus
on the superpipelining feature of the design). It is a deeply pipelined design (called
hyper-pipelined technology) and it can, not only run at high clock rates (up to 10 GHz
[14]), but it also allows different part of the processor run at different clock rates. For
instance, the most frequently-executed instruction in common cases (such as cache
hit) are decoded efficiently and executed with short latencies [14] therefore, improv-
ing the overall performance. The pipeline is also equipped with branch penalty hiding
techniques such as speculation, buffering, superscalar, and out-of-order execution.
The Pentium 4 processor and the Xeon processor are based on the Intel NetBurst
microarchitecture.

However, in some modern complex processor designs (such as the NetBurst ar-
chitecture), the number of cycles through which an instruction must go cannot be
specifically determined because of the concept of “out-of-order execution.” However,
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FIG. 6. Intel NetBurst pipeline architecture.

we can categorize the different parts of the pipeline through which an instruction
must go. Thus, let us examine how these different parts of the NetBurst pipeline are
correlated.

The NetBurst pipeline consists of three main parts and the pipeline architecture of
NetBurst is depicted in Figure 6. Those three main parts are:

• the in-order issue front end,

• the out-of-order superscalar execution core,

• the in-order retirement unit.

In the NetBurst pipeline, the in-order issue front end feeds instructions to the out-
of-order execution core. It fetches and decodes instructions. Instructions are decoded
and translated into micro-ops (µops). The main responsibility of the front-end is to
feed these micro-ops to the execution core in program order. It also utilizes the trace
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TABLE II
COMPARISON OFMIPS R4000, ARM11 CORE, AND INTEL NETBURST

MIPS R4000 ARM11 Core Intel NetBurst

Number of
Super-
pipeline
stages

8 8 3 distinguished groups of
pipe stages (Front end,
Execution unit, and
Retirement unit. Each
with different number of
pipestages).

Pipeline
Special
Features

Advanced process
technology and improved
circuit design techniques
(compared to 5-stage
MIPS R3000).

Advanced branch
predictions, prefetching,
and buffering.

Hyper-pipelined
technology (Pipe stages
have different clock
frequencies), speculation,
buffering, superscalar, and
out-of-order execution.

cache to store the program execution flow and it possesses a branch prediction unit.
The execution core executes the micro-ops in an out-of-order fashion. The retire-
ment unit retires the micro-ops in program order. In the next section, superscalar and
out-of-order execution, which are another important architecture design feature of
modern microprocessors (such as NetBurst architecture) will be discussed in detail.

The comparison of the features of the pipeline of the example superpipelining
architectures are shown in Table II.

4. Superscalar Architectures

One of the main design issues for today’s high-performance microprocessors is
exploiting a high level of Instruction Level Parallelism (ILP). The ILP is a primary
way to improve the parallelism of a sequential code. The basic two strategies for ex-
ploiting Instruction Level Parallelism aremultiple instruction issueandout-of-order
execution. Those two techniques were invented to execute as many instructions as
possible in a given clock cycle. In addition, sophisticated branch prediction schemes
and speculative execution techniques were proposed to overcome the limited amount
of parallelism available within a basic block. Both techniques have successfully
provided many opportunities to discover more parallelism across the control flow
limit [29].

Traditionally, superscalar and Very Long Instruction Word (VLIW) architectures
were developed as the main microprocessor models for exploiting ILP. Although
both architectures target multiple instruction issue and out-of-order execution, they
have adopted fundamentally different approaches. The significant differences lie in
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the way to schedule the instructions. Superscalar processors are mainly character-
ized with dynamic schedulingwhich uses hardware to schedule the instructions at
run-time. On the contrary, VLIW architectures depend onstatic schedulingwhich
schedules the instructions at compile time in a static way [11]. We will discuss the
design features and some example architectures of superscalar and VLIW in this
and the following section. First, the basic concept and design issues of superscalar
architectures will be presented in detail.

4.1 Concept and Benefits

Superscalar architectures are strongly based on previous pipelined RISC proces-
sors. The most significant advantage of RISC processors is the inherent simplicity of
the instruction set architecture. The early pipelined RISC processors were designed
to execute one instruction for one pipeline stage. The major innovation of the super-
scalar architecture over the traditional pipelined processor is themultiple instruction
issueadvantage throughdynamic instruction scheduling. In those approaches, each
pipeline stage can handle multiple instructions simultaneously. Although the early
superscalar architectures were designed to issue multiple instructions in an in-order
fashion, this would consequently require out-of-order issue to maximize the effect
of the multiple instruction issue feature. Together with the dynamic scheduling and
enough backward compatibility, the multiple issue characteristic becomes the main
advantage of the current superscalar processors.

The basic working mechanism of dynamic scheduling is quite simple. The instruc-
tions are simply fetched in the instruction sequence. They are then stored in a pool
of instructions (also referred to as thescheduling window, instruction windowor in-
struction buffer). Just as in the basic RISC architecture, the instructions are fetched
sequentially following the program counter (PC). However, once the instructions are
decoded, the dependencies among the instructions are analyzed. Then, the proces-
sor can deduce which instructions inside the pool can be executed without causing
data hazards. Concurrent execution or out-of-order execution is made possible by
hardware-based run-time dependency checking.

4.1.1 A Basic Model of Superscalar Pipeline

Figure 7 shows a typical model of a basic five-stage pipelined processor. In the
single instruction issue RISC processor model, each stage handles only one instruc-
tion per cycle. In addition, the execution of the instructions should be made in-order,
following the fetching sequence of the original binary code. On the contrary, each of
the processing stages is able to handle a number of instructions in the superscalar
pipeline model. For example, the IF (Instruction Fetch) stage can fetch multiple
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FIG. 7. Five-stage pipelined processor.

instructions from the instruction cache and the EX (Execution) stage can execute
multiple instructions simultaneously. This multiple instruction issue characteristic
inherently means out-of-order execution of the instruction sequence. It has been de-
veloped to reduce the execution time of a fixed size of code by exploiting fine-grain
parallelism as low as at the instruction level.

However, executing multiple instructions simultaneously means the sequential
characteristic of the original code cannot be guaranteed. This brings out highly
critical problems since the current programming languages are strongly based on
a sequential programming model, and the binary code is correctly executed only if
its sequential characteristic is respected. An inappropriate execution order between
instructions could cause data hazards due to the register naming dependencies. Fig-
ure 8 depicts possible data hazards due to an out-of-order execution.

The instruction stream on the left side of Figure 8 shows an example of a se-
quential instruction stream. In the previous pipelined RISC processor model, those
instructions are fetched, executed, and committed in program order. This means that
none of the instructions can be executed before any instruction ahead of it is com-
mitted. However, in the superscalar model, the processor aims at executing in a cycle

FIG. 8. Data dependencies in a sequential code.
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as many instructions as possible through multiple instruction issue and out-of-order
execution (within the allowed bandwidth).

Now, can the five instructions in Figure 8 be executed simultaneously? Obviously,
executing those five instructions in parallel without considering the program order
does not produce correct results. Indeed, there are some data dependencies.

For example, instructions (b) and (e) cannot be executed until instruction (a) com-
pletes, since both (b) and (e) need to read r2; there exists a RAW (Read After Write)
data dependency. On the other hand, a WAR (Write After Read) dependency ex-
ists between the instruction (b) and (c) due to r3. Also, a WAW (Write After Write)
dependency can be found between instructions (d) and (e). In the superscalar ar-
chitecture model, the data dependencies which can cause data hazards are detected
during the instruction decode stage. Based on those data dependencies, the instruc-
tion execution order is decided dynamically. It will be explained shortly in the next
part. The dynamic scheduling of the Superscalar model is strongly based on the early
Tomasulo [31] or Scoreboard algorithms [30].

4.1.2 Dynamic Scheduling of Superscalar

Superscalar architectures achieve dynamic instruction scheduling by using a
scheduling window. In dynamic scheduling, the instructions are still fetched sequen-
tially in program order. However, those instructions are decoded and stored in a
scheduling window of a processor execution core. After decoding the instructions,
the processor core obtains the dependency information between the instructions and
can also identify the instructions which are ready for execution (ready instructions
mean the instructions of which the source registers have been calculated). Indeed,
there must be no data hazard in issuing the ready instructions.

In essence, the execution of an instructioni is decided by the previous instruction
k which produces the value for the source registers of the instructioni. This means
that the superscalar processors can execute the instructions as soon as the input val-
ues are available (also, the corresponding functional units should be available). The
processor dynamically achieves parallel execution of the instructions by performing
a run-time dependency check and waking up the following instructions.

However, at the same time, it also implies that every instruction should broad-
cast the register name and value across the issue window to wake up and select any
ready instruction. This means that a superscalar architecture needs a complex wake-
up and selection logic inside of the scheduling window. It should be also noted that
a superscalar architecture is expected to deliver high degrees of Instruction-Level
Parallelism, together with a large issue width which consequently requires more
complex hardwired instruction scheduling logic. This will cause a significant over-
head for future superscalar processors.
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Although superscalar architectures require complex issue logic and scheduling
mechanisms, they have been the standard general-purpose processor during the last
decade. This is mostly due to the fact that this model possesses an inherent backward
compatibility. This adaptability to legacy code and the ability to continue using con-
ventional compilers make superscalar architectures quite attractive. That is the main
reason why all major processor venders have focused on developing superscalar-
styled ILP processors since the 1990s.

4.1.3 Register Renaming

Register renaming is a technique which increases the chance to uncover indepen-
dent instructions by removing the false dependencies. Those false dependencies are
caused by using the same register name. More specifically, the register renaming
can eliminate the WAW (write after write) and WAR (write after read) dependen-
cies among the instructions. Figure 9 shows one such example. The four instructions
on the left side of Figure 9 show the original instruction stream produced by the
compiler. Due to register r2, there exists a WAW dependency between instructions
(a) and (c) and a WAR dependency between instructions (b) and (c). Those depen-
dencies limit the parallel execution (or out-of-order execution) of the instructions.
Clearly, the instruction (c) cannot be executed before instruction (b) reads r2. How-
ever, this data dependency can be removed when the register r2 in instruction (c) and
(d) is given another register name. The four instructions on the right side show the
instruction stream with register renaming.

Now, instruction (c) can be issued and executed, regardless of the execution of
instruction (a), since it writes into register r2′. The register renaming scheme was
originally developed as an compiling technique for an ILP processor such as VLIW.

FIG. 9. Register renaming example.
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However, the superscalar architecture also uses a register renaming scheme for the
same purpose. Its implementation is a purely hardware-based dynamic method.
There are two ways we can implement the register renaming scheme in the su-
perscalar model. The first method explicitly provides a larger number of physical
registers than the logical registers. Then, at run-time, the processor can map any
available physical register to the logical register. This technique requires a register
mapping table. The second method uses a reorder buffer (ROB). In this approach,
each entry of reorder buffer works as a physical register.

4.1.4 Reorder Buffer

A reorder buffer (ROB) provides two main functions in modern superscalar
processor. The first task is to guarantee the in-order completion of a sequential in-
struction stream. Especially, the in-order completion is crucial for correct speculative
execution and the implementation of precise interrupts [34]. As seen in Figure 7, a
basic superscalar processor has two stages for instruction completion: the Write Back
(WB) stage and the Commit (CT) stage. The WB stage allows the later instructions to
use the result of the instruction. However, it does not allow the instruction to write the
value into the register file or memory. The instruction still has to wait inside the ROB
until it retires from the CT stage. The retire process in the CT stage strictly follows
the program order (in-order completion). This in-order completion guarantees that
the program can return to the precise state in any point of the program execution.
The precise state means the sequentiality of the program execution is guaranteed.
This is extremely important for interrupt or miss-speculation cases.

The ROB is implemented as a circular FIFO and retires the instructions following
the program order; each entry of the ROB is assigned at the decoding stage and
must hold the original program order. During the commit stage, the instructions at
the head of the ROB are scanned and an instruction is committed if all the previous
instructions are committed (multiple instructions within the commit-width can also
be committed during the same cycle).

The second function of the ROB is to achieve register renaming through the slots
of the ROB. When the processor uses an ROB, an available entry in the ROB is
assigned to an instruction at the decoding stage. Each entry of the ROB contains
three fields which indicate the instruction type, the destination register, and the result.
The destination register field indicates the logical name of the register and the result
field holds the value for the register. It also has a single bit ready indicator. When the
ready bit indicates the value is ready, the later instructions which need the values can
simply read the value; otherwise the later instruction should be left to wait inside a
scheduling window until the value is ready.
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4.1.5 Branch Prediction

A superscalar architecture is capable of delivering instructions beyond the current
basic block by predicting the future control path. Therefore, excellent branch predic-
tion is essential if we are to have a large pool of instructions to choose from. More
particularly, the current trend in superscalar design is to achieve large issue-width
with a large scheduling window. To satisfy those demands, the number of in-flight
instructions (in other words, the instruction inside the processor in a clock cycle)
should be large enough to find the ready instructions to issue or execute. By using
efficient branch prediction and speculation techniques, fetching many instructions
from the correct control path is possible.

The simplest way to predict branch is static branch prediction; it means the
branch instructions are either always taken or always not-taken. However, this static
method does not accurately predict the branch outcome. Therefore, current super-
scalar processors mainly depend on dynamic branch prediction which utilizes the
previous history to decide the behavior of future branches. In current superscalar
designs, many dynamic branch prediction techniques have been proposed and devel-
oped.

A basic form of branch prediction consists in using the local history of a branch in-
struction. The Branch History Table (BHT) is accessed by indexing a certain number
of lower bits of the PC of the branch instruction, where the table provides the history
of the branch behavior. In addition, other prediction schemes also consider the global
branch history together with the local history. Those combined schemes significantly
enhance the branch prediction success rate. Such schemes include two-level adaptive
branch predictions [36] and branch correlation [23]. The interested reader is referred
to these publications for details on the working mechanism and design features of
those branch schemes.

Besides predicting the branch direction (eithertakenor not-taken), there had been
one more prediction on the target address. It is possibly achieved by using a Branch
Target Buffer to provide the target address prediction. This operation can deter-
mine the expected target address at the instruction fetch stage; therefore, the BTB
is accessed during the IF stage and the next PC can be obtained for the very next
cycle [34].

4.2 Design Challenges

In a conventional superscalar design, wake up and select operation cannot be
pipelined and should be implemented as a one-cycle operation [22]. Therefore, as
far as the size of an issue window is concerned, more instructions within an issue
window mean more communication overhead (wire delay) for the wake up and se-
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lect operations in a clock cycle time. In fact, wires tend to scale poorly compared
to semiconductor devices, and the amount of state that can be reached in a single
clock period eventually ceases to grow [1]. Consequently, there is a scaling problem
with regard to the issue window size of the superscalar design. The goals of a larger
instruction window and of a faster clock become directly antagonistic in the issue
window design of future superscalar processors [1]. This phenomenon will be even
more noticeable as higher degrees of parallelism are needed. It is well recognized
that the centralized scheduling logic would be the most critical part of a processor
and would limit the ultimate clock rate [22].

Another important issue in processor design is how to solve the problem caused
by the dramatically growing speed-gap between the processor and main memory. An
obvious solution would be the use of a large scheduling window: searching across
a wider range of instructions can offer more opportunities to uncover independent
instructions which can hide long access latencies. However, since a large instruction
window will cause a lower clock rate, other approaches for processor design must
be investigated. As an example, the partitioning of a single scheduling window can
reduce the complexity of the centralized design as well as the size of each component
[7,18]. Indeed, a higher clock rate can be achieved since the decentralized model
reduces the length of the wire for communication. This microarchitecture technique
is calledclustering.

The last design challenge of the dynamic scheduling is the considerable amount of
power consumption. According to Gowan et al. [9], 18% of total power consumption
of the Alpha 21264 processor is used by the instruction issue unit. A large amount of
power is dissipated by the wake up and the selection logic. This is mainly due to the
global communication of the centralized scheduling unit. As an alternative design,
the clustered architectures can reduce the power consumption of the centralized in-
struction issue unit. Separating a single scheduling window into multiple structures
can reduce the power consumption of the aggressive scheduling unit of a superscalar
architecture.

4.3 Example Architectures

We consider two microprocessor models as being good representatives of super-
scalar architectures: the Alpha 21264 and the MIPS R10000.

4.3.1 Alpha 21264

The Alpha 21264 (EV6) processor (Figure 10) was introduced in 1998 with a
0.35 µm CMOS process technology operating at 600 MHz frequency. It is the first
Alpha processor designed with an out-of-order issue strategy.



TECHNIQUES TO IMPROVE PERFORMANCE BEYOND PIPELINING 19

FIG. 10. Alpha 21264 block diagram.

The Alpha 21264 has a 4 way issue bandwidth. However, the execution stage sup-
ports 6-way issue in a cycle with four integer functional units and two floating-point
functional units. It is also designed to support 80 in-flight instructions in a proces-
sor. Alpha 21264 has only two floating-point units and a single physical register file.
Both floating-point units are fully pipelined.

The Alpha 21264 processor is implemented with a 64-KB, two-way set-associative
L1 data cache. The earlier model of the processor (Alpha 21164) had only a 8-KB
data cache which resulted in many more cache misses than the more modern 21264
processor. It now has a huge L1 data cache. As a result, the access latency to the data
cache requires two clock cycles. However, two concurrent accesses to the level 1 data
cache are supported.

Figure 11 shows a detailed description of the Alpha 21264 pipeline. In its basic
inception, an instruction is required to go through all seven stages until it can write
back the results. Since the 64 KB data cache needs two clock cycles to deliver the
data, load/store pipeline operations require two more clock cycles than normal oper-
ations.
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FIG. 11. Alpha 21264 pipeline.

One distinct feature of the Alpha 21264 is in that the fetch stage uses line and way
prediction for the next instruction to fetch. It is possibly achieved by using the next
line predictor and set predictor. The purpose of those predictors are similar to that
of the Branch Target Buffer: it provides the address for the next instruction to fetch.
As for the control flow prediction, the processor still has a branch prediction mecha-
nism: a hybrid branch predictor is implemented. One more interesting feature of the
processor is the load hit/miss prediction which helps to schedule load instructions.

The EV7 architecture (Alpha 21364), the fourth generation of the Alpha processor,
inherited many characteristics from the Alpha 21264 processor. Indeed, the Alpha
21364 is designed to be the System-On-Chip version of the Alpha 21264. It uses the
EV6 as the core processing element and adds peripheral features such as integrated
second level cache, memory controller, and network interface.

4.3.2 MIPS R10000
The MIPS R10000 [35] is based on the previous MIPS processors. The previous

MIPS processors were mainly single issue pipelined RISC processors. The MIPS
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FIG. 12. MIPS R10000 block diagram.

R10000 is the first out-of-order issue superscalar processor which is implemented
for the MIPS IV ISA. The MIPS R10000 processor fetches four instructions from
the instruction cache in every cycle and decodes those instructions. Any branch is
immediately predicted upon detection.

The first implementation of the MIPS IV ISA architecture is the 4-issue super-
scalar processor (R8000). The R8000 is able to execute two ALU and two mem-
ory operations per cycle. However, the R8000 processor does not have a dynamic
scheduling capability. The most distinguishable advantage of the R10000 (Figure 12)
is the out-of-order execution feature which is enabled by the dynamic scheduling.

Four instructions can be fetched and decoded at each clock cycle. Those instruc-
tions are stored in one of the three instruction queues after the decoding stage. Each
queue has 16 entries for instructions. Those issue queues can also read operands from
the register file. Once the register dependencies are resolved and functional units are
available, the instructions can be executed in one of the five functional units. Normal
integer operations take one clock cycle while load store instructions requires two
clock cycles in the execution stage. The floating-point operations need three clock
cycles for their execution.
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TABLE III
COMPARISON OF THETWO COMMERCIAL SUPERSCALARPROCESSORS

Processor Alpha 21264 MIPS R10000

Issue Width 4 way 4 way

Integer Unit 4 2

Address Unit 0 1

Floating Point Units 2 2

L1 I-Cache 64 KB 32 KB

L1 D-Cache 64 KB 32 KB

Integer Instruction Queue 20 entries 16 entries

Floating Point Instruction Queue 15 entries 16 entries

Integer Register 80 64

Floating Point Register 72 64

System Bus Width 64 bits 64 bits

Technology 0.35 µm 0.35 µm

Both level 1 caches are 32 KB in size and two-way interleaved. The core processor
chip also controls a large external level 2 cache. The R10000 is implemented with a
64-bit split-transaction system bus used to communicate with the outside of the chip.
Up to four R10000 chips can be integrated using this bus architecture.

As a summary of the two example architectures, Table III shows a comparison
between the Alpha 21264 processor and the MIPS R10000 processor.

5. VLIW (Very Long Instruction Word)

VLIW has been developed to exploit Instruction-Level Parallelism by using a long
instruction word which contains multiple fixed number of operations. Those opera-
tions can be fetched, decoded, issued, and executed at the same time without causing
any data or control hazards. Therefore, all operations within a single VLIW instruc-
tion must be absolutely independent.

5.1 Concept and Benefits

In a VLIW architecture, parallel execution of multiple instructions is made pos-
sible by issuing a long instruction word. A single long instruction word is designed
to achieve simultaneous execution of a fixed number of multiple operations. Those
operations must be independent of each other to avoid possible data hazards. Indeed,
several independent instructions are integrated inside a very long instruction word.
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FIG. 13. An example of VLIW instructions.

The VLIW instruction is wide enough to allow the concurrent operation of mul-
tiple functional units. Its size normally ranges from 64 to 128 bits, and even up to
1024 bits. Figure 13 shows a typical format of VLIW instructions. Many bits on the
long instruction enable a single instruction word to sufficiently control the several
functional units directly and independently in every cycle.

Since it is the long instruction word which delivers the potential ILP to the hard-
ware, a VLIW processor can be designed with a simpler hardware compared to an
equivalent superscalar processor: it need not include the special units for the run-time
dependency check and instruction scheduling. The block diagram of a simple VLIW
processor is shown in Figure 14.

A VLIW architecture is, by essence, meant to activate multiple functional units
at the same time. Therefore, the VLIW compiler should uncover independent opera-
tions to be executed in parallel. This means that the compiler must perform a detailed

FIG. 14. VLIW hardware.
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FIG. 15. Instruction scheduling in the superscalar and VLIW architectures.

analysis on the data-flow and control-flow at compile time (which is when the po-
tential ILP is fixed). When the compiler cannot find enough instructions to fill in the
width of the long instruction, it simply inserts a NOP.

When the interaction between the compiler and the hardware for instruction
scheduling is considered, the fundamental differences between the VLIW and the su-
perscalar design approaches can be explained as shown in Figure 15: in superscalar
architectures, most of the scheduling is handled by hardware at run-time. However,
in a VLIW architecture, the scheduling is decided by the compiler in a static way.
Indeed, an intelligent compiler is the key component which ultimately decides the
performance of a VLIW architecture.

Since the ILP within a basic block is quite limited, the VLIW architecture needs
to examine more instructions to find more ILP. It is possibly achieved by looking
at the instruction stream beyond the control-flow limits. For that purpose, several
techniques such asloop unrollingandtrace schedulinghave been introduced in the
VLIW design techniques. Those techniques will be explained shortly.
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Compared to the dynamic scheduling of superscalar architectures, static schedul-
ing does not require a complex scheduling logic. In addition, VLIW can uncover
more parallelism by searching over a wider range of static code. Also, it is quite
beneficial to know the source code structure to find parallelism in the VLIW ar-
chitecture. However, several limitations such as long compilation time, not enough
compatibility, and code explosion make VLIW architectures difficult to use in prac-
tice [20].

In conclusion, we can say that VLIW architectures do not have the hardware com-
plexity of current superscalar architectures. However, they impose a much heavier
burden on the compiler than superscalar architectures. This means that there exists
a clear trade-off between the two approaches in the current high-performance mi-
croprocessor design. In the following part, more detailed techniques for the VLIW
architecture is explained.

5.1.1 Loop Unrolling

Loop Unrolling [11] is one basic technique to find more Instruction Level Paral-
lelism out of the sequential instruction stream. It is based on the idea of expanding
the multiple instances of a simple loop-body. Then, a wider range of instructions is
at our disposal since we can have more instructions from the multiple iterations. It
is most beneficial to unroll loops when the loop body does not include any complex
control flow.

As seen in Figure 16, the original loop body has a sequence of seven instructions.
Therefore, without loop unrolling, the compiler can only pick from a pool of seven
instructions to uncover parallelism (assuming there is no branch prediction). Loop
unrolling will maximize the size of instruction window across the control flow limits
by expanding the loop body. The loop body can be expanded by unrolling the several
loop iterations. For example, in Figure 16, the next four iterations of the loop can be
integrated as the single loop of the second diagram. Now, the basic block has four
times many instructions than before. Therefore, more instructions can be examined
for possible parallel execution.

Although we can have more instructions after loop unrolling, there are name
dependencies between iterations. To reduce the false dependencies between instruc-
tions (since they may use the same register names), register renaming is imperative
before the final instruction stream can be obtained. However, some instructions might
have loop-carried dependencies, which occur that later iterations of the loop body
depend on the computation results of the previous iteration. Therefore, those depen-
dencies must be carefully respected during register renaming.
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FIG. 16. An example of loop unrolling.

5.1.2 Software Pipelining
Software pipelining is a technique which enables the later iterations of a loop to

start before the previous iterations have finished the loop. Therefore, the later iter-
ations of a loop can be executed, pipelined with the previous iterations. Of course,
the loop unrolling technique also achieves the same scheduling as software pipelin-
ing, which is merely a subset of loop unrolling. However, in loop unrolling, a simple
form of instruction pool is obtained from the multiple instances of the same loop
body. The compiler can then schedule each of the instructions in turn. On the con-
trary, in software pipelining, the parallelism is obtained between the different parts
of the same loop body by executing later iterations a couple of clock cycles later.

The main advantage of software pipelining over a simple loop unrolling technique
is the following; loop unrolling requires overhead for each instance of an unrolled
loop, whereas software pipelining only imposes start-up and wind-down overhead.
For example, assume in a simple example that there are 100 iterations and that the
loop body contains 4 instructions for the normal computation and 2 instructions for
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its control flow. If we unroll the loop over 4 iterations, this results in 16+ 2 instruc-
tions for an extended loop (the loop which includes 4 iterations in this example).
Just assume that four iterations of an instruction can be executed in parallel, and
the parallel execution of four instructions takes one clock cycle. Therefore, in the
loop unrolling case, one unrolled loop execution requires 4 cycles for the compu-
tation and 2 cycles for the control instructions. Since the unrolled loop needs to be
iterated 25 times, the total required cycle time is 150 cycles. However, we first can
eliminate the control flow instructions in the software pipelining. Then, the first it-
eration starts alone and the second iteration starts when the second instruction of
the first iteration starts. Both operations can be executed in parallel. Since execution
can support up to four instructions in parallel, the fifth iteration can start just after
the first iteration finishes (recall that one loop execution includes the execution of
four instructions). In this particular case, the 100th iteration starts at 100 cycles and
it requires 4 more clock cycles to finish. Therefore, 104 cycles are required for the
overall execution.

Software pipelining sometimes provides an easier approach to parallelize a loop
with loop-carried dependencies. In the previous example, there are no loop-carried
dependencies. Therefore, each iteration of the original loop can be executed in par-
allel. However, if there existed loop-carried dependencies, those would have to be
carefully taken into account. Figure 17 shows one example of software pipelining
which includes a loop carried dependency; the second instructionAdd R4, R5, R2 re-
quires the updated value ofR5 in the previous loop iteration. Therefore, simple loop
unrolling should consider this dependency to schedule the instruction. As seen in the
Figure 17, the software pipelined code can yield some added ILP. As seen in the ex-
ample, software pipelining can be an easier approach to schedule parallel execution
of a loop body with loop-carried dependencies; however, if the distance between the
instructions for loop-carried dependencies is too high, software pipelining does not
provide much of a benefit: the later iteration cannot be executed until the previous
iteration finishes and provides the results.

5.1.3 Trace Scheduling

Loop unrolling and software pipelining is quite beneficial to extend the range of
the instruction window for a simple loop body. However, when the loop contains
very complex control flow, it cannot be easily unrolled. TheTrace Scheduling[8]
technique has been developed to find more ILP across the basic block boundary even
with a complex control flow.Trace is considered a large extended basic block con-
sidering the control path which is frequently taken [2,21]. This technique considers
the branch instructions as jump instructions inside a trace, and it schedules the in-
structions inside the trace as a large basic block.
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FIG. 17. An example of software pipelining.

However, to guarantee the correct computation of the other path execution, Trace
Scheduling requires some compensating code to be inserted for the case when the
program flows out of the trace. Trace Scheduling depends on the frequent occurrence
of the Trace path. Since the VLIW compiler decides traces in a static way, the traces
may not be sufficiently well predicted. Therefore, if the predicted path execution
does not happen frequently, the compensation code overhead can be higher than the
advantage given by trace scheduling.

The above three techniques can be used to increase the amount of parallelism by
extending the instruction pool. All three approaches strongly depend on an appro-
priate and accurate control flow prediction; using them is beneficial only when the
behavior of branches is predictable by the compiler. To cope more aggressively with
dynamic events inside the control flow, ISA supported techniques such as conditional
instructions and predication have been introduced in addition to the traditional VLIW
concept. We will cover those techniques in the example architecture section.
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5.2 Design Challenges

The largest challenge for VLIW architecture is the code explosion problem. Code
explosion is caused by the need for the compiler to insert NOPs in the object code
when the available parallelism of the code is not sufficient to fill each VLIW instruc-
tion. These NOPs may waste considerable amount of bits in the VLIW code.

Also, a large number of registers are required in the VLIW architecture due to
transformations such as loop unrolling, register renaming, and trace scheduling. In
addition, a large data transport capability between functional units and register file is
required. Since the VLIW instructions are, by definition, very long, they will require
a high bandwidth between the instruction cache and the fetch unit.

Although static scheduling has several advantages over dynamic scheduling, pure
VLIW has not enjoyed a successful commercial implementation. The main weakness
of the architectures has to do with backward compatibility; conventional compiler or
binary must be considerably modified in the VLIW architectures. In fact, superscalar
architectures have a huge advantage due to the compatibility which is one reason
why they have been chosen by almost all processor vendors [32].

Indeed, the VLIW instruction should be adjusted to the hardware configuration.
Therefore, the compiler should be notified the hardware characteristic in advance.
It consequently means that there is not even compatibility between different VLIW
processors.

5.3 Example Architectures

5.3.1 The IA-64 ISA and Itanium Processor

The Intel Itanium [28] is the first commercial processor which implements the
IA-64 ISA [12]. The IA-64 ISA is a 64-bit instruction set architecture implement-
ing EPIC (Explicitly Parallel Instruction Computing) [27], a design which is a joint
project of Intel and HP. Although the Itanium processor is not a pure VLIW proces-
sor, many features of Itanium resemble that of a VLIW architecture.

First of all, a 128-bit wide instruction bundle is used for the long instruction word.
Indeed, a single bundle holds three instructions. Each base instruction requires 41-bit
wide, and 123 bits on a bundle are used for those three instruction. The remaining
5 bits can be used as the template [28]. Those template bits are used to deliver the
execution information of the bundle. The template bits are very useful to avoid empty
operations (NOPs), and allow higher flexibility in the exploitation of parallelism.
Figure 18 shows the format of a three-instruction bundle.

The IA-64 provides 128 65-bit general registers with 65 bits for each register and
128 82-bit floating-point registers. It also has 64 1-bit registers designed to indicate



30 J.-L. GAUDIOT ET AL.

FIG. 18. Format of a instruction bundle.

the result of conditional expression instructions. In addition, eight 64-bit branch reg-
isters are implemented for function call linkage and return. This ISA also provides
space for up to 128 64-bit special-purpose application registers.

Two distinct features of the IA-64 are predication and load speculation. Originally,
the predication requires the instructions for predicated execution. For example, the
instruction itself detects a conditional variable to decide whether the instruction can
be executed or not. In other words, the instruction is executed only when its pred-
ication is true. However, in the IA-64 architecture, all the branch paths are eagerly
executed and the instructions inside those paths are committed only when the pred-
ication is true. Under the predication, the execution of each instruction needs to be
accompanied by a dedicated predicate register among 64 predicated registers. Then,
the instructions can only be committed when the specified predicate register is con-
firmed astrue.

Figure 19 shows a simple example of the predicated execution. TheCMPEQ in-
struction sets the value of the predication registers based on the comparing operation.
Then, the later predicated instructions are committed according to the contents of
the dedicated predication registers. The predication in IA-64 means both paths of a
branch instruction must execute in parallel. After finding the branch result, only the
correct path execution is committed and can affect the program execution. Indeed, it
is very similar to the multi-path execution or eager execution [33].

The other technique called speculative load execution of the IA-64 enables to
move load instructions across the control flow boundary. Speculative loading, indeed,
has been proposed to reduce the access latencies of load instructions. For speculative
loading, a load instruction is converted into two other instructions: the speculative
load instruction which is moved before a branch instruction and the checking in-
struction which stays in the original location to check the proper execution of the
program flow. An example of the speculative load execution is shown in Figure 20.
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FIG. 19. Predication example.

FIG. 20. Speculative load execution.
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The lw.s instruction is a speculative load instruction which is moved across a control
flow boundary, and thechk.sinstruction is the checking instruction in the original
location. The checking instruction confirms the validity of the speculative execution.

The first IA-64 processor, Itanium, is implemented with a six-wide and 10-stage
pipeline. It is designed to operates at a frequency of 800 MHz. It has four in-
teger units, four multimedia units, two load/store units, three branch units, two
extended-precision floating-point units, and two additional single-precision floating-
point units. Two bundles are fetched in every clock cycle. Therefore, the machine
can fetch six instructions at each clock cycle.

6. Conclusion—Impact on Modern Microprocessors

The three architecture styles just discussed have significantly impacted the design
of modern processors, each to their own degree. While superscalar architectures have
dominated the commercial field, superpipelining techniques have had a strong influ-
ence on the bottom design of processors, a number of VLIW compiler techniques
have made their imprint on the design of compilers for conventional architectures.

Superpipelining could appear to be the simplest technique to implement. However,
it is inherently tied to low-level implementation issues and is limited by the amount
of hardware partitioning which can be attained.

VLIW has the advantage of design simplicity as it pushes much of the complexity
to the compiler stage. However, code explosion, requirements for high bandwidth be-
tween the instruction caches and the fetch units, and lack of backward compatibility
has reduced the potential of this model.

Superscalar has known the most success of all three techniques and has indeed
satisfied the users’ ever increasing hunger for more computing power. However, it
is intrinsically restricted by two basic considerations. First, the ability to uncover
sufficient ILP (Instruction-Level Parallelism) is seriously questionable for wide su-
perscalar processors. Second, with larger scale of integration, clock skew and signal
propagation delays become a major consideration (a pulse may take dozens of clock
cycles to propagate across a chip). This may, in many cases, reduce the effective
clock frequency which can be achieved.

Both these problems have been somewhat successfully attacked by a number
of hardware and software techniques as we have described. Future models [17]
which exploit Thread-Level Parallelism (TLP), include Simultaneous MultiThread-
ing (SMT) and Chip MultiProcessor (CMP). They hold much promise for the design
of future architectures.
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Abstract
Traditionally, the design of on-chip interconnects has been an afterthought in the
design process of integrated circuits. As the complexity of interconnect and the
capacitance, inductance and resistance associated with the wires have increased
with technology scaling, the delays associated with wires can no longer be ne-
glected. Consequently, planning the design of these interconnection networks
early in the design stage has become critical in ensuring the desired operation of
the integrated circuits. Network on Chip is an on-chip communication mech-
anism based on packet based data transmission to support early planning of
interconnect design. This chapter reviews the various aspects of Network on a
Chip and concludes with a case study of a neural network design using such a
communication fabric.
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1. Introduction

Technology scaling has enabled chip designers to increase the number of transis-
tors on a single chip, while reducing the overall area of the chip and the supply volt-
age. Designs using transistors with smaller feature size also enables faster switching
response, an effect which has boosted the system clock frequency into the gigahertz
era. By the year 2008, the International Technology Roadmap for Semiconductors
(ITRS) [4] predicts that there will be over a billion gates on a single chip. However,
there are various impediments that must be surpassed in achieving the goals set by
the ITRS roadmap.

Technology scaling does not magically solve all problems; in fact, designers are
now presented with new challenges such as leakage power, transient faults due to
noise, and process variation [1–3]. Crosstalk noise, electromagnetic interference
noise and radiation induced charged particles become more problematic as the power
supply voltage and the channel length are reduced, resulting in transient faults known
as upsets. Another issue of major concern is the disproportional scaling of the gate
delays vs. the wire delays, as noted in Figure 1, where for values lower than 0.1 µm,
the wire delay is expected to grow faster and surpass the gate delay. Wires seem
“longer” now, as while everything else shrinks, chip size overall stays almost the
same with simply more components placed on it. A wire traveling across the chip
is now therefore considered long [1–3,5–10]. While technology scaling reduces the
size of a transistor gate and correspondingly the size of an entire cell, long intercon-
nect wires do not scale in similar fashion. With the 10 GHz barrier almost broken,
logic gates and consequently IP cores, will end up producing results much faster
than the results would travel to the recipient IP core. In other words, a signal will
end up needing more time to travel between two components than the components
would need to actually compute it. The amount of chip area reachable by any signal
within a single clock period reduces drastically, resulting in increased delays when
dealing with large centralized structures such as on-chip caches. In addition, the use
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of the core based design philosophy for designing complex systems-on-chip results
in all sorts of data traveling across the chip. For example, DSP cores generating radio
signals coexist with control and configuration data, generated by different cores, at
different frequencies, with multiple destination cores. Communication consequently
needs to be fully distributed with little or no global control, as cores need to initiate
data transfers autonomously based on their own needs [1–7].

FIG. 1. Impact of technology scaling on gate and wire delays [4].
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Consequently, the design of an interconnect structure that transfers data from any
source to any destination on the chip, with as low a latency as possible, as high
a reliability as possible, and with predictable performance characteristics is criti-
cal to the success of complex future system-on-chip designs. Based on these needs,
researchers, inspired by the way traditional networks work, proposed a novel com-
munications structure for on-chip interconnections [1] called Networks-On-Chip
(NoC). NoC architectures contain on-chip routers attached to each IP core to sup-
port on inter-IP communication. The architecture attempts to separate two functions
of a design; communication and computation. The overall architecture is similar to
traditional network architectures, and is also partially inspired by the FPGA routing
architecture. Similar to traditional networks, NoC architectures depend on funda-
mental concepts such as congestion avoidance and control, routing algorithms, data
buffering and reliability. While traditional networks have made significant progress
in addressing these issues, using algorithms and techniques developed for traditional
networks to address these issues for on-chip networks requires a re-evaluation given
the vast differences in the design constraints [10–12].

The basic NoC structure is similar to traditional networks [5–7]. Communicating
nodes interface to a router, and each router communicates with neighboring routers,
networking thus the entire chip. The communicating nodes are the IP cores in our
case, also known as Processing Elements (PEs). The original idea [1–3] calls for a
switch dedicated to each PE placed on the chip, and a network structure joining all
switches to each other as shown in Figure 2.

Switches communicate with each other via short and regular wires. The uniformity
of the interconnect design enables the architect to predict the wire delays much ear-
lier in the design cycle and optimize the design to meet the desired constraints more
efficiently. In contrast, the length of point to point interconnects used in traditional
ASIC design cannot be accurately predicted until after physical design is completed.
Further, the NoC structure permits multiple data transfers to occur concurrently be-
tween the different on-chip routers, unlike bus designs, where the communication
medium may only be accessed by one sender at a time. Data is transmitted in pack-
ets, where a packet is made up of the header and the data fields. The header contains
addressing and control information similar to traditional networks, and the data is
the actual data that would be transmitted in traditional bus architectures [2].

To give a better idea on how NoC operates, let us consider a simple example net-
work structure shown in Figure 3. We partition a chip into a 4× 4 array of 16 tiles.
Each tile receives user-specific components/PEs (IP cores) such as embedded proces-
sors, DSP, memory cores, etc. Each component is placed into a tile. Each tile now
communicates with others via the underlying network structure; there is no top-level
connection other than the network wires. Network logic occupies a very small area
between the tiles. The network interface acts as a simple reliable datagram interface
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FIG. 2. NoC basic architecture showing the switches interfacing to each resource. Resources include
pre-designed IP cores, or user-designed components [1–3].

FIG. 3. Tiled NoC architecture (4×4), where routers communicate with each other via a higher metal
layer and resources (Processing Elements—PEs) are attached to each router.
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FIG. 4. NoC router diagram and its connections.

to each tile. Each tile has an input port to insert packets into the network and an
output port to receive packets from the network. Data transfer is done via routers,
attached to each tile. The router interfaces to the rest of the network via 5 ports—
the PE port, and the 4 networking ports, north, south, east and west as shown in
Figure 4 [2].

The router logic is typically kept very simple so that the overall network area
remains as small as possible. It consists of a crossbar, a routing decision unit, and
buffers, which occupy most of the router area. The router transfers data inflits; a
flit is defined to be the amount of data transmitted in a single clock cycle. A packet,
depending on its size, can be transmitted in several flits. Flits are assembled and
disassembled at the PEs, thus router logic is kept minimal. When a flit arrives in the
router, the router uses the flit header information to route the flit to the destination
output port depending on the destination PE and its relative location on the chip.
The routers provide buffer space, which reduces network congestion and improves
performance. The size of the buffers depends on the overall network architecture and
application needs. Routers also act as drivers, receivers and repeaters across the chip,
reducing the area overhead of the design [2]. The network architecture also allows for
fault tolerance protocols and wiring, as well as a simplified, regular way of applying
power optimization. In addition, routers can also be configured to prioritize packets,
ensuring quality of service (QoS) levels for applications where performance must be
well characterized [16–20].

The NoC architecture offers significant advantages when compared to traditional
bus architectures. It provides significant improvement over bus synchronization,
given that routers can act as “pipeline stages” across long wires. The NoC archi-
tecture is more easily expandable and can be easily reconfigured to support different
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communication patterns or to handle faults. In contrast to expanding the interconnect
system by plugging in PEs to standard backbone busses such as PCI or VME, the sys-
tem now simply expands by inserting a new switch to the network, and attaching a
PE to the switch. The NoC design can be implemented hierarchically, similar to the
traditional network layer hierarchy. Hierarchical abstraction allows for a much more
accurate model for purposes of simulation and testing, and enables the designers to
control many more parameters in each layer to fine-tune the network for optimal
application performance [21–23].

In NoC designs, single synchronous clock regions will span only a small fraction
of the chip area. At the same time, miscellaneous self-synchronous PEs can com-
municate with each other using network-oriented protocols. The structured network
wiring leads to a much more deterministic model and accurate electrical character-
ization. Shorter wiring additionally reduces latency, increasing the clock frequency
and potentially increasing the network bandwidth. Furthermore, a better abstraction
level can be adopted by using layered communication architecture. Given the pres-
ence of noise and other transient fault sources, we can introduce error detection and
correction mechanisms to take care of ubiquitous failures due to the inherent unre-
liable physical medium. By separating the communication infrastructure from the
computation nodes, we achieve distributed control of the network traffic and resem-
ble the interconnection architecture of high performance parallel computing systems,
on a single chip [24].

In this chapter, we will discuss the NoC architecture and its major highlights in
Section 2. Section 3 will present the communication structure employed in NoC
architectures, and Section 4 will introduce application mapping on NoC architec-
tures. Power consumption and reliability of NoC-based systems are highlighted in
Sections 5 and 6 respectively, and Section 7 presents some design tools used in
evaluation of NoC architectures and relevant research. Section 8 presents an exam-
ple application mapped on NoC architecture, to illustrate the concepts presented in
this chapter. Finally Section 9 concludes by summarizing the advantages of NoC ar-
chitecture and its promising future towards improved SoC design, and emphasizes
potential research areas.

2. NoC Overview

2.1 Hardware Overview

2.1.1 NoC Routers
The primary component for NoC architectures is the on-chip switch/router. The

router resembles the traditional router/switch concepts; however the environment
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FIG. 5. Router detailed block diagram.

and operation differ drastically. While traditional networks enjoy plenty of routing
flexibilities such as varying routing algorithms, NoC routers are limited in terms of
buffering space, complexity and latency, and are designed with minimal options to
facilitate application requirements. Typically a router consists of the port dedicated
to the PE, and four ports to talk to the rest of the networks [5]. An example block dia-
gram of a NoC router is shown in Figure 5. NoC routers communicate between each
other using point-to-point wires, whose length however becomes a design parame-
ter now; therefore it can be modeled more accurately. The router contains sufficient
logic to perform the routing operation as well as related data transfer logic such as
error correction/detection, buffering space, packet prioritization, etc. Routers also act
as repeaters and bridges between various sections on the chip, further reducing the
global wiring length [2,17–20].

On-chip routers/switches are responsible for multiple operations depending on
the application. They direct data from and to each PE, provide buffering capabil-
ity, resolve priorities, provide fault tolerance capabilities, and integrate computation
and communication data along the network. The basic components of the router are
the input/output ports, the crossbar switch, the buffers and the routing unit. The in-
put/output ports receive and send data to the external world. The buffers keep data
waiting to be routed, minimizing data loss and reducing congestion. The routing
unit is responsible for directing the data between input and output ports, and finally
the crossbar is the data redirection unit [1–7]. The router can be pipelined or non-
pipelined. A pipelined router can be clocked faster and possibly include stages for
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error detection and correction, priority routing, etc. A non-pipelined router forwards
received data within one clock cycle, and requires minimal resources. The router de-
sign is of course constrained by the area of the chip; as the network hardware has to
be minimal, the router has to consume as little area as possible. Therefore, depend-
ing on application requirements, it is desired to provide only minimal and absolutely
necessary buffering as well as any other logic required for routing operations [17–
20].

2.1.2 Input/Output Interface

The network can communicate with the external world using dedicated I/O nodes,
namely ingress and egress nodes. These nodes can be either PEs or independent
nodes. The ingress node(s) receive data to be transmitted to PEs from the external
pins, while the egress node(s) collect data received from PEs to send outside the
network. Note that each ingress or egress node connects to a network router, where
data is sent or received from in packetized format in agreement with the network
protocol. Data sent to the network is not packetized, so ingress nodes are respon-
sible for packetizing the data in accordance with the network packet protocol and
forward the data to the network when the network is ready to receive the data.
Ingress nodes additionally prevent network congestion from happening, by either
buffering any input data that is not ready to enter the network (which requires suf-
ficient buffering capabilities) or rejecting any data that is sent to the network in the
event that the network is congested. In similar fashion, egress nodes provide buffer-
ing capability for data leaving the network, but cannot be accepted by the external
world due to any reason, thus maintaining the input-output flow without loss of data
[15].

Given that the NoC interconnect is not part of the computation structure, in VLSI
implementation, the wires between the routers can connect be routed using one or
two dedicated metal layers [2]. Doing so, allows for routing wires to lie “on top”
of the chip, enabling the use of differential signals and shielding wires for reducing
noise induced transient faults. Using higher metal layers to connect router wires also
reduces the need for wire drivers and repeaters resulting in an overall positive effect
on the chip communication.

2.1.3 Processing Elements (PEs)

The purpose of building a NoC structure is to connect multiple IP cores (also
called Processing Elements (PEs) in this chapter) that can be either homogeneous or
heterogeneous. A PE can be any component that performs computation based on the
application mapped on the chip. The PE receives data from other PE(s) via the net-
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work infrastructure, performs its assigned computation task and returns the data to
the appropriate PE(s) or the network output. The PEs interface to the network via spe-
cific network interface logic built in each PE. Based on the network communication
protocol that the designer chooses, each PE contains hardware to process arriving
network data, by stripping off the packet header, identifying the data to be used for
computation, and processing that data [17–20]. When a PE wishes to send data to an-
other PE, it uses hardware similarly designed based on the network communication
protocol to packetize the output data and send it to the network. Based on the network
congestion, a PE can only send data when the network is ready to accept it. It must
be noted that some NoC architectures drop packets when there is buffer overflow,
but this depends entirely on the design [42,43]. At the same time, traditional proto-
cols which employ acknowledgement methods (ACK/NACK) are not practical with
on-chip networks, due to latency and hardware issues; therefore congestion control
at the PE level becomes important. The PE network input/output interface hardware
is sometimes called PE wrapper, as it forms a virtual wrapper where the PE (IP core)
can be placed. The PE wrapper hardware typically consists of an input and an output
interface. The input interface usually contains a packet assembler (where packets are
assembled from incoming flits) and a data redirector, where the header information
is decoded and the data included in the packet is identified and redirected to the com-
putation unit inside the PE. At the output interface, the wrapper contains a table with
the destination addresses of the PEs that it communicates with, and other relevant
control information in order to packetize the output data and send it to the network.
The network interface hardware has to be as small as possible, and appear invisible
to the PE computation core [15,24].

PEs are addressed using address models similar to the traditional network address-
ing schemes. Each PE has a unique address ID, assigned a priori by the application,
and made known to all associated PEs during the network configuration. Conse-
quently, PEs store address information for all other PEs that they communicate with
using dedicated memory. Ingress and egress nodes also are addressed similarly. An
important concept of NoC architecture is the configuration stage. Addressing and
other network relevant information is sent to all PEs with details such as addresses
of PEs that will be communicated with, addresses of ingress and egress nodes, com-
putation specific data, and normal PE initialization data. The process is essential so
that PEs will be able to transmit data to and from the network, be able to follow the
network [15].

We will explore further the network hardware and illustrate how the design pa-
rameters affect the performance of the network, during our extensive analysis of
the communication structure(s) in Section 3. A brief overview however follows
next.
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2.2 Communication Overview

2.2.1 Data Transfer: Packets vs. Flits

The overall communication happens via the switching activity of the network in-
frastructure. The major object traveling across the network is the data packet. The
packet consists of two fields, header and data. The header is used to identify the data
that arrives at a destination. The header contains information fields such as control
information, priority, sequence number (if the data packet is part of a larger data
block for example), source and destination address, error correction/detection fields,
etc. Similar to traditional networks, header bits add identity and aid in smooth tra-
versal of the network. Header bits are used by the router in the routing procedure,
used by the recipient PEs for data identification and classification, and used by the
ingress/egress nodes to identify input/output data. Header bits however are extra bits,
adding overhead traffic to the network. In traditional bus architectures, only neces-
sary data and possibly error control bits travel across the bus. Also, increase in data
transmission/switching results in increased dynamic power consumption. Therefore,
headers have to remain as small as possible, requiring the least amount of bits as per
application demands. However, allocating some extra (and initially unused) bits in
the header field offers the designer a particular advantage; the designer can reconfig-
ure the application after the network is designed, something that is used in traditional
networks.

The smallest transmissable unit that travels between two routers is called a flit
[2–7]. A packet can consist of multiple flits, or a packet can be itself a flit. In cases
where a packet is made up of multiple flits, there are a number of ways that the packet
can be routed, including packet switching and wormhole switching. In all cases, the
header information is usually transmitted with the first flits, allowing the receiving
router to begin computing the next destination early. The subsequent flits follow the
path discovered by the first flit, ensuring that they all arrive in the same order and
with no intermediate flits from another packet. Flits can be assembled into packets at
either the router, or the PE. Assembling at the router is known as packet switching,
and is not usually done in NoC designs because waiting for all flits to arrive before
continuing transmission consumes extra hardware (buffering) and latency. Assem-
bling only has to be done in cases where two (or more) networks communicate with
each other and packet formats differ between the networks. This technique is similar
to theIP tunnelingin traditional networks [2], and allows data exchange between two
or more networks using separate protocols. On-chip networks have not yet evolved
to the point where more than one network resides on a chip; designers however will
eventually be given that option as the technology scales down.

Flits which travel across the network arrive at a router via one of the input ports.
They are queued and routed based on the header field that is contained in the flit.
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The router can either store incoming flits until the output port is able to send to the
network where the router forwards the flit to its destination port, or, reject a flit from
entering the router queue if there is no space and the network is congested. If the
router contains sufficient buffering capacity, data loss is avoided; else mechanisms
such as acknowledgments and negative acknowledgments can be employed to guar-
antee service. Whether packet loss can be tolerated or not depends on the application
mapped onto the NoC. When the PE is about to transmit a packet, it breaks it down
into flits attaching header data, and transmits each flit until the entire packet is gone.
Initial NoC implementations used a packet as a flit; in this case, no packet assembly
is required. However, breaking down packets into flits allows for smaller buffer sizes
and lower wiring requirements. On the other side, breaking a packet into multiple
flits increases the latency of transmission, and can result in increased congestion.
This is an important tradeoff that designers have to consider.

2.2.2 Routing

Data transmission can occur at every routing node, where each node is responsi-
ble for receiving a flit/packet and sending that to a destination node. Most networks
include some system to ensure that any message sent will eventually arrive at its
destination, as the complete loss of information will negatively affect most appli-
cations. Data transfer from node to node can happen using one of the following
switching methods:store-and-forward, virtual cut-throughandwormhole routing.
In store-and-forwardswitching, a packet is received and stored in its entirety be-
fore it is forwarded to the next network destination. In other terms, the last flit of
each packet must be received before the first flit of said packet is able to begin being
transmitted to the next router. The router has to provide sufficient buffering capac-
ity for each packet, and the method implies latency of at least the time required to
receive the entire packet, times the number of routers the packet travels. This can
be too costly when dealing with multi-hop paths. This method of routing is useful
in networks where each packet is checked for integrity at every router, as it allows
a single error coding to protect and repair an entire packet [15–24]. An example is
shown in Figure 6(a).

Virtual cut-throughswitching begins forwarding a packet as soon as the destina-
tion router/PE can guarantee that the entire packet will be accepted by the destination
router. If the destination (either a router or a PE) cannot guarantee full reception of
the packet in its entirety, then the packet is stored in the current router as a whole
until the destination node is ready to accept it. Thevirtual cut-throughalgorithm is
similar to thestore-and-forwardmethod in terms of buffering requirements, however
allows a faster communication as a packet can immediately begin being transmitted,
provided the destination can receive it. Contrary tostore-and-forwardrouting, the
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FIG. 6. Switching techniques.

network latency depends on the congestion levels (and hence buffer utilization) in
the network [15–24]. An example is shown in Figure 6(b).

Lastly, in wormhole switchingpackets are split into flits and allowed to travel
forward, even if sufficient buffer space for the entire packet is not available. Flits
are routed as soon as the destination router/PE can guarantee acceptance of even
a single flit, even when not enough buffering capacity exists for an entire packet.
The moment the first flit of a packet is sent in an output port, the output port is
reserved for flits of that packet, and when the leading flit is blocked, the trailing flits
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can be spread over multiple routers blocking the intermediate links. As a result, while
wormhole routing offers significant advantages in terms of both required buffer space
and minimum latency, it is more susceptible to congestion and the designer has to
be extremely careful to maintain performance as network utilization increases. An
example of wormhole routing is shown in Figure 6(c). The latency of wormhole
routing is proportional to the sum of packet size (in flits) and number of hops to the
destination, rather than the product of packet size (in flits) and number of hops, as in
store-and-forward packet transmission [15–24].

A major problem that NoC architectures have to deal with is deadlock when
routing data. Deadlock occurs when multiple packets/flits wait for interdependent
resources to be released for progressing without being able to escape, as shown in
Figure 7. There are two types of deadlocks that can happen in NoCs,buffer and
channeldeadlock.Buffer deadlockoccurs when all buffers are full in astore-and-
forward network. This leads to a circular wait condition, where each node is waiting
for space availability to receive the next message, but as messagex cannot progress,
it will never release its buffer space to messagex + 1. As such, a circular wait state
occurs, in which no packet advances, and no buffer space is opened for the packet ‘af-
ter’ it to advance.Channel deadlockis similar, but will result if all channels around
a circular path in a wormhole based network are busy (each node has a single buffer
used for both input and output) [16–24].

Deadlock can be avoided in a number of ways, and extensive research has been
performed in this area in regards to traditional networking. One possible method of
avoiding deadlock is to prevent circular dependencies by carefully selecting a routing

FIG. 7. Deadlock in NoC.
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algorithm in such a way that it avoids creating data cycles among routers. Alterna-
tively, designers can choose to implement extra channels per routing node, called
escapechannels, which also do not allow circular dependencies. The presence of es-
cape channels ensures that in a situation where a number of packets are competing
for each other’s resources, at least one of said packets will be able to make forward
progress (via the escape channel), ensuring that resources are freed, and the remain-
der of the packets can also progress. Escape channels can be either reserved channels
implemented in the router, orvirtual channels, which we will be addressed later in
Section 5. The design of deadlock free routing paths is a heavily researched area, as
they are key in preventing deadlock from happening all together [17–20].

Due to the nature of the network structure and constrained resources, a poor choice
of routing algorithm can be catastrophic to the overall network communication. Each
algorithm can be classified in a number of ways, such as either deterministic or adap-
tive, source or distributed, and unicast or multicast. Deterministic routing requires a
priori knowledge of the network topology and connections, whereas adaptive rout-
ing algorithms evaluate the available paths across the network and choose one that
will provide the best path for a message (according to various metrics). The decision
is made on a packet by packet basis and routes may change due to congestion and
path failures induced by failure of switches or communication channels. In source
oriented routing, the source node that generates the packet/flit also generates the
routing path that the flit/packet will follow. This technique is widely used in prior-
itized packets, where QoS is targeted. Distributed routing on the other hand allows
each router to determine the best path for a packet to continue following. Finally,
multicast routing is used in the case where the same data has multiple PE recipients,
and is transmitted to them in parallel, whereas unicast routing involves a single des-
tination. The application demands again determine the routing scheme to be used.
Quality of Service (QoS) is a concept that has also been addressed in NoC architec-
ture. Routing algorithms that offer QoS are preferred in cases where certain data is
more time sensitive or important than the rest. As a result, router hardware can po-
tentially be enhanced with QoS directed logic, where packets are identified as high
priority and forwarded in front of the queue. Similarly, dedicated routing paths can
be allocated to high priority data, helping to ensure prompt and fault-free delivery
[17–20].

The main objective is to provide deadlock free and low-latency routing of data
from a source PE to a destination PE. Input data is multiplexed to the output ports of
each router, using a control circuit which implements the routing algorithm. Rout-
ing algorithms are either deterministic, i.e., determined at set-up time, or adaptive,
i.e., dynamically adapting to the current network state. Deterministic routing implies
knowledge of the network topology a priori, such that each router is configured with
the relative location of each PE and the PE’s address. Adaptive algorithms use net-
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work related information such as congestion or known faulty locations, to choose the
best possible path for a packet to reach its destination. Adaptive routing can be ac-
complished through a number of means, the most common of which involves routing
tables at each router that are updated according to the algorithm’s particular charac-
teristics. The algorithm selected determines table entries, and the table is used to
select which output port data will be sent to. Each table entry contains the relative
location of the destination node, the next node/link that the packet has to go to be
closer to the destination, and a metric which indicates how good the path is. Metrics
can include the number of hops towards the destination, the path delay, path utiliza-
tion, etc. For example, information concerning the network utilization can be used
for adaptive routing, or routing to avoid a broken link. Similarly, the hop count can
be used as a deterministic metric in routing towards the destination node [15–20].

Deadlock can be avoided using dimension-ordered routing algorithms in mesh
topologies [26]. Dimension-order algorithms route packets entirely in one dimen-
sion first, and then in the dimension that the packet has to travel. This technique is
essentially similar to the escape channel without the additional hardware. A popular
dimension-ordered routing technique isX–Y routing (orY–X) where a flit/packet is
routed as necessary first in theX-direction, and then in theY direction to the des-
tination (or vice versa). Each router has to know the relative location (i.e.,X–Y

coordinates) of each destination address, allowing the router to make a decision
where to route each incoming flit/packet. In the case of broken links, the algorithm
must be able to maintain theX–Y flow to eliminate chances of deadlock occurrence.
This algorithm, while easily understood and implemented, is actually overly restric-
tive, in that while it is a sufficient algorithm for deadlock free operation, it is not
necessary. Other algorithms exist that satisfy the sufficient and necessary conditions
for deadlock free operation [26,27].

One such deadlock-avoidance algorithm is West-first (East-first) routing. This al-
gorithm allows a packet to follow nearly any path to its destination, on the condition
that if the packet wishes to travel in the ‘west’ direction, it must do so before any
other directions are traveled. The algorithm therefore disallows a subset of all avail-
able routes, in order to restrict packets to deadlock-free paths. The algorithm provides
deadlock free operation and can be fully adaptive.

Dimension-order routing can also be implemented in hierarchical routing; routers
are organized in a hierarchical fashion, where a router receives all data destined for
a cluster of PEs and routers. That router forwards incoming data for the group that it
handles to the group routers, which handle local traffic only. This technique is better
suited for networks where groups of PEs talk frequently and usually independently
from other groups of PEs. Group communication is isolated from the rest of the
network, and is similar to the sub-netting concept of traditional networks.
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An adaptive routing algorithm which can potentially result in a deadlock case
is the hot-potatorouting algorithm which is used in traditional networks. In this
case, the routers have little or no buffering space to store packets before they are
moved on to their next destination. Hot potato routing results in smaller routers,
and less complicated routing hardware. In normal routing situations, when multiple
packets contend for a single outgoing channel, packets are either buffered internally,
and packets that are not buffered are dropped. In hot potato routing, all packets are
constantly routed until they reach their final destination, usually on any available
output port. Individual communication links can not support more than one packet at
a time; consequently packets bounce like a “hot potatoes” sometimes moving further
away from their destination since they have to keep moving around the network. This
technique allows multiple packets to reach their destinations without being dropped
and increases the reliability of the system. This is in contrast to “store and forward”
routing where the network allows temporary storage at intermediate locations. Hot
potato routing however is mostly used in applications where the criticality of the data
traveling across the network is high and the area of the routers is minimal; otherwise,
it consumes large overhead bandwidth and much more power than normal routing
methodologies. While this algorithm is susceptible to deadlock, the algorithm can
also result in a livelock scenario, where a packet will be routed forever, never actually
reaching its destination. As such, systems such as a packet lifetime counter, or other
livelock avoidance systems, are used [26,27].

Figure 8 shows examples of a dimension-ordered (X–Y routing), hierarchical rout-
ing, and hot potato routing. Hierarchical routing can be dimension ordered (X–Y ,
east first, west first, etc.). Hot potato routing is completely random, hence might re-

FIG. 8. Routing techniques.
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sult in deadlock and large overhead bandwidth as packets travel around the network
until they reach their destination.

Generally, routing algorithms involved in traditional networks can also be adopted
to work with on-chip networks. Deciding which algorithm will be implemented de-
pends on the application traffic and the chosen network topology. Routing algorithms
which work very well with mesh topologies for instance, can result in deadlock in
toroidal topologies. Consequently, the designer must carefully evaluate the tradeoffs
such as the buffer requirements, the queue sizes and the amount of routing ports prior
to deciding which routing algorithm to implement. Routing is in essence a graph
theory problem; choosing the right network topology for the application will likely
impact the decision on routing algorithm.

3. Communication Structures

The underlying structure of the NoC architecture is the communication architec-
ture. As the primary purpose of the network is to provide the best communication
between the PEs, the architecture that defines that is obviously the most important
concept. In this section, we will cover network topology choices, buffer and crossbar
design issues, virtual channel implementations, and how each parameter contributes
to the overall network performance.

3.1 Network Topologies

Traditional network topologies have been adopted by NoC researchers, as their
properties in terms of network performance are already known. However, when deal-
ing with VLSI, we are limited in terms of the 3rd dimension; therefore the topology
is constrained by the amount of metal layers available to us. The most common
topologies used are the two-dimensional mesh structure, the two-dimensional torus
structure, and the three-dimensional mesh structure. All three are shown in Figure 9.
Note that irregular topologies are also used in a number of designs as well [42,43]
and could emerge as equally attractive as regular topologies.

The circles represent the network switches, and the empty space in between shows
the tiles where the PEs are placed. The two-dimensional mesh structure is the most
favored because it is the simplest of all in terms of wiring and overall design. Three-
dimensional mesh and two-dimensional torus structures are attractive however to
applications, as a large number of problems map better and in a more natural form
in a more highly connected topology. A particular property of then-dimensional
mesh and tori is that they do not need to have the same number of nodes in each
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(a) 2-D Mesh Network

(b) 2-D Torus Network

(c) 3-D Mesh Network

FIG. 9. Network topologies.
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FIG. 10. Sample layout of 2D torus.

dimension; thus we can reduce the node-to-node hop count, a significant benefit in
terms of latency and power consumption.

Toroidal structures allow packets leaving one ‘edge’ of the network to enter the
opposite ‘edge’ of the network, significantly reducing congestion hotspots. Though
logically it seems that some connections must span the entire chip, in the toroidal
architecture the nodes can be placed in such a fashion as to nearly equalize the inter-
connect distance between logically adjacent nodes. This node placement technique
is shown in Figure 10 [23,24].

Traditional mesh and toroidal structures with a large number of nodes result in
multi-hop paths between two distant nodes. Hence, in an attempt to reduce the
amount of hops that a flit has to travel across the network, researchers proposed
the use of express channels which are implemented in similar fashion as toroidal
and mesh structures, however provide connections between non-neighboring nodes,
skipping over a predetermined amount of nodes. The express cube topology [78]
uses bypass links betweenn nodes, to reduce the hop count between distant PEs.
The bypass links are called express channels, allowing data traveling long paths in
terms of hops, to reach its destination node in fewer hops. An example is shown in
Figure 11(a), where each node represented as a larger circle (called express node),
skips over 1 node at a time to communicate with the next express node in the struc-
ture. Note that there are two physical connections coming off each express node; the
channel that communicates with the immediate neighboring node, and the express
channel. This implementation, although effective in reducing the hop count, can re-
sult in more complicated wiring and has to be used with caution by designers. It can
be applied in all types of topologies, let that be mesh, torus or tree structures. For
example, Figure 11(b) shows a toroidal structure with bypass links—the figure illus-
trates how the wiring becomes more complicated and congested with the increase in
dimensions. In the case where the express channel bypasses a single node at a time,
the maximum number of hops in the data path is reduced by half [26,27,38].

Another widely used structure is the so called honeycomb structure (hierarchical
mesh), where a number of PEs are clustered per router, with each router communi-
cating with each other router in a mesh or toroidal topology, and each PE clustered
around the router communicating with all other PEs directly. A two-dimensional
mesh honeycomb is shown in Figure 11(c), where 6 PEs share a single router, which
in turn communicates with the rest of the network. The main advantage of the hon-
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(a) Express Cube Structure (b) Toroidal Structure with express Links

(c) Honeycomb/Hierarchical mesh structure

FIG. 11. Mesh and torus based network topologies.

eycomb structure is that it keeps a localized communication pattern amongst PEs
which talk together and frequently, thus reducing the network congestion and power
consumption. The main drawback of honeycomb structures is the amount of data
congestion that happens at the shared switch. Knowledge of the application task flow
graph however can address this problem efficiently. In addition, the amount of clus-
tered PEs can also be determined from the mapping methods we already explored
[26,27,38].

Other, less frequently used network topologies include trees and fat trees. In a
tree network there is only one path between any two nodes. The taller the tree, the
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FIG. 12. Tree network topologies.

greater is the communication bottleneck at high levels of the tree. Using the NoC
approach, we can design two alternative tree based topologies, such as dynamic tree
networks and static tree networks. Examples of both cases are shown in Figures 12(a)
and (b). Alternatively, we can have fat tree networks (Figure 12(c)) where routers
communicate hierarchically with each other, with increased bandwidth for the top
level routers. Trees suffer however from more complicated wiring that does not nec-
essarily translate to the 2-dimensional structure of a chip easily [15].

In general, traditional network topologies can be adopted to be used for NoCs. On-
chip dimensions however constrain the amount of dimensionality enjoyed by typical
networks; therefore low-dimensioned (mesh) structures are often preferable in NoC
architectures. Depending on the number of the components and the communication
pattern employed in the application, the designer can select the network topology to
facilitate the application. Mesh structures have been the most commonly deployed
in NoC applications, however toroidal and tree structures can be used in special sce-
narios, like for example a neural network processor (which we will describe at the
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TABLE I
COMPARISON OFSOME COMMON NETWORK TOPOLOGIES[15]

2-d Mesh 2-d Torus 3-d Torus Hierarchical Mesh Fat Tree

Wiring complexity Low Medium High Low High
Max wire length Low Medium High Medium High
Routing complexity Low Medium High Low High

end of this chapter) where the feed-forward layered architecture takes advantage of
the torus network’s ability to loop data around the edge nodes to keep forward data
transfer and limit congestion. Overall, topology is an issue mostly related to the
communication pattern of the application; however it does play an important role in
network congestion and resource utilization. Table I summarizes the characteristics
of some network topologies, in terms of routing complexity, wiring complexity and
wire length [15,23].

For mesh structures, the wiring complexity is low as wires run straight from router
to router, without any crossover wires. As we move however to toroidal structures,
wiring complexity increases, as wires have to travel “around” or “over” routers,
which in VLSI implementations, consumes additional wiring channels. This adds
extra capacitance and increases the maximum wire length as well as the wiring com-
plexity. The advantage gained however from these topologies is expressed in terms
of network congestion—on average, data on a toroidal network travels a lower num-
ber of hops in order to reach its destination, as the diameter of the network is smaller
due to the “wrap-around” edge. Consequently the designer has to evaluate the per-
formance gain when using more advanced topologies, and whether it is worth doing
so. Typically, for small networks mesh structures are often appropriate as their rel-
ative low complexity and small maximum network distance makes up for the extra
congestion they might suffer.

3.2 Data Link

The sole purpose of the data link is to transmit data between PEs and routers
reliably, as fast as possible, and using as low resources and power as possible. The
data link consists of the physical wires that transmit data between chip components,
let that be routers, PEs, ingress or egress nodes. In addition, data link components
include hardware that transmit data, such as drivers, repeaters, error detection and
correction components, and other resources that work in transmitting data. End to end
communication is achieved via the switching links (wires); these wires connect to the
output buffers of each component. When a component is about to send data, based
on the network communication protocol, the connected buffer places the data on the
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bit lines which transmit the data to the input buffer of the other component. The input
buffer, again based on the handshake protocol, is ready to accept the data within a
given timing window. When the data is received, the data link is ready to accept
the next data set. Provided that the timing is correctly calculated, the receiver will
read the data prior to the sender placing other data on the line. Each end point uses
two ports; an input and an output. Consequently, data transmission is unidirectional,
eliminating the need for a shared medium and the issues that come with it [1–3,5–12].

The primary issue when communicating over such links is the handshake protocol.
The handshake protocol can be implemented either synchronously, asynchronously,
or using the clock and additional control/latching signals. Synchronous communica-
tion is commonly used, where data stays on each link over a period of one cycle; the
output buffer places the data on the wires where the input buffer reads them at the
next clock cycle. The process is synchronized with the clock, eliminating the need
for additional handshake signals, making it popular among most applications. Using
the clock adds also predictability to the application, and makes cycle-accurate simu-
lators very accurate when modeling data link transmission. Given the smaller length
of data link wires, the wire delay can be kept less than the clock cycle hence allow-
ing synchronized communication to operate without any timing issues. Synchronous
communication however is not necessarily the best method; depending on the appli-
cation, two particular components might be able to communicate with each other at
a much faster rate than the clock cycle. Restricting their communication to the clock
frequency implies a reduction in their utilization. In order to improve performance
and eliminate dependence completely on the clock, we can either use an asynchro-
nous handshake between components, or additional bit lines, which implement data
transfer control signals [10–15,67].

Asynchronous communication is done via handshake signals; when a component
wishes to send data to the network, the network router associated with the compo-
nent is notified via a predetermine signal. If the router is ready to receive the data, it
sends a signal to the component that it is ready to receive the data. The component
then places the data on the bit lines, and the router reads the data within some timing
window, determined by the network protocol. Upon reception, the router sends an ac-
knowledgment signal to the component thus ensuring successful transmission. This
method allows both the router and the component to work completely independently
of each other until data is ready to be sent. However, this method has to be univer-
sal between routers and components, with the control signals possibly requiring a
noticeable amount of area, as well as increasing the actual transmission delay.

Asynchronous handshake signals do not need a clock to operate; however, most
pre-designed components (IP cores) are synchronous with a clock. Using an asyn-
chronous communication model, would require some sort of interfacing between the
component and the network interface hardware. In addition, asynchronous operation
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requires some finite amount of time until data is actually transmitted. As a result,
a hybrid method can also be implemented. A hybrid communication protocol can
use two additional signals per port, plus the clock. The signals are calledreadyand
valid. Readyindicates that a component is ready to receive data;valid indicates that
the sender transmits valid data. Using the sender’svalid signal, and the receiver’s
readysignal, and the positive (negative) edge of the clock, data is transmitted be-
tween the sender and the receiver when both signals (readyandvalid) are high, and
the clock signal rises (falls). The sender places the data on the bit lines and raises its
valid signal; when the receiver is ready to accept data, it raises its ready signal, at
which point it reads the data.

An important issue is the amount of wires placed between routers and components.
If we assume a regular, tiled structure, with the router laid out next to the PE, wiring
area is restricted to the width of the router [23]. Designing data link interconnects
using dense wires implies dealing with noise sources due to crosstalk, process vari-
ation, and environmental variation. As the technology scales down, supply voltage
is reduced, lowering the noise margins. In addition, low voltage swing interconnects
are more sensitive to noise. Crosstalk noise on a wire is induced by the switching
activities on a neighboring wire, due to the capacitive coupling between the adjacent
wires. Crosstalk noise affects the timing of signals, increasing propagation delay and
clock cycle time. Consequently this leads into performance degradation, as well as
functional failures. Other sources of noise are caused due to changes in character-
istics of devices and wires caused by the IC manufacturing process and wear-out.
Similarly, noise is caused by changes in the supply voltage, the chip temperature
and local coupling caused by the specifics of the implementation. Designing fault
tolerant data links is not only limited to the end-to-end error detection and correc-
tion hardware, but also done at the wire level, where a certain minimum wire pitch
has to be kept; wire spacing becomes an issue. Some link designs propose the use
of pairs of wires transmitting a differential signal in order to reduce the impact of
noise sources, but increasing the number of wires necessary for data transmission. In
dealing with interconnect noise, designers can use established methods such as wire
shielding and spacing, or can utilize a cross talk prevention coding scheme. Overall
the designer needs to design for a crosstalk aware interconnect, using a reliability
scheme that will send and receive data at the lowest possible power consumption
level [73,74].

As a result, the designer has to be aware of the chip floor plan, and plan ac-
cordingly for the amount of wires placed between routers. The number of wires is
dependent on both the flit size as well as overhead due to error protection or crosstalk
encoding that can be added to a link. For example, a crosstalk resistant design is de-
sirable, as it allows for a higher maximum operating frequency, but it requires either
shielding wires, increased wire spacing, or other crosstalk addressing methods. The
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FIG. 13. Relationship between router width and number of wires.

size of the router and the number of wiring channels available are interrelated, in that
a large router will have more wiring channels available along each side, allowing for
an increased flit size, and hence more bits transmitted per cycle. At the same time,
however, an increased flit size requires wider buffers and a larger transceiver assem-
bly, increasing the router area further. As such, an early approximation of flit size
and router area is important to further analyze the NoC interconnect. The designer
can choose the remaining parameters thereafter. Figure 13 shows how the routers and
wiring relate to each other [23].

3.3 Crossbar
Crossbars have anN number of inputs and anM number of outputs (whereM

can be equal toN ), and connect inputs to outputs based on the routing decision
unit. A crossbar example is shown in Figure 14. The inputs and the outputs are con-
nected via a tristate buffer—the control signal is generated from the routing control
hardware. Typically, NoC crossbars areN × N (with 4 ports for input/output to the
network and a port for the PE, meaning a 5× 5 crossbar as shown in the example
in Figure 14), but it all depends on the number of ports per router—routers which
communicate hierarchically might have more output ports than input ports, or vice
versa.
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FIG. 14. A typical NoC crossbar. The tri-state buffers are controlled by the routing hardware, and
connect a given input port to the desired output port.

At each connection point between a row and a column, the tristate buffer acts as
the switching cell; the switching cell either provides a connection to the row and a
column or not, depending on the switching signal. Switching cells can be designed
using three main approaches; pass transistors (wired-OR), multiplexer based and
decoder-based using NAND-inverter gates or tree of OR gates [79,80]. An exam-
ple pass-transistor based implementation of the cell is shown in Figure 15.

Depending on the size of the crossbar, the implementation can differ. For small
crossbars where the number of input bits is less than 16, a pass transistor crossbar is

FIG. 15. An example crossbar switching cell.
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more desirable due to complexity and area reasons. As the number of inputs grows
larger however, multiplexer and decoder based crossbars tend to perform better, be-
cause the gain in speed exceeds the area overhead. Increase in the inputs results in an
increase in the length of the crossbar wires, hence an increase in the capacitance and
consequently the delay. Multiplexer and decoder based crossbars avoid this problem
therefore they are faster as the number of inputs increases, but at the cost of ex-
tra hardware. The primary design parameter therefore for crossbar selection is the
number of inputs and outputs [79].

As such, the delay through a crossbar increases significantly with the number of
ports connected, placing a limit on the connectivity of the network. As each bit trans-
mitted through the crossbar is independent, however, the number of bits transmitted
per cycle has little effect on frequency. A technique that helps increasing the amount
of inputs and outputs is called crossbar segmentation, where tristate buffers are in-
serted through each crossbar line, limiting the capacitance seen by a given driver;
however this requires additional hardware, and while it increases the number of ports
supported, it results in additional crossbar area [63]. Additionally, crossbar switching
is a power hungry process, as bit lines swing signals at a very high frequency. As a
result, designing for low power is a must when dealing with crossbars. We will inves-
tigate various power reduction techniques later in this chapter. Like all components
in a NoC, crossbars are constrained in terms of space and layout, so an additional
design parameter that has to be explored a priori to designing a crossbar, is the floor
mapping of the crossbar as well.

3.4 Virtual Channels

The concept of virtual channels (VCs) has been introduced in traditional networks,
with the purpose of improving the QoS of the network, and to provide escape routes
for deadlock scenarios. Virtual channels are a means by which numerous types of
communication can be prioritized for access to a resource. In general, augmenting
an input buffer to support virtual channels allows for a more complicated access
to the crossbar. Augmenting an output buffer, on the other hand, allows for a more
complicated access pattern to the output link. In both cases, the more intelligent
access patterns can limit head-of-line blocking, give priority of certain types of traffic
over other types of traffic, and eliminate the possibility of deadlock by preventing
resource-reservation chains. Virtual channels are “formed” by storing incoming data
into n buffers, one for each virtual channel (rather than the single buffer found in
a base system). Each buffer’s output is then multiplexed to the output resource; the
multiplexer select signal is what controls operation. As such, the selection of which
data to send next is critical in ensuring QoS and efficient operation. The concept is
illustrated in Figure 16, which shows the use of VCs at the output buffering of a
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FIG. 16. Virtual channel concept for NoC.

system. Buffers (and hence virtual channels) can be placed either at the input or the
output port [2,7–10,16–24].

The placement of incoming data into a particular VC’s buffer is done using a
number of systems, the most common of which is a weighted round robin system. In
such a system, channels are prioritized with larger weight values containing higher
priority data than channels with lower weight values. This implies that higher priority
data will receive preferential access to the contested resource, reducing latencies for
the high priority data at the expense of the low priority data.

This unfair access to resources requires the designer to evaluate the priority of
each packet, ensuring that critical packets are always routed, with packets transmit-
ting control data often being the most critical. Virtual channels can also be used to
eliminate deadlocks by eliminating resource contention chains. This can be imple-
mented in a number of ways, the simplest of which in a torus network is to place
a ‘dateline’ in the design, which, when a packet crosses it, the packet moves from
one group of VCs to another. In such a situation, a chain of packets circling the torus
will exist simultaneously in both groups of VCs, but in no case can the chain ever
attempt to gain access to a buffer already held by one of the packets in the chain. Fur-
ther information on the use of VCs to eliminate deadlock is available in traditional
networking resources, and as such, we omit it from our discussion.

While having a large number of virtual channels reduces blocking, increases the
number of levels of QoS that can be provided, and reduces latency for high priority
data, there are drawbacks to their use. Obviously, the inclusion of a multiplexor into
the flow of data increases the delay of the device and increases the area required, but
only by a small amount [17–20].
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The major drawback of virtual channels for NoC is the amount of buffer space
that they consume. As each channel requires its own buffer; we must split the limited
resources of the NoC among each virtual channel. As such, if a NoC that has 16
packets of output buffer space available is divided into four virtual channels (of equal
size), each VC can only contain 4 packets of data. If a 5th packet were to be granted
access to the crossbar and attempt to enter the already full VC, a number of situations
could occur: the incoming packet could be lost (a bad prospect due to the overhead
required in retransmission), one of the existing packets could be dropped (also a bad
prospect), or the incoming packet could be placed into an improper channel resulting
in possible deadlock and violated terms of QoS. As all these options are undesirable,
it is common to restrict access to any destination in which one of the VCs is full.
This can lead to increased contention upstream, and result in poor performance [67].

Consequently, the designer faces another tradeoff challenge; the number of vir-
tual channels vs. the buffering capacity per channel, both constrained by the total
buffering space that we can allocate for a given resource. Recall that buffers con-
sume large amounts of both dynamic and static energy, and designing with virtual
channels—although a great theoretical concept—becomes in practice more difficult
to implement in NoC architectures than in traditional networks [24].

4. Application Mapping Issues

Once the specifications for the application have been created, the application can
be expressed as a task graph. Each node in the task graph represents a task that must
be mapped to a physical PE and each edge in the graph represents the communication
flow between the tasks. First, the architect needs to select the set of physical PEs that
need to be integrated to implement the different tasks. This is followed by the map-
ping stage which determines how the tasks are assigned to the physical PEs [33–39].
In this section, we illustrate the application mapping using a LDPC decoder, mapped
on NoC [25]. In this application, the task graph is a bi-partite graph that includes
nodes implementing two different tasks (the bit and check node functions) as shown
in Figure 17 (left). The target design contains two different physical PEs, called bit
PE and check PE to implement these two tasks. The mapping phase involves assign-
ing the nodes in the task graph to the actual physical PEs on the chip. Since there
can be more nodes in the bi-partite graph than the number of physical PEs, multiple
nodes in a bi-partite graph are assigned to a single physical PE. Such a many to one
mapping is referred to ashardware virtualization, as multiple logical tasks share the
same physical node.

Virtualization (clustering) is the process of mapping more than one application
component, onto a single physical PE. We will refer to the PE as the physical com-
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FIG. 17. Hardware virtualization.

ponent, and the mapped units as the virtual components. The concept is similar to the
virtual memory concept; however the reader should see it as the concept of mapping
a large number of virtual components onto a small number of physical components,
and the procedure in doing so. In order to understand this concept, let us consider
a part of an LDPC bipartite graph, shown in Figure 17 (left) where a set of virtual
units (check nodes and bit nodes—B and C) communicate with each other in the
manner shown. If we group the virtual units that perform the same task (check or
bit) for instance on the same physical unit, then we can place 6 virtual units using
3 physical units, as shown in Figure 17 (right). This is defined as a virtualization of
degree of 2, where there are two virtual units per physical unit. In order however to
implement this, we need to modify the physical PE hardware in such a way as to give
the PE the ability to identify what input has been received, and to which of the vir-
tual units is addressed to. We can do that using the virtual addressing concept. In this
concept, virtual components are addressed using an index number, ranging from zero
to the number of virtual components that have to be placed. This address is called
the virtual address. When each PE is mapped on the chip, each physical component
is addressed using an index number ranging from zero to the number of physical
components on the chip. The two index numbers now, the virtual and physical, con-
stitute the address which traverses the network. Routers only look at the physical
address; PEs however look at the virtual address to identify which virtual unit the
data is addressed to. This scheme is efficient in allowing hardware resource sharing,
where large hardware is shared among a number of virtual components. This allows
for a non-linear area expansion when increasing the number of virtual components
placed on a chip, as for instance, when mapping 2 components on a PE, the PE area
increases by a factor much less than 2.

The degree of virtualization is an important tradeoff concept that the designer
needs to address. Adding more virtual components in a physical unit, requires ad-
ditional address decoding hardware with implied increase in both latency (and in
many cases pipeline stages) and power consumption. In addition, virtual components
sometimes require their own memory space to store sensitive data values necessary
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to each individual component. Depending on the size of these memories, it might
be prohibitive in terms of memory area to map more than one virtual component
per physical component. Increase in virtualization is a powerful tool to reduce the
communication volume, power consumption and of course increase the amount of
parallelism; however it often results in increased power consumption at the PE level
and increase in the overall chip area, drawbacks which can outweigh the benefits of
virtualization.

Mapping of application components is a critical step in determining the perfor-
mance of the application [33–39]. In particular, mapping affects issues such as net-
work bandwidth and effective application throughput, network congestion, resource
utilization, QoS and power consumption. Intelligent mapping recognizes overlapping
computations and arranges the components in such a way to increase throughput,
increase parallelism and reduce the computation latency [33,34]. For example, the
logical tasks that need to communicate often should be mapped to either the same
physical PE or to another PE that is in close proximity in the chip. Various mapping
algorithms based on genetic algorithms, statistical approaches and graph algorithms
such as Dijkstra’s and Prim’s algorithms have been proposed [33–39].

5. Power Consumption

Power consumed in the NoC (as in any CMOS design) can be classified as dy-
namic and static (leakage) power. Dynamic power is consumed when there is switch-
ing activity; that is, when the signal changes from zero to one. In contrast, leakage
power is consumed independent of any activity. Given the amount of routing com-
ponents and the data transferred between them, it is obvious that NoC based designs
can dissipate significant power. In particular, some researchers argue that approxi-
mately 40% of the power consumption on a SoC is consumed by the interconnection
network [63]. Consequently, reducing the power consumption of the interconnection
network has drawn much attention [58–64].

As data is transferred between routers and components, it is buffered and multi-
plexed in the router buffers and the PE buffers. Consequently, the transistors in those
components suffer a very large switching rate, with most of them changing state
nearly continuously. Reducing the amount of switching activity is therefore the pri-
mary target for low power designs, but at the same time, designing leakage-aware
circuits is vital. Power consumption in a NoC can be modeled by the energy con-
sumed per flit transmitted, shown in equation (1) below [63,65]:

Eflit = (Ewrt + Erd + Earb + Exb + Elnk) · H

(1)= (Ebuf + Earb + Exb + Elnk) · H.
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The flit energy consists of the energy consumed in reading/writing from/to the
buffers (Ebuf), the energy spent in the arbiter performing the routing operation and
multiplexing data using the crossbar (Earb + Exb) and in the energy dissipated in
the data links (E lnk). This is multiplied by the number of hops that a flit takes to
reach its destination. It is obvious therefore that reducing the amount of hops effec-
tively reduces the power consumption, and consequently the switching activity of the
network. Various solutions can be implemented at the architectural and microarchi-
tectural level to achieve such a drop in network distance traveled [35,36].

At the architectural level, a technique which reduces the switching activity of the
network is the minimization of the distance between two components which commu-
nicate frequently with each other. This can be accomplished by using the reduction
of the communication distances as the optimization criteria during the application
mapping stage. Hardware virtualization helps in reducing the switching activity by
placing similar components which communicate frequently on the same physical
PE, thus keeping data with in the PE structure and not placing any data on the
network. Once again though, placement of more than one virtual component on a
physical component, results in increasingly larger physical components, resulting
from the additional memory and hardware necessary to map the virtual components.
Consequently, the designer needs maintain a fine balance between the amount of
components mapped to each PE and the overhead power consumption and area [65].

Another way of reducing power consumption is by using encoding techniques to
reduce the switching activity of the network. The idea is to recognize the nature
of the data transferred and encode the transmissions to reduce number of lines that
toggle their values. This can be done in various ways. An example, Gray encoding,
is shown in Table II. In a Gray-encoded bit string, there is at most one toggle at a
time between sequential bit strings [71].

TABLE II
GRAY ENCODING VS. BINARY ENCODING

Binary code Gray code

Sequence #toggles Sequence #toggles

000 3 000 1
001 1 001 1
010 2 011 1
011 1 010 1
100 3 110 1
101 1 111 1
110 2 101 1
111 1 100 1

#bits Binary toggles Gray toggles Bn/Gn

(Bn = 2(2n − 1)) (Gn = 2n)

1 2 2 1

2 6 4 1.5

3 14 8 1.75

4 30 16 1.88

5 62 32 1.94

6 126 64 1.99

∞ – – 2.00
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The tradeoff for Gray encoding is the hardware overhead at both sides of the data
link; data has to be encoded and then decoded at the arriving end, resulting in an in-
crease in latency and area. In cases however with high switching activity, the power
reduction becomes more significant than the overhead area and latency of the en-
coders and decoders. Gray encoding however, although efficient compared to binary,
loses effectiveness when a totally random bit string sequence occurs. To handle such
cases, other methods of encoding such as Bus Invert (BI) encoding have been de-
vised. The idea is that at each cycle, a router decides whether sending the true or
the compliment signal, leads to fewer toggles. The scheme needs an additional po-
larity signal on the bus to tell the bus receiver whether to invert the signal or not.
The encoding results in overhead in area, power and delay of additional logic to en-
code/decode the data. It potentially reduces the maximum number of toggling bits
from n to n/2 and under uniform random signal conditions (non-correlated data se-
quence), the toggle reduction has an upper bound of 25%. The scheme can also be
applied in ‘segments’ within the transmitted data, where groups of bits can have
their own polarity signal. When data is data is transmitted in sequential bit strings,
a proposed encoding, called T0, uses address incrementer circuitry to the receiver,
and adds an INC signal line to address bus. Instead of transmitting an entire word
across the network, we only the INC line without sending the second data word if the
second is consecutive to the first one. This is very useful when data transmitted are
binary addresses, and reduces address bus transitions by 36% over binary encoding.
It also outperforms Gray encoding when the probability that consecutive data words
are transmitted exceeds 50% [71].

Similar to the various encoding schemes discussed here, the application itself can
be used as a source of power reduction mechanisms. In cases for instance where the
data patterns transmitted through the network are repeated frequently, we can encode
frequently transmitted data using fewer bits, and transmitting only the necessary bits
while maintaining the old values on the line. This encoding technique can potentially
reduce the power consumption by a large fraction, depending on the application.
The main tradeoff that designers need to explore is whether the area of the encod-
ing/decoding hardware and the power consumption resulting from that hardware is
beneficial in applying encoding techniques. Designing power-aware components at
the circuit level, results in large potential power savings as well.

Crossbar switching activity is one of the primary sources of power consumption.
While matrix crossbars are common designs, when a flit enters the input port of the
crossbar and leaves the output port, all input lines and output lines toggle. Conse-
quently, plenty of switching activity is unnecessary, as flits will have to travel only
up to the output line instead of switching the whole line, as shown in Figure 18
(right). The only necessary switching happens along the dashed lines; the next is re-
dundant. A way to eliminate this is by segmenting the cross bar using tristate buffers,
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FIG. 18. Matrix vs. segmented crossbar.

and switching only the lines necessary to route a flit instead of the entire crossbar, as
shown in Figure 18 (left) [63]. Similarly, cut-through crossbars can be used to reduce
the switching capacitance, as proposed in [63].

Energy consumed on the buffers is also important. In wormhole routing, when
a flit enters an input port, it is written to the input buffer queue, and attempts to
travel through the crossbar. When the routing decision is complete and access to
the crossbar is granted, the flit travels from the input buffer, through the crossbar
and into the output buffer (or directly into the output link). In some situations, we
can bypass the input buffer in order to reduce the power consumption. When the
flit enters the router, provided the buffer is empty and the crossbar is available, the
packet can be stored directly in the output buffer, limiting the energy consumed in
unnecessary input buffer writes and reads. Else, it is written in the input buffer and
treated normally. The idea is to eliminate the read operation, performing only the
write operation when necessary. There are some improvements of this idea in [63]
where buffer design was modified to eliminate the read operation by overlapping the
bypass path and buffer write bit lines, using the SRAM write bit lines as the bypass
path, extending beyond the buffer. A write-through buffer essentially eliminates the
buffer read energy when bypassing can be done, increasing slightly the hardware
cost and delay.

Several power reduction techniques have also been discussed throughout the chap-
ter. For instance, using bypass links as shown in Section 5 reduces the amount of
hops required for a packet to travel on the network. Similarly, optimal mapping of
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the application components results in reduction of the volume traveled across the
network.

6. Reliability

The continued scaling in process technologies makes it imperative to consider reli-
ability as a first class design constraint. Even the International Technology Roadmap
for Semiconductors (ITRS) acknowledges reliability as a cross-cutting problem con-
cerning both designers and test engineers [4]. The reliability of digital circuits is
affected by a number of different sources of noise [68–71], which include the inter-
nal noises such as power supply noise, cross talk noise, and inter symbol interference,
and the external noises such as electromagnetic interference, thermal noise, slot
noise, and noise induced by alpha particle effects.

Traditionally, fault tolerance in networks has been achieved through complex pro-
tocols (e.g., TCP/IP), however complicated algorithms are undesirable due to the
limited chip area (and hence processing power) available for the interconnection net-
work. In particular, requiring each PE to store all packets transmitted until some
sort of acknowledgement (or unacknowledgement) is received can require signifi-
cant storage space due to the high bandwidth of the NoC infrastructure. For example,
using either a sliding window protocol, as in a traditional network, could increase
the storage hardware to the point where the storage of sent packets would consume
more area than the PEs. Thus, other means of ensuring packet transmission, such as
stochastic routing algorithms, have been explored by researchers. Similarly, fault tol-
erant routers and network interfaces have been proposed, either using error detection
and correction techniques, or by taking advantage of the application operation and
utilizing specific application properties in achieving fault tolerance [65,66,75,77].

At the circuit level, several error correction and detection techniques can be used
to tolerate the different noise sources. Traditional error correction hardware can be
placed between routers; however this hardware can be costly in terms of power
consumption and area overhead. In particular, while the significant capacitances of
traditional off-chip networks ensure that the cost of transmitting additional bits of
data is almost always greater than the cost of encoding said data, the comparatively
small capacitances found on-chip require a re-evaluation of the relative cost of trans-
mission to the cost of encoding and decoding. Bertozzi et al. compare the energy
behavior of different error correction and detection schemes [72]. Their results show
that error detection methods combined with retransmission are more energy effi-
cient than error correction methods under the same reliability constraints. Different
coding methods have different capabilities to detect or correct errors induced by dif-
ferent noise sources. While the coding scheme adopted can be designed for the worst
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case noise scenario, such an approach will be inefficient in terms of both energy and
performance. It must be observed that the induced noise fluctuates due to various en-
vironmental factors (such as altitude for soft error rates) and operational conditions
(e.g., supply voltage variations due to changes in switching activity). Hence, it is nec-
essary to design a system with self-embedded intelligence to provide the minimum
amount of protection to meet the desired reliability levels.

One such adaptive scheme presented in [73] exploits the fact that a smaller volt-
age (hence, a smaller noise margin) would be sufficient for transmission in a less
noisy phase of execution. Therefore, they increase (decrease) the voltage when the
noise increases above (decreases below) a threshold point. The decrease in supply
voltage provides energy savings while providing the required reliability needs. An-
other approach presented in [74] dynamically changes the coding strength based on
the observed noise levels. The idea behind this strategy is to monitor the dynamic
variations in noise behavior and use the least powerful (and hence the most energy
efficient) error protection scheme required to maintain the error rates below a pre-set
threshold.

At the architectural level, a very efficient technique is to use fault-tolerant routing
algorithms. Such algorithms route data with the purpose of guaranteeing delivery of
the data within some timeframe. Researchers have proposed various ways of doing
so, using flooding techniques. Flooding implies every router in the data path routing
data in all of its ports, therefore replicating packets. Consequently, it is expected that
at least one packet will reach its destination PE. Given the design space however,
flooding is not the best way of reliable communication, as flooding results in a huge
amount of data flow on the network, resulting in a dramatic increase in the power
consumption and network congestion per message sent. Consequently, researchers
have proposed various modified flooding techniques to reduce the amount of pack-
ets routed in the network. Such algorithms include probabilistic and deterministic
flooding [65,77].

Probabilistic flooding routes packets using probabilities. A router will pass the
message on to all of its neighbors with a parameterp, where 0� p � 1. A high
value ofp corresponds to a high probability that the message will reach its destina-
tion, but it also produces a large number of messages in the network. A low value for
p corresponds to a smaller number of messages in the network, but a smaller chance
that the message will arrive at its destination. Probabilistic flooding does not guaran-
tee arrival of the message, even with a fault free network. An improved methodology
implies a deterministic algorithm, where the value of the routing probability depends
on the Manhattan distance of the routing node from the destination. The probabil-
ity higher for neighboring nodes closer to destination; messages will then tend to
take paths that lead towards the destination. The directed flooding algorithm, as it is
called [77] requires additional hardware for multiple random choices and each port
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‘decides’ whether to forward a packet or not. A novel algorithm for fault tolerant
routing uses the concept of the redundant random walk, inspired from the random
walker problem from mathematics. The idea is to generate an initial finite quantity
of messages—called ‘walkers’, andn different random walks through the network.
The walkers attempt to enter nodes that are closer to their destination, similar to
directed flooding. Packets always choose exactly one output port. The redundant
random walk algorithm uses a finite number of messages and dramatically reduces
the amount of overhead in comparison to directed and probabilistic flooding. In gen-
eral though, fault tolerant routing algorithms operate on the issue of redundancy;
the routing operation itself can employ fault tolerance techniques, such as traditional
TCP/IP protocols.

7. Tools

Given the recent development of NoC, there are currently only a few tools devel-
oped for NoC systems. It is expected however that as researchers get more familiar
with the architecture, more tools will gradually surface. Currently, researchers use
standard network simulators such as NS-2 [40,41] to evaluate NoC topologies and
network parameters, and standard design flow tools to create the hardware required
for NoC.

Researchers at Carnegie Mellon University have created a cycle-accurate NoC
simulator [81] which takes as inputs instantiated network topologies, application
components and component parameters, network parameters and simulates the net-
work returning network performance metrics such as bandwidth, throughput and
latency. Stanford researchers have developed a mapping tool which evaluates net-
work topologies, and a compiler which generates a synthesizable SystemC model of
a NoC based on a library of NoC components [42,43,62]. Other researchers have pro-
posed plenty of mapping and placement algorithms, to achieve higher performance,
smaller area, lower power consumption and various other optimizations [44–57]. The
Royal Institute of Technology (KTH) in Sweden has also developed an architectural
NoC simulator [56], and a power estimation tool [60], both used in their research
evaluation.

Currently, tools are mostly created in academia for research purposes, and are
used to evaluate NoCs and at the same time provide useful feedback in terms of the
simulator itself. As the field grows however, it is expected that industry will start
developing NoC simulators and performance evaluation tools. It is a great research
topic for academia and industry, and provides fundamental ground for the develop-
ment of NoC-based systems.



NETWORKS ON CHIP 73

8. Application Domain—Case Study

As the NoC architecture is relatively new, several issues are currently under inves-
tigation by researchers both in academia and industry. Consequently, the evolution of
NoC based applications is still in the development stage; however a number of appli-
cations such as an MPEG-2 layer video processor [30], network processors [33,34],
a combined video–audio processor [35] and a neural network processor [76] have al-
ready been successfully implemented on NoC architectures. NoC architectures so far
seem ideal for highly parallel DSP processing, as typical DSP applications consist
of multiple parallel operations, which are highly dependent on each other and need
to send and receive data to each other. For these reasons, FPGAs have evolved as
architectures for DSP—NoC architectures however seem more appropriate, as they
are not constrained to the limited hardware capabilities of an FPGA. DSP algorithms
are not however the only application types that NoC is ideal for. With technolo-
gies shrinking and the number of components on-chip increasing, many currently
software-based applications will benefit from NoC architectures. Examples include
complicated computer vision algorithms, biomedical applications, and vehicle and
airplane electronic components [15].

The NoC concept is primarily new and most applications that have been imple-
mented were mainly aimed at evaluating NoC architectures and network parameters,
rather than improving application performance. Currently researchers are attempting
to provide the groundwork for application growth; therefore their focus is on cre-
ating specific network architectures suitable for wide range of applications. These
architectures should be highly parametrizable, scalable and reconfigurable. Conse-
quently, research projects evolved, all attempting to implement network architectures
for on-chip use. TheNostrumproject [11] is a communication protocol stack for
NoC, which assists the designer in selecting the optimal protocol parts to create a
layered communication approach.Nostrummerges traditional hardware application
mapping with novel NoC architectures, providing the packet switched communica-
tion platform which can be reused with multiple SoC applications. Similarly, the
PROTEOproject [29] provides to the designer an IP library of pre-designed com-
munication blocks such as routers, links and network interface hardware that can be
used to create NoC architectures. The library components can be configured using
automated tools, allowing designers to only specify the parameters they need. The
SoCINproject [13] offers a scalable network based on parametrizable routers that
can be used in synthesizing NoC-based chips. TheNetchipproject is aimed at creat-
ing a NoC design flow, automating the time-intensive design process that is required
in optimizing the network. Their target is to create a design flow which maps ap-
plication on specific topologies, evaluating and selecting the optimal topology, and
generating the selected topology automatically [42,43].
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In general, research currently focuses on developing a NoC based platform all the
way from the physical design to the operating system that will manipulate the chip
operation. The latter in particular has been very intriguing to researchers as an operat-
ing system addressing NoC chips has to provide multiple issues similar to traditional
network operating systems, but with the flexibility and approach used for single-chip
operating systems [31,32]. In particular, NoC based operating systems will have to
handle issues such as resource sharing and allocation, priority, QoS and bandwidth
management, and in the cases where the chip is designed for a single application,
particular application demands trimmed to the NoC supporting architecture. It is be-
lieved however that distributed operating systems which are addressing these issues,
will provide a good basis for thought in developing NoC operating systems, as al-
though the overall concept is new to the chip design area, the approach is based on
multiple existing ideas [31].

In this section, we will illustrate how an application can be mapped and how it
benefits from NoC architectures. We use a Neural Network processor [76] to explain
how applications with high interconnect requirements benefit from NoC architec-
ture, and how the network parameters are chosen in such a way to satisfy particular
application demands.

8.1 Neural Network Processor Mapped on NoC Architecture

Artificial neural networks (ANN) are used in a wide range of applications, in-
cluding pattern and object recognition, statistics and data manipulation, security
applications, data mining, machine learning applications and digital signal process-
ing. Due to the popularity of ANN applications, there has been significant research
involving artificial neural network implementations, both in software and hardware.
Software implementations have been researched and optimized heavily, yet still lack
in performance. This makes software implementations not applicable to real time
computation and emphasizes the requirement of a hardware implementation for real
time systems [28]. This need is further stressed by an increasing demand for machine
learning and artificial intelligence that exhibit both speed and portability in their im-
plementation. In particular, security and emergency applications require mobility in
ANN applications [28]. As a result, hardware neural network implementations have
been proposed for quite some time with a large amount of activity in the early 1990s.
However, hardware architectures faced major implementation issues in terms of re-
source demand and interconnection. In the most common neural network topologies,
every node in layern must forward its result to every node in layern + 1, resulting
in extremely complicated inter-layer interconnect for any reasonably large number
of neurons per layer (see Figure 19).
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FIG. 19. Various neural network topologies [28].

Neural networks operate in two steps—the first involves training to perform an op-
eration, the second involves adapting to perform that operation based on the training.
Neurons are used in multilayer configurations, where they are trained to perform a
desired operation in a similar manner to the way the human brain operates. A neu-
ron takes a set of inputs and multiplies each input by a weight value. Weights are
determined during the training process. The result of each multiplication is accu-
mulated in the neuron until all inputs have been received. A threshold value (also
determined in training) is then subtracted from the accumulated result, in order to
determine whether the minimum expected sum was met. This result is then passed
through an activation function to determine the final output of the neuron. The acti-
vation function used depends on the application. Typical activation functions include
the sigmoid function, the hyperbolic tangent function, Gaussian and linear functions.
The output is then propagated to a number of destination neurons in another layer,
which perform the same general operation with the newly received set of inputs and
their own weight/threshold values. The accuracy of the computation is determined by
the bit widths of the inputs and the weights, as well as the accuracy of the activation
function. Neurons can be connected in different configurations. The most commonly
used configuration is the multilayer feed forward (FF) perceptron, although certain
applications benefit from particular configurations. Radial Basis Functions networks
(RBF) are also another popular approach. RBF networks have very few layers, with
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fewer computations, with their activation functions being the Euclidean distances
between an input vector and an already determined training vector.

It is seen that neural networks demand a high bandwidth between layers, and as
large data words as possible to represent accurate weights and activation functions.
The NoC architecture should alleviate interconnect issues and support multiple tar-
get applications via dynamic reconfigurability, network topology independence, and
network expandability. Given the layered topologies, shown as example in Figure 19,
the network architecture must provide sufficient support for reconfigurability of the
network to adjust to different network topologies. The most notable applications de-
mands therefore are reconfigurability, high bandwidth between high-input layers, and
large data words to represent the weights. Nevertheless, the network overhead data
has to be minimal due to the fact that a data value propagated to a next layer is prop-
agated in multiple neurons adding necessity for some sort of multicast operation. As
a result, any overhead data is transmitted multiple times over the network, resulting
in both extra power consumption and causing additional congestion [28].

8.2 Neural Network Architecture

The NoC architecture can be reconfigured to the application’s demand to im-
plement popular ANN topologies, such as single and multi-layer perceptron, RBF
networks, competitive networks, Kohonen’s self-organizing maps, and Hopfield net-
works. However, as almost 80% of the existing neural network applications use the
multilayer perceptron configuration [28], the on-chip routing algorithm and network
topology is selected in a way to optimize the feed forward multilayer perceptron.
All other neural network topologies are also supported, at minimal performance cost
resulting from increased network congestion. The architecture consists of four types
of units/PEs—a neuron unit, an aggregator, an ingress node and an egress node.
The architecture calls for two packet payloads, training and computation. Training
packets carry configuration values including network topology configuration codes,
weight values and activation function values, which are loaded into the units’ memo-
ries. Training is implemented off-chip, using software to obtain the training weights.
Computation packets carry fixed-point values between neurons to enable ANN ap-
plication computations.

8.2.1 Network Mapping

As we already discussed, neuron hardware consists of MAC units, and large acti-
vation function memories, which makes the placement of a large number of physical
neuron PEs on a single chip prohibitive. Given however the layered configuration of
neural networks, and the fact that neurons of the same layer operate in parallel and
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often are configured using the same activation function [28], the designer can cluster
four neurons around a single activation function unit and a NoC router. At the same
time, the MAC units in each physical neuron can be shared; by providing sufficient
weight memory to hold data for as many virtual neurons the designer wishes to have
mapped on a single physical neuron, the designer can map neurons from separate
layers on each physical neuron enhancing parallelism. Same layer virtual neurons
receive data concurrently; therefore if the designer can arrange same layer virtual
neurons in such manner as to allow each one to operate in parallel with every other
same layer virtual neuron, the designer can accomplish a highly parallel computa-
tion. A potential mapping of more than one same layer virtual neurons on the same
physical neuron with sharing of the MAC unit, would force the two (or more) same
layer virtual neurons to operate sequentially, with potential reduction in the network
throughput.

Physical placement of neurons also affects the performance. If the designer knows
in advance the network topology, the designer should map the physical neurons in
such way to reduce both the length of data propagation between layers in terms
of network hops, and the network congestion. Using the multilayer perceptron ap-
proach, where each layer forwards data to all of the forward layers, it makes sense to
place neurons of thenth layer immediately before neurons of the(n+1)th layer, and
so on. In the architecture described next, the designer achieves this by placing first
layer neurons on the first column, second layer neurons on the second column, and
so on. Needless to say that input layer neurons should be placed next to the ingress
nodes, and output layer neurons should be placed next to the egress nodes to reduce
I/O data traffic.

8.2.2 Ingress and Egress Nodes

The ingress and egress nodes are responsible for communicating with the external
data source and sink. These two nodes are also responsible for accepting or rejecting
data from the external data source for congestion control purposes. To prevent data
loss due to congestion, the combined memory space in these nodes allows storage
of up to 512 32-bit inputs. The ingress nodes inject data into the network, while
the egress nodes collect results from the network and pass it to the external world.
These units are relatively much smaller than the other units, and have I/O pads to
communicate with the external data source.

8.2.3 Neuron Unit (NU)

The neuron operation consists of a sequence of multiplications and accumulations
of a set of inputs per layer, with preloaded weights. The accumulated sum is then
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passed to an activation function. Neuron hardware, therefore, requires a high preci-
sion multiplier as well as sufficient memory to hold one weight value for each of
its input connections. It also needs a large functional unit to compute the activation
function value. This would result in a prohibitively large neuron; hence it is decided
to cluster partial neurons into groups of 4, each called a “neuron unit”. The neu-
ron units include the weight lookup tables as well as individual multiply-accumulate
units. These four neuron units are clustered around an “aggregator”, which imple-
ments the activation function, and is discussed in more detail later. Combined, four
neuron units and an aggregator act as four entire neurons. This architecture reduces
the overall area per neuron required on chip, and has little negative effect on per-
formance, as the activation function is used only once per neuron computation. The
clustering of four neurons together does not limit the neural network topology, as
same layer neurons share the same activation function and same layer virtual neu-
rons can be mapped on the clustered physical neurons. It becomes evident hence
that the activation function unit can be shared if the designer constrains the 4 neuron
units that share the activation function to receive all of their data sets within the same
layer. To do so, the designer can constrain the number of neurons on each layer to a
multiple of 4. In practice however, setting the weights of a neuron to zero effectively
removes it from the layer, allowing the number of neurons in the computation to be
constrained by hardware resource availability alone, rather than clustering by four.

Each neuron unit, shown in Figure 20 (left), consists of hardware to support com-
putation corresponding to multiple separate layers, allowing it to be part of any layer
computation. Each unit provides support for hardware virtualization, allowing the
logical mapping of multiple logical neurons into one physical neuron unit as de-
scribed earlier in this chapter. This requires additional input buffers for the neuron,
but still only one multiply-accumulate unit is required. Virtualization is achieved by
using a virtual address in the header of each packet. The neuron node identifies the
virtual address of the neuron/layer that sent the data, and uses that address to gen-

FIG. 20. Neuron (left) and aggregator (right) units.
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erate the proper virtual and physical destination addresses. By virtualizing neurons,
the designer can increase the number of neurons available to an application without
significant increase in the hardware resources. The unit consists of a decoder which
decodes the neuron address and determines which neuron in the computation the
data corresponds to. A control logic block receives the decoded header and data and
sends a memory request for the appropriate weight. Weights are addressed using the
layer and virtual source identification number as addressing bits, information con-
tained in the header. The control block, in cooperation with the arbiter, maintains
the computation flow using initial configuration values stored during configuration
mode. Control logic is simple, consisting of counters and flag registers to keep track
of to which layer and which neuron a given input value belongs. This information is
used to construct the outgoing data returned to the aggregator. The execution pipeline
is composed of 10 stages and is shown in Figure 20 (left).

Once all inputs for a given layer have been received and the computation for the
layer is completed, the arbiter directs the proper accumulated sum to the aggrega-
tor. The aggregator will perform the activation function on the incoming data, and
combine the outputs of the four logical neurons into a single packet, as discussed
next.

8.2.4 Aggregator (NoC Router)
The aggregator performs two operations; as an activation function unit, it com-

putes the activation function result for all four neuron nodes attached to it, and as a
routing unit, routes packets in the network. This particular case shows that a router
does not have to be isolated, but part of a larger component as long as the communi-
cation flow is kept separate from the computation flow. Figure 20 (right) shows the
block diagram of the unit. The unit consists of the NoC router hardware already ex-
plained in this chapter, with the modification that each routing node now is connected
to 4 neuron nodes (processing elements) instead of the traditional 1 processing ele-
ment per routing node which we illustrated in this chapter. This implementation takes
advantage of the fact the neural network activation functions remain the same for
each layer. Therefore, this allows multiple same-layer neurons to share an activation
function unit. To allow for optimal reconfigurability, the activation function is imple-
mented via lookup table, programmed using configuration packets. The activation
function values are loaded into the memory on configuration, and remain unchanged
during the computation unless the application makes any dynamic adjustments. The
architecture supports 4 different activation functions; the hyperbolic tangent func-
tion, the piecewise linear function, the sigmoid function and the Gaussian function.
These are the most popular functions used in neural network technology today [28].
Functions such as the sigmoid and the Gaussian are characterized by parameters
which change for each application.
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When a neuron unit finishes its computation and sends the results back to the ag-
gregator, the aggregator performs the activation function via the appropriate lookup
table. It then combines the output of the four logical neurons into a single packet,
which it forwards to the appropriate aggregator (in the next logical layer) or to an
egress node. This clustering of payloads into a single packet reduces overall traffic
on the network, and results in higher efficiency.

8.2.5 System Overview

The system performs two types of operations; configuration and computation.
Configuration involves initialization of control registers and the network structure,
allocation of physical and virtual addresses in order to achieve desired network
topology, and initialization of the weights and activation function values for the on-
chip memories. The network is fully reconfigurable, allowing the application to load
desired weights and activation function during configuration, and to change these
values whenever desired. During computation operation, the network performs the
algorithm desired by the application. The architecture is expandable and can be min-
imally modified if desired to support more layers and more neurons by paying the
extra hardware penalty.

Figure 21 shows the topology of the network with 9 aggregator nodes. The ingress,
egress, and aggregator nodes are all connected using packet switches. The archi-
tecture supports deadlock freeX–Y routing, and uses wormhole/packet switched
communication, as described in this chapter. Each packet is composed of a header
and four data fields, as this allows each packet to carry data to four neurons simulta-
neously. The general network topology is a 2D torus, allowing packets leaving one
‘edge’ of the network to enter the opposite ‘edge’ of the network, significantly re-
ducing congestion hotspots. If desired, the feed-forward network can be mapped in
a near-systolic manner, allowing for minimal network congestion. The heaviest con-
gestion occurs near the input nodes, as the input layer of a neural network typically
sees the highest amount of data, receiving a much larger number of inputs than any
other layer. Ingress and egress nodes are responsible for congestion control between
operations, inserting inputs for a new computation only after a period of time suf-
ficient to allow the network traffic to lower. Internally, the network uses congestion
signals to prevent the loss of any packets, as a single packet loss can disrupt the
computation heavily.

There are significant network benefits to clustering neuron nodes around aggrega-
tors, rather than simply placing neuron nodes around the network to communicate
with the activation function via packets. As an example, if we assume layers of
20 neurons each, the communication between two layers requires 20 neurons in the
first layer to send their accumulated sum to the activation function. Each activation
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FIG. 21. System architecture.

function must then send each output data value to each of the 20 neurons in the sec-
ond layer. This requires 420 packets be sent across the network. Clustering in this
fashion requires each group of four neurons send only one (slightly larger) packet to
every other group of four neurons. This results in only 16 packets being sent across
the network, a reduction in network traffic of more than 96%, and obvious benefits
in terms of network performance and power consumption.

8.2.6 Comparison to Traditional, Point-to-Point
Implementations

In order to illustrate the benefits of NoC architecture over traditional ASIC imple-
mentations, we present the performance of a NoC implementation with the perfor-
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FIG. 22. Timing and accuracy comparison of NoC implementation vs. software and traditional point-
to-point hardware implementations.

mance of that of a ASIC implementation using traditional point-to-point intercon-
nects [82], using the same technology and neural network structure. We compared
the two implementations using 5 neural network applications. Figure 22 shows the
performance comparison in terms of network accuracy and latency, when comparing
the traditional ASIC implementation and the NoC implementation (and, for purposes
of comparison, a double precision software implementation). It is seen that the NoC
architecture provides a much better ground for both speed and accuracy, as the regu-
lar structure, full parallelism and reconfigurability of the network allow for adaptive
reconfiguration of the network to the application’s demands, but most importantly,
allow a large data bandwidth over layers, enabling the use of wide data words. Con-
sequently the results in Figure 22 show the superiority of the NoC architecture over
a traditional point-to-point connection architecture in terms of the accuracy, with
accuracy approaching the double-precision software accuracy. The ability to share
MAC units among more neurons while maintaining a parallel operation and utilizing
more bits per data word due to the regular NoC implementation, aids in the increased
accuracy—traditional point-to-point connection architecture on the other hand con-
sumes much more wiring area, restricting both the multiplier precision, as well as
the amount of computation resources placed on the same chip area.

9. Conclusion

This chapter presented a novel architecture for on-chip interconnects. On chip
networks are expected to eventually replace traditional buses, as they offer plenty
of advantages compared to existing bus architectures. NoC architecture offers a pre-
dictive wiring model, where traditionally long wires pave way for shorter, easier to
model wires, with drivers and repeaters designed to match accurately the wire.
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Network on chip is based on connecting system components to a backbone net-
work instead of a traditional bus. On-chip routers are used to route data between
components, and each component interfaces to the network via simple network in-
terface hardware. Applications are mapped based on the application task flow graph,
and components are placed in such a way as to optimize network performance. Data
is routed using traditional network protocols, adapted to meet on-chip constraints.
The whole process allows for hierarchical design flow and layered approaches in
both simulation and evaluation stages.

In a traditional bus, every new unit attached adds parasitic capacitance; therefore
electrical performance degrades with the bus growth. Bus timing is also difficult to
model accurately in deep sub-micron processes. Bus testability is problematic and
slow, and the bus arbiter delay grows with the number of master busses merging
into a single bus. The arbiter is also instance-specific. Bandwidth is limited and
shared by all units attached to the bus. On the other hand, NoC offers only point-
to-point connects, using unidirectional wires, for any network size and topology.
Wires can be in fact “pipelined” via routers, making the global communication pro-
tocol “asynchronous”—a signal can take two or three cycles to reach a destination,
where as another signal can take only one cycle. NoC testability is faster and com-
plete as it involves independent components. Routing decisions can be distributed or
centralized, and routers can be reused once designed, without any effect to the size
and topology of the network. The network bandwidth scales with the network size,
making the network scalable and reconfigurable.

There are some cases where buses have the edge [14]. Bus advantages include
minimal latency, and near zero cost for a small number of communicating blocks.
Also, any bus model is directly compatible with most existing IP cores. Traditional
busses enjoy simple concepts and are easier to design as well. Networks on the other
hand imply additional latency in terms of the protocol operations and the network
congestion. Similarly, NoC infrastructure typically consumes more area than a tra-
ditional bus. Existing IP cores and components need network interface hardware to
attach to the network.

NoC is a still a relatively new concept, still at the early stages of development;
therefore the field offers excellent research opportunities for both academics and
professionals. There are plenty of performance trade offs that have to be researched
and evaluated based on different application constraints.
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Abstract
In many distributed computing environments, collections of applications need
to be processed using a set of heterogeneous computing (HC) resources to
maximize some performance goal. An important research problem in these en-
vironments is how to assign resources to applications (matching) and order
the execution of the applications (scheduling) so as to maximize some perfor-
mance criterion without violating any constraints. This process of matching and
scheduling is called mapping.
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To make meaningful comparisons among mapping heuristics, a system de-
signer needs to understand the assumptions made by the heuristics for (1) the
model used for the application and communication tasks, (2) the model used for
system platforms, and (3) the attributes of the mapping heuristics. This chapter
presents a three-part classification scheme (3PCS) for HC systems. The 3PCS is
useful for researchers who want to (a) understand a mapper given in the litera-
ture, (b) describe their design of a mapper more thoroughly by using a common
standard, and (c) select a mapper to match a given real-world environment.
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1. Introduction

In today’s interconnected world, many industry, laboratory, and military sites each
use a shared set of networked computers of different types and ages. In such envi-
ronments, there are large applications or collections of applications to be processed.
The workload can be distributed over the set of heterogeneous computing resources
to maximize some performance goal. To accomplish this, the system administrator
or designer must include some method for determining which application tasks to as-
sign to different machines in the network to exploit effectively the heterogeneity of
the system platform. Such methods are applicable to the allocation of resources for
many different types of computing and communication tasks in many types of envi-
ronments, including parallel, distributed, cluster, grid, Internet, embedded, wireless,
and reconfigurable systems.

The system designer may go to the literature to find information about tech-
niques for assigning and scheduling (collectively referred to as “mapping”) tasks
in a network of heterogeneous machines. For example, in the literature, the system
designer may find a technique A that is claimed to be better than another technique
B. However, further investigation may show that A can only map independent (non-
communicating) tasks while B can map both independent tasks and communicating



94 S. ALI ET AL.

subtasks within tasks. Thus, A may not be appropriate for the designer’s system if
the tasks therein include communicating subtasks (a workload model issue).

The system designer may find a third technique C that also handles communicating
subtasks and is claimed to be better than B. It may be the case that C can incorporate
information about both network contention and network link bandwidths to estimate
communication times, whereas B (probably unreasonably) assumes a “fully con-
nected” network, and is thus unable to use any contention information to estimate
communication times. If a simulation study compares B and C for a system plat-
form that is fully connected (i.e., no contention), it may turn out that B generates
better mappings. However, if B and C are compared for a system platform that is not
fully connected, we may find that B is not better than C, probably because B is not
accounting for the network contention (a platform model issue).

Another important issue is the performance metric that the mapper tries to max-
imize. If both C and a fourth mapping technique D are appropriate for a particular
HC environment, then different criteria may be used to determine which technique
is “better.” For example, if the performance metric is minimizing the average task
execution time (not including the time waiting to begin execution), we might choose
the technique (say D) which tries to select the fastest machine for each task. How-
ever, if the performance metric is minimization of the overall completion time of the
workload, we may be more interested in selecting the technique (say C) that, for a
given task, will choose an alternate machine if the fastest machine has a large queue
of tasks waiting to execute (a mapping strategy issue).

Figure 1 is an illustration of the procedure used above to select a mapping heuris-
tic based on information about the workload model, platform model, and mapping
strategy. The figure uses the heuristics A, B, C, and D mentioned above.

From the above discussion, we observe that to make meaningful comparisons
among mapping heuristics, a system designer needs to understand (a) the model
used for workload, i.e., applications, (b) the model used for system platforms, and (c)
the attributes of the mapping strategies. To accomplish this, we present a three-part
classification scheme (3PCS) for heterogeneous computing systems (Figure 2). The
3PCS builds on the previous work done in [24,29,30,44,50,51,62,66,75,80]. All three
parts of the 3PCS are needed to determine which resource allocation heuristics would
be most appropriate for a given environment, and also to facilitate fair comparisons
among different heuristics. We now describe some terms related to heterogeneous
computing systems to set the stage for describing the 3PCS.

Performing computing and communication tasks on parallel and distributedhet-
erogeneous computing(HC) systems involves the coordinated use of different types
of machines, networks, interfaces, and other resources (e.g., [5,31,36,72]). An HC
system may be used to perform a variety of different tasks that have diverse compu-
tational requirements. The resources should be allocated to the tasks in a way that
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FIG. 1. The choice of a mapping technique for a given system depends on the characteristics of the
workload model, the characteristics of the platform model, and the mapping strategy. In this example, A,
B, C, and D are four different mapping techniques discussed in the text.

FIG. 2. The three parts of the 3PCS: workload model, platform model, and the mapping strategy.

exploits the heterogeneity to maximize some system performance measure. A cluster
composed of machines of different ages and types is an example of an HC system.
Alternatively, a cluster could be treated as a single machine in an HC suite. An HC
system could also be part of a larger computational grid [34].
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FIG. 3. The workload for a system consists of applications. Applications may be decomposed into
tasks. Tasks may, in turn, be decomposed into two or more communicating subtasks. Some tasks may not
have any subtasks.

The workload to be processed on an HC system consists of one or moreap-
plications (Figure 3). An application is assumed to be composed of one or more
independent (i.e., non-communicating)tasks. It is also assumed that some tasks may
be further decomposed into two or more communicatingsubtasks. The subtasks have
data dependencies among them, but can be assigned to different machines for execu-
tion. If there are communicating subtasks within an application, inter-machine data
transfers need to be performed when such subtasks are assigned to different ma-
chines.

A key factor in achieving the best possible performance from HC environments
is the ability to effectively and efficientlymatch(assign) the applications to the ma-
chines andschedule(order the execution of) the applications on each machine (as
well as ordering any inter-machine communications). The matching and scheduling
of applications is defined asmapping. The mapping problem is also called resource
management (or resource allocation) and a mapper is also called a resource manage-
ment system.

The problem of mapping applications and communications onto multiple ma-
chines and networks in an HC environment has been shown, in general, to be NP-
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complete [33], requiring the development of near-optimal heuristic techniques. In
recent years, numerous studies have been conducted on the mapping problem and
mapping heuristics (e.g., [1,9,10,12–14,16,17,19,20,31,37,49,59,63,65,81,84,87]).

A mapper can be used in different ways. For example, we can use it to optimize
a performance metric given a particular configuration of the system (i.e., particular
sets of machines, networks, and protocols). Conversely, we can also use a mapper
to optimize the operationalcostof the system that is needed to reach a target value
of performance. For example, a mapper could be used to select particular sets of
machines, networks, and protocols that meet a certain level of performance while
minimizing the dollar cost of the system (e.g., [27,64]).

The 3PCS for HC systems is useful for understanding a mapper. We propose that
when one studies a mapper given in the literature, one should try to “check” the
mapper in the context of the 3PCS. One should ask the questions raised in the 3PCS
regarding the characteristics of the workload model, the platform model, and the
mapping strategy.

The 3PCS is also useful for researchers who want to describe their mapper more
thoroughly by using a common standard. When describing a mapper, one should in-
dicate the appropriate values for all features in the three parts of the 3PCS. In this
regard, the 3PCS may also help researchers see design and environment alternatives
that they might not have otherwise considered during the development of new heuris-
tics.

Additionally, the 3PCS is useful when one wants to select a mapper to match a
given real-world environment. One can use the 3PCS to characterize the environment
in terms of the platform model, workload model, and the mapping strategy. Then one
can characterize different available mappers using the 3PCS, and select one that is
most appropriate for the given environment (possibly with some modification).

Lastly, in the future, the 3PCS for HC systems could focus research towards
the development of a standard set of benchmarks for evaluating resource allocation
heuristics for HC environments. Classes for benchmarks could be defined based on
specified workload, platform, and mapping strategy characteristics.

The work in this chapter was supported in part by the DARPA Quorum Program
projectMSHN (Management System for Heterogeneous Networks), by the DARPA
AICE (Agile Information Control Environment) Program, and by the DARPABADD
(Battlefield Awareness and Data Dissemination) Program. One technical objective
of the MSHN project was to design, prototype, and refine a mapping system as part
of a distributed resource management system that leverages the heterogeneity of re-
sources and workload to deliver the requested qualities of service [20,59]. One aspect
of the AICE and BADD programs involved designing a scheduling system for for-
warding data items prior to their use as inputs to a local application in a wide area
network distributed computing environment [79,78]. The AICE, BADD, and MSHN
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environments are similar in that, in some situations, not all applications or commu-
nication requests can be completed with their most preferred qualities of service by
their deadlines. Thus, the goal of the mapper in these environments is to satisfy a set
of application tasks or communication requests in a way that has the greatest col-
lective perceived value. The 3PCS pertains to both the task environment in MSHN,
and the communication request environment in BADD and AICE. In some cases, an
application mentioned in this chapter may also refer to a communication request in
the AICE and BADD context.

The rest of the chapter is organized as follows. Section 2 describes the 3PCS. Sec-
tion 3 characterizes six heuristics from the literature in terms of the 3PCS. Section 4
gives an overview of some related taxonomy studies. A summary of the chapter is
presented in Section 5.

2. Proposed Characterization Scheme

2.1 Overview

A “mixed-machine” HC system is composed of different machines, with possibly
multiple execution models (as in theMEMM classification [30]). Such a system is
defined to beheterogeneousif any features vary among machines enough to result
in different execution performance among those machines. Such features could be
processor type, processor speed, mode of computation, memory size, cache structure,
number of processors (within parallel machines), inter-processor network (within
parallel machines), etc.

The proposed 3PCS for describing mapping heuristics for mixed-machine HC sys-
tems is defined by three major components: (1) workload model, (2) platform model,
and (3) mapping strategy. To properly analyze and compare mapping heuristics for
current and future HC environments, information about all three parts is needed.

The 3PCS attempts toqualitatively define aspects of the environment that can
affect mapping decisions and performance. (Doing thisquantitativelyin a thorough,
rigorous, complete, and uniform manner is a long term goal of the HC field.) The
3PCS design was based on the existing mapping heuristic literature, as well as our
group’s previous research and experience in the field of HC. Each part of the scheme
can, of course, be investigated in more detail.

2.2 Workload Model Characterization

The first category of the 3PCS defines the model used for the workload character-
ization. In our context, workload characterization is limited to defining application
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computational and communication characteristics that may impact mapping deci-
sions and relative mapper performance. This workload characterization defines a
model for the applications to be executed on the HC system, and for the communica-
tions to be scheduled on the inter-machine network. Furthermore, the 3PCS includes
application traits that may not be realistic, but do correspond to assumptions a given
researcher may have made when designing and analyzing mapping heuristics in the
literature. Typically, such assumptions are made to simplify the mapping problem in
some way. For example, many researchers assume a given subtask must receive all
of its input data from other subtasks before it can begin executing, when in reality the
subtask may be able to begin with only a subset of data. As another example, some
researchers may assume that the workload is divisible into arbitrary size portions that
could be allocated to different machines [81]. The goal of the 3PCS is to reflect the
environment assumed by the mapping heuristic, so that the workload model can cap-
ture any assumptions made (even if they are unrealistic). The defining traits of such
an application model are explained below and illustrated in the organization chart
given in Figure 4.

workload composition: Does the workload consist of any communicating entities,
or, in other words, do the tasks within a given application have (communicat-
ing) subtasks? A workload that consists of (non-communicating) tasks only is
sometimes termed as a “bag-of-tasks” or “meta-task” (e.g., Braun et al. [20],
Maheswaran et al. [59]) and has a less complicated mapping problem associated
with it.
Are the applications continuously executing, as in some real-time systems (e.g.,
[6,7])? Continuously executing applications are different from “one-shot” appli-
cations that process just one data set and then stop executing in that the former
are usually part of a sensor-fed computing system. For example, the system in
[6] consists of heterogeneous sets of sensors, subtasks, machines, and actua-
tors. Each sensor produces data periodically at a certain rate, and the resulting
data streams are input into subtasks. The subtasks process the data and send
the output to other subtasks or to actuators (see Figure 5). Some of the items
mentioned later in this characterization scheme apply only to the case where
the workload contains communicating subtasks (whether continuously executing
or “one-shot”). Such items will be indicated with the letter “S” written next to
them.
Note that the mapping problem for a system that consists entirely of continuously
executing subtasks often reduces to a problem of allocating subtasks to machines,
i.e., scheduling is not involved. For example, in [6], each machine is capable of
multi-tasking, executing the applications assigned to it in a round robin fashion.
Similarly, a given network link is multi-tasked among all data transfers using that
link.
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FIG. 4. The different features of the workload model. The items “communication patterns” and “data
provision and utilization times” are shown under “workload composition” because these items are ap-
plicable only if the workload is composed of communicating subtasks.

communication patterns (S): Does the application have any particular data com-
munication pattern with respect to the source and destination subtasks for each
data item to be transferred? Can the workload be represented as a directed acyclic
graph, or a graph with loops, possibly including a set of inter-communicating co-
routines? For example, assume that for a given application withn subtasks,n − 1
subtasks communicate only with a “master” subtask, and otherwise do not com-
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FIG. 5. The subtasks (denoted by “circles”) in this system are continuously executing to process the
data streams being generated by the sensors (denoted by “diamonds”). The output from subtasks is used
to control the actuators (denoted by “rectangles”).

municate with each other. Then, the communication times among subtasks can
be reduced much more by mapping this application on a parallel machine with a
“star” network topology than a machine with a hypercube network topology.

data provision and utilization times (S): Can a source subtask release data to con-
sumer subtasks before it completes? Can a consumer subtask begin execution
before receiving all of its input data? For example, the clustering non-uniform
directed graph heuristic [32] assumes that a consumer subtask has to wait for the
completion of the parent subtask if there is data dependency. The time at which in-
put data needed by a subtask or output data generated by a subtask can be utilized
may vary in relation to subtask start and finish times, and can help the mapper
overlap the execution of inter-dependent subtasks.

code and data location and retrieval/storage times:Do tasks require data from
special servers? Are data retrieval and storage times considered? Is the time re-
quired to fetch task code and initial data, as well as storing the final results of a
task, considered part of the task execution time?

workload size: If a mapping heuristic was evaluated by simulation or experimenta-
tion, what size workload was used? The workload size is quantified by

(a) the number of “mappable” entities (tasks and subtasks) present in the work-
load (often considered relatively to the number of machines in the HC suite),

(b) the average size of “service demand,” e.g., average machine utilization re-
quired by the mappable entities, average computation time, and

(c) the rate of arrival, i.e., the rate at which the mappable entities become avail-
able for assignment.

The workload size for which a given heuristic is evaluated can impact the relative
performance of different heuristics for a given metric. For example, research in
[59] shows that a certain class of mapping heuristics performs increasingly bet-
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ter than another class for larger workload sizes. Another example is given in the
discussion for workload heterogeneity below.

workload dynamism: Is the complete workload to be mapped knowna priori
(static workload), or do the applications arrive in a real-time, non-deterministic
manner (dynamic workload), or is it a combination of the two? Depending on this
classification of the workload, we may need a “static” or a “dynamic” mapping
strategy (defined in the mapping strategy characterization).

arrival times: Are arrival times for applications taken from a real system, or gen-
erated artificially for simulation studies? When taken from a real system, arrival
times will be known exactly. For simulation studies, arrival times can be sampled
from an anticipated probability distribution.

deadlines: Do the applications have deadlines? This property could be further
refined into soft and hard deadlines, if required (e.g., [23,48]). Applications com-
pleted by a soft deadline provide the most valuable results. An application that
completes after a soft deadline but before a hard deadline is still able to provide
some useful data. After a hard deadline has passed, the output from the application
is useless. The “worth” of the execution of a task may decrease as its completion
time increases from the soft to hard deadline.

priorities: Do the applications have priorities (e.g., [48])? Environments that would
require priorities include military systems and machines where time-sharing must
be enforced. Priorities are generally assigned by the user (within some allowed
range), but the relative weights given to each priority are usually determined by
another party (e.g., a system administrator). Priorities and their relative weights are
especially important if the mapping strategy is preemptive (defined in the mapping
strategy characterization).

multiple versions: Do the applications have multiple versions, with different re-
source requirements, that could be executed (e.g., [23,70])? If yes, what are the
relative “values” to the user of the different versions? Many applications have dif-
ferent versions. For example, an application that requires a Fast Fourier Transform
might be able to perform the Fast Fourier Transform with either of two different
procedures that have different precisions, different execution times, and different
resource requirements.

QoS requirements: Do any applications specify any Quality of Service (QoS) re-
quirements (other than deadlines and priorities mentioned above)? Most QoS
requirements, like security, can affect mapping decisions (e.g., not mapping a
particular application onto a machine of the wrong security classification).

interactivity: Are applications user-interactive (i.e., do they depend on real-time
user input)? Such applications must be executed on machines for which the user
has access or clearance.
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workload heterogeneity: For each machine in the HC suite, how greatly and with
what properties (e.g., probability distribution (e.g., [11])) do the execution times
of the different tasks (or subtasks) vary for any given machine? For subtasks, the
above question applies to message sizes as well.
Workload heterogeneity can affect the failure rate of a heuristic (failure rate is de-
fined in the mapping strategy characterization). It has been shown in [4] that, for a
particular system where the goal was to design static resource allocation heuristics
that balance the utilization of the computation and network resources, an increase
in workload heterogeneity increased the difference in failure rates among some of
the heuristics being considered.
Workload heterogeneity also can impact the suitability of a performance metric
for a given system. For example, the research in [4] shows that the need to mea-
sure system robustness increases as the system “complexity” increases. Based on
[57,58,67,76], system complexity is a function of the system heterogeneity and the
size. Figure 6 shows how the graph of robustness against slack changes in appear-
ance as the system complexity increases. Slack is a proxy measure of robustness,
and is simpler to calculate than the robustness measure introduced in [4]. The un-
derlying systems for the first two graphs (from the left) are identical in size but
different in workload heterogeneity. The third system (right-most) has the same
heterogeneity as the second system but is bigger in size. It can be seen that for the
first system, robustness is tightly correlated with slack. For this system, there is
almost no need to calculate robustness values because the slack values can be used
to approximate robustness. For the second system, however, the need to measure
robustness explicitly increases. For the third system, the need is even more acute.

execution time representation: How are the estimated execution times of tasks and
subtasks on each of the different machines in the HC suite determined? Most map-
ping techniques require an estimate of the execution time of each task and subtask
on each machine (e.g., [53,85,86]).
The two choices most commonly used for making these estimates from historic
or direct information are deterministic and distribution modeling. Deterministic
modeling uses a fixed (or expected) value (e.g., [35]), e.g., the average of ten
previous executions of a task or subtask. Alternatively, the application developer
or the application user could specify the estimated execution time of the appli-
cations’ tasks and subtasks on each machine in the suite. Distribution modeling
statistically processes historic knowledge to arrive at a probability distribution for
task or subtask execution times. This probability distribution is then used to make
mapping decisions (e.g., [12,55]).
The execution time for a given application may be determined by task profiling.
Task profiling specifies the types of computations present in an application based
on the code for the task (or subtask) and the data to be processed (e.g., [38,60]).
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FIG. 6. The need to measure the system robustness increases as the system complexity increases. For
the system with small heterogeneity, the robustness and slack are tightly coupled, thereby suggesting that
robustness measurements are not needed if slack is known. As the system heterogeneity increases, the
robustness and slack become less correlated, indicating that the robustness measurements can be used
to distinguish between mappings that are similar in terms of the slack. As the system size increases, the
correlation between the slack and the robustness decreases even further.

This information may be used by the mapping heuristic, in conjunction with ana-
lytical benchmarking (defined in the platform model characterization), to estimate
task or subtask execution time.
In simulation studies, estimated execution times can be derived from probability
distributions with a given mean and a given degree of heterogeneity (e.g., Ali et al.
[11]).
The same issues apply to subtask communications (e.g., [79]).

data dependence of execution times:Is the execution time of a given application
on a given machine independent of the data content of the application inputs (e.g.,
in image smoothing) or is it data dependent (e.g., in object recognition) (e.g.,
[73])?

2.3 Platform Model Characterization

The second category of the 3PCS defines the models used for target platforms
available within HC systems. The target platform traits listed are those that may
impact mapping decisions and relative mapper performance. The target platform
is defined by the hardware, network properties, and software that constitute the
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HC suite. Several existing heuristics make simplifying (but unrealistic) assumptions
about their target platforms (e.g., assuming that an infinite number of machines are
available [74]). Therefore, the 3PCS is not limited to a set of realistic target plat-
forms. Instead, a framework for classifying themodelsused for target platforms is
provided. Such a framework allows the 3PCS to reflect the environment assumed by
a mapping heuristic (even if the environment is unrealistic). The defining traits of the
platform model are explained below and illustrated in the organization chart given in
Figure 7.

number of machines: Is the number of machines finite or infinite? Is the number of
machines fixed or variable (e.g., new machines can come on-line)? Furthermore,
a given heuristic may treat a finite, fixed number of machines as a parameter that
can be changed from one mapping to another, e.g., when trying to find a minimum
dollar-cost set of machines to meet a performance requirement (e.g., [27,64]).

system control: Does the mapping strategy control and allocate all resources in the
environment (dedicated), or are external users also consuming resources (shared)?

application compatibility: Is each machine in the environment able to perform
each application, or, for some applications, are there any special capabilities that
are only available on certain machines? These capabilities could involve issues
such as database software, I/O devices, memory space, and security.

machine heterogeneity and architecture:For each task or subtask, how greatly
and with what properties (e.g., probability distribution (e.g., [11])) do the exe-
cution times vary across different machines in the HC suite? For subtasks, the
above question applies to communication link speeds as well. For each machine,
various architectural features that can impact performance must be considered,
e.g., processor type, processor speed, external I/O bandwidth, mode of computa-
tion (e.g., shared memory, distributed shared memory, NUMA, UMA), memory
size, number of processors (within parallel machines), and inter-processor net-
work (within parallel machines). The machines in the HC suite may be evaluated
on analytical benchmarks to aid in later estimating task or subtask execution times.
Analytical benchmarking provides a measure of how well each available machine
in the HC platform performs on each given type of computation [60]. This infor-
mation may be used by the mapping heuristic, in conjunction with task profiling,
to estimate task or subtask execution times. Machine heterogeneity may affect the
performance of a mapping heuristic in some cases. For example, it is shown in
[39] that a particular algorithm, CDA, is outperformed by another algorithm, PSP,
when resource heterogeneity is increased.

code and data access and storage times:How long will it take each machine to
access the code and input data it needs to execute a given task or subtask? How
long will it take each machine to store any resulting output data for a given task or
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FIG. 7. The different features of the platform model. The items marked with an “S” next to them are
only applicable when the workload contains communicating subtasks.

subtask? For subtasks, the above questions do not apply to communication activity
to/from another subtask.

interconnection network: What are the various properties of the inter-machine net-
work? Many network characteristics can affect mapping decisions and system
performance, including bandwidth, latency, switching control, and topology. Most
of these network properties are also functions of the source and destination ma-
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chines. Volumes of literature (e.g., [26,28,56,71]) already exist on the topic of
interconnection networks, therefore, interconnection networks are not classified
here.

number of connections: How many connections does each machine have to the in-
terconnection network structure or directly to other machines?

concurrent send/receive (S):Can each machine perform concurrent sends and re-
ceives of data to other machines (assuming enough network connections)?

overlapped computation/communication (S):Can machines overlap computation
and inter-machine communication?

energy consumption: How is consumption of energy in battery-based systems cal-
culated? At what rate is energy consumed when performing computation, sending
data, receiving data, or when system is idle (e.g., [41,46,69,70])? Does the system
allow conservation of energy by reducing the clock speed (e.g., [46])? How many
different voltage levels are allowed and how does each level impact clock rate and
energy consumption (e.g., [83])? These questions are especially relevant forad hoc
grid computing systems, where some of the devices are mobile, battery-based, and
use wireless communications (e.g., [61,69]).

multitasking of machines and communication links: Does the system allow ma-
chines and communications links to be multi-tasked (e.g., [10])? If so, how does
the multitasking impact the execution time of tasks and subtasks, and the commu-
nication time of subtasks?

migration of workload: Do the machines support the migration of applications,
tasks, or subtasks? Migration may be used by a “dynamic” mapping strategy (ex-
plained in the mapping strategy characterization) to re-map an application (or a
task or a subtask) from a machine that has failed or is overloaded to some other
suitable machine. Migration affects the communication patterns among subtasks,
and may reduce the advantage of any mapping decision based on pre-migration
communication patterns.

resource failure: Is the failure of machines, links, storage devices, and other re-
sources modeled?

2.4 Mapping Strategy Characterization

The third category of the 3PCS defines the characteristics used to describe map-
ping strategies. Because the general HC mapping problem is NP-complete, it is
assumed that the mapping strategies being classified are heuristics that attempt to
produce near-optimal mappings. The different features of the mapping strategy char-
acterization are explained below and illustrated in the organization chart given in
Figure 8.
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FIG. 8. The different features of the mapping strategy characterization. The items marked with an
“S” next to them are only applicable when the workload contains communicating subtasks. The items in
dotted boxes under “mapper dynamism” are only applicable for a dynamic or on-line mapping strategy.

support for the workload model: Can the mapping strategy use information about
a given trait of the application (as modeled in the section on workload model
characterization)? For example, a mapping strategy that cannot make use of the
fact that a given task has multiple versions may be outperformed by one that does
use this information in making mapping decisions.
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support for the platform model: Can the mapping strategy use information about
a given trait of the platform (as modeled in the section on platform model charac-
terization)? For example, can the mapping strategy take advantage of any support
that the platform provides for the migration of subtasks or tasks?

control location: Is the mapping strategy centralized or distributed? Distributed
strategies can further be classified as cooperative or non-cooperative (indepen-
dent) approaches.

execution location: Can a machine within the suite be used to execute the mapping
strategy, or is an external machine required?

fault tolerance: Is fault tolerance considered by the mapping strategy? This may
take several forms, such as assigning applications to machines that can perform
checkpointing, or executing multiple, redundant copies of an application [1].

objective function: What quantity is the mapping strategy trying to optimize? Are
there associated QoS constraints, e.g., minimizing average energy used by a mo-
bile device while still completing the application in a given time (e.g., [69])? This
varies widely among strategies, and can make some approaches inappropriate in
some situations. The objective function, i.e., performance metric, can be as sim-
ple as the total execution time for the workload, or a more complex function that
includes priorities, deadlines, QoS, etc. [47].

failure rate: What is the failure rate for the mapping heuristic? Before a mapping
heuristic is employed in a real system, one would often evaluate its performance
using simulations. In such a case, an important property of a mapping heuristic
is its failure rate. A mapping heuristic failure occurs if the heuristic cannot find
a mapping that allows the system to meet its QoS constraints (e.g., fails to find
a resource allocation that completes a set of applications within a requested time
constraint). One way of determining the failure rate is to repeat the simulation
for a number of trials, where each trial uses the same probability distributions for
simulation parameters (but re-samples execution times, arrival times, data sizes,
etc.). The failure rate is then given by the ratio of the number of trials in which the
heuristic could not find a mapping to the total number of trials. It has been shown in
[10] that some heuristics may produce mappings that perform very similarly with
respect to a given performance metric, but these heuristics differ very significantly
in their failure rates.

robustness: For a given mapping, what is the smallest departure from the assumed
conditions of system operation that will cause the objective function to degrade
below some acceptable threshold? That is, what is the robustness of the mapping
[9]. Parallel and distributed systems may operate in an environment where certain
system performance features degrade due to unpredictable circumstances, such
as sudden machine failures, higher than expected system load, or inaccuracies
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in the estimation of system parameters (e.g., [18,19,40,42,43,54,68]). Therefore,
designing heuristics that produce robust mappings is an important design issue.

mapper performance evaluation: How is the mapper being evaluated? This issue
is different from the evaluation of a mapping, which is done using the objective
function. The mapper evaluation is performed before the mapper is employed in a
real system, and is an attempt to find how close to optimal is the mapping found
by the mapper. Because all non-trivial mapping problems are likely to be NP-hard,
the mapper evaluation is as hard as finding the optimal mapping! One frequent ap-
proach is to determine an upper bound on performance. Of course the upper bound
should be as tight as possible (being equal to optimal in the tightest case). Another
approach is to simulate a system where a particular artificial condition makes it
easy to find either the optimal performance or a tight upper bound. In yet another
approach, the mapper is simply compared with another well-known mapper from
literature. As a special case of the last approach, an on-line mapper may be eval-
uated against a static mapper with fulla priori knowledge of the information not
available to the on-line mapper. As another special case, a fault tolerant mapper
may be evaluated against an otherwise identical fault intolerant mapper [1]. The
relative amount of time it takes different mappers to generate mappings also may
be a consideration.

application execution time: How are execution times determined by the mapper,
e.g., are they estimated or produced from a probability distribution? (This was
discussed in workload model and platform model characterizations.)

mapper dynamism: Is the mapping technique dynamic or static? Dynamic map-
ping techniques operate in real-time (as workload arrives for immediate exe-
cution), and make use of real-time information (e.g., [25,59,84,87]). Dynamic
techniques require inputs from the environment, and may not have a definite
end. For example, dynamic techniques may not know the entire workload to be
mapped when the technique begins executing; new applications may arrive at
unpredictable intervals. Similarly, new machines may be added to the suite. If a
dynamic technique has feedback, the application executing on a machine may be
reassigned because of the loss of the machine. Similarly, the applications waiting
to be executed on a machine may be reassigned because of the currently execut-
ing applications on various machines taking significantly longer or shorter than
expected.
In contrast, static mapping techniques take a fixed set of applications, a fixed set
of machines, and a fixed set of application and machine attributes as inputs and
generate a single, fixed mapping (e.g., [10,15,20,22]). These heuristics typically
can use more time to determine a mapping because it is being done off-line, e.g.,
for production environments; but these heuristics must then use estimated values
of some parameters such as when a machine will be available. Static mapping
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techniques have a well-defined beginning and end, and each resulting mapping is
not modified due to changes in the HC environment or feedback. These techniques
may be used to plan the execution of a set of tasks for a future time period (e.g.,
the production tasks to execute on the following day). Static mapping also is used
in “what-if” predictive studies. For example, a system administrator might want
to know the benefits of adding a new machine to the HC suite before purchasing
it. By generating a static mapping (using estimated execution times for tasks and
subtasks on the proposed new machines), and then deriving the estimated system
performance for the set of applications, the impact of the new machine can be
approximated. Static mapping also can be used to do a post-mortem analysis of
dynamic mappers, to see how well they are performing. Dynamic mappers must
be able to process applications as they arrive into the system, without knowledge
of what applications will arrive next. When performing a post-mortem analysis, a
static mapper can have the knowledge of all of the applications that had arrived
over an interval of time (e.g., the previous day). Also static mappers derive map-
pings off-line, and thus can take much more time to determine a mapping than
a dynamic mapper can. Therefore, the system performance for a static mapping
should provide a good way to evaluate the system performance for a dynamic
mapping of the same applications.
Some of the items mentioned later in this section apply only to dynamic mapping.
They will be indicated with the letter “D” written next to them.

dynamic re-mapping (D): Can the mapping heuristic re-map an initial mapping?
What event triggers the re-mapping? For example, a dynamic heuristic with feed-
back can re-map a previous mapping. The previous mapping could be a static or
a dynamic mapping. Re-mapping is usually needed when the state of the system
has changed enough so that the mapping found initially performs unacceptably
low under the changed scenario. The trigger in this case could be the performance
metric falling below a pre-declared threshold. Re-mapping can involve dynami-
cally deriving a new mapping or selecting from previously stored mappings that
were determined statically for different situations [52].

mapping trigger (D): What event triggers the dynamic mapping heuristic? Does
it map a task as soon as it arrives (immediate mode dynamic mapping) or does
it collect arriving tasks into a small batch and then perform the mapping (batch
mode dynamic mapping)? Batch mode and immediate mode dynamic mapping
techniques perform differently under different conditions (e.g., task arrival rate
[59]). The mapping trigger could also depend on the status of the system, e.g.,
when the workload input queue of any machine falls below a certain threshold.

preemptive (D): What assumptions does the mapping strategy make about preemp-
tion of applications (e.g., can applications be interrupted and restarted)? Preemp-
tive mapping strategies can interrupt applications that have already begun exe-
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cution to free resources for more important applications. Applications that were
interrupted may be reassigned (i.e., migrated), or may resume execution upon
completion of the more important application. Preemptive techniques must be dy-
namic by definition. Application “importance” must be specified by some priority
assignment and weighting scheme, as already discussed in the section on workload
model characterization.

feedback (D): Does the mapping strategy incorporate real-time feedback from the
platform (e.g., machine availability times) or applications (e.g., actual task execu-
tion times of completed tasks) into its decisions? If yes, how is the state estimated
in a distributed system? In other words, as given in Rotithor [66], is state estima-
tion:

(1) Centralized or decentralized? That is, which machines are responsible for
collecting state information and constructing an estimate of the system
state?

(2) Complete or partial? That is, during any state information exchange, how
many machines are involved?

(3) Voluntary or involuntary? That is, how does a machine choose to dissemi-
nate state information?

(4) Periodic or aperiodic? That is, at what instant does a machine choose to
initiate information dissemination.

data forwarding (S): Is data forwarding considered during mapping? That is, could
a subtask executing on a given machine receive data from an intermediate machine
sooner than from the original source (e.g., [77,82])? For example, assume that
subtasks A, B, and C are mapped on machines X, Y, and Z, respectively, and that
A needs to send the same data item to B and C. Further assume that this data item
from subtask A on machine X has already been sent to subtask B on machine Y.
For subtask C to receive the data item on machine Z, it may choose to receive the
data item from machine X (the original source) or intermediate machine Y (the
forwarder).

replication (S): Can a given subtask be duplicated and executed on multiple ma-
chines to reduce communication overhead? In a replication-based mapping, a
subtask may be redundantly executed on more than one processor so as to elim-
inate the communication time [2,63]. Note that replication also can be used for
fault tolerance, and as such has been covered under “fault tolerance” in the map-
ping strategy characterization.

predictability of time to generate a mapping: Is the time taken by the mapping
strategy to generate a mapping predictable? For some heuristics, the mapping gen-
eration time can be accurately predicted. For example, in the greedy approaches
in [10], the mapping heuristics perform a fixed, predetermined number of steps
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with a known amount of computation in each step before arriving at a mapping
decision. In contrast, some heuristics are iterative in the sense that the mapping is
continually refined until some stopping criterion is met, resulting in a number of
steps that is not knowna priori, or in a known number of steps with an unknown
amount of work in each step (e.g., genetic algorithms [74,82]). The mapping gen-
eration times of different mapping strategies vary greatly, and are an important
property during the comparison or selection of mapping techniques. For exam-
ple, the choice between two mapping heuristics whose performance is comparable
may be made based on the heuristics’ mapping generation time [7,20].

3. Example Mapper Evaluations

This section characterizes six heuristics from the literature in terms of the 3PCS.
The characterizations are presented in Tables I through IX. Each table contains two
heuristics. The selection of heuristics to pair in each table was based on a desire to

TABLE I
WORKLOAD MODEL EXAMINATION FOR DFTS [1] AND THE BOTTOMS UPHEURISTIC [69]

Characteristic DFTS Bottoms up

workload composition set of applications
decomposable into tasks

one task with communicating
subtasks

communication patterns (S) N/A directed acyclic graph
data provision and utilization
times (S)

N/A N/S

data retrieval/storage N/S N/C
workload size on-line load specified with

arrival and resource demand
distributions

1024 subtasks with specified
resource demand distribution

workload dynamism dynamic static
arrival times simulated N/A
deadlines N/C N/C
priorities N/C N/C
multiple versions N/C N/C
QoS requirements N/C task must be completed within

a given time constraint
interactivity N/C N/C
workload heterogeneity hyper-exponential distribution Gamma distribution
execution time representation distribution derived

empirically
assumed distribution

data dependence of execution
times

N/C N/C
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TABLE II
PLATFORM MODEL EXAMINATION FOR DFTS [1] AND THE BOTTOMS UPHEURISTIC [69]

Characteristic DFTS Bottoms up

number of machines 64 8
system control shared dedicated
application compatibility no restrictions no restrictions
machine heterogeneity and
architecture

N/S modeled

code and data access and
storage times

N/A assumed zero

interconnection network (S) N/A wireless
number of connections (S) N/A N/A
concurrent send/receives (S) N/A 1 send/receive
overlapped computation/
communication (S)

N/A yes

energy consumption N/C modeled
multitasking of machines and
communication links

yes N/C

migration of workload N/C N/C
resource failure considered N/C

show contrasting characteristics. The heuristics have been examined with respect to
each of the three parts of the 3PCS, i.e., the workload model, platform model, and
mapping strategy characterization. Readers should see the references for detailed
descriptions of the heuristics themselves. The following notation is used in Tables I
through IX. A field is marked “N/A” if that particular feature is not applicable to
the heuristic being examined. A field is marked “N/S” if that particular feature is
applicable to the heuristic but its value is not specified in the paper. Finally, “N/C”
stands for “not considered,” and refers to a feature that has not been considered in
the given paper.

4. Related Work

Taxonomies related in various degrees to this work have appeared in the literature.
In this section, overviews of some related taxonomy studies are given.

Ahmad et al. [3] survey algorithms that allocate a parallel program represented by
an edge-weighted directed acyclic graph (DAG) to a set of homogeneous processors,
with the objective of minimizing the completion time. They propose a taxonomy of
scheduling with four groups. The first group includes algorithms that schedule the
DAG to a bounded number of processors directly. These algorithms are called the
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TABLE III
MAPPING STRATEGY EXAMINATION FOR DFTS [1] AND THE BOTTOMS UPHEURISTIC [69]

Characteristic DFTS Bottoms up

support for the workload
model

yes yes

support for the platform model yes yes
control location centralized centralized
execution location N/S N/S
fault tolerance yes, through task replication N/C
objective function mean response time energy consumption
failure rate N/C N/C
robustness N/C N/C
mapper performance
evaluation

comparison with a fault
intolerant heuristic

comparison with a lower
bound

dynamism on-line static
dynamic re-mapping (D) triggered when number of

healthy replicas falls below a
threshold

N/A

mapping trigger (D) task arrival N/A
preemptive (D) yes N/A
feedback (D) yes N/A
data forwarding (S) N/A N/C
replication yes N/C
time to generate a mapping predictable predictable

bounded number of processors scheduling algorithms. The algorithms in the second
group “cluster” the subtasks, where a cluster is a set of subtasks formed to reduce or
eliminate communication times. Because the number of clusters can be unbounded,
these algorithms are called the unbounded number of clusters scheduling algorithms.
The algorithms in the third group schedule the DAG using task duplication and are
called the task duplication based scheduling algorithms. The algorithms in the fourth
group perform allocation and mapping on arbitrary processor network topologies.
These algorithms are called the arbitrary processor network scheduling algorithms.
The authors discuss the design philosophies and principles behind these algorithms
classes, and then analyze and classify 21 scheduling algorithms.

A scheme for classifying static scheduling techniques used in general-purpose
distributed computing systems is presented in [24]. The classification of workload
and platform was outside the scope of this study. The taxonomy in [24] does com-
bine well-defined hierarchical characteristics with more general flat characteristics
to differentiate a wide range of scheduling techniques. Several examples of differ-
ent scheduling techniques from the published literature are also given, with each
classified by the taxonomy. In HC systems, however, scheduling is only half of the
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TABLE IV
WORKLOAD MODEL EXAMINATION FOR THE OASS ALGORITHM [45] AND THE HRA MAX –MIN

HEURISTIC [8]

Characteristic OASS HRA max–min

workload composition communicating subtasks communicating subtasks,
continuously executing

communication patterns (S) undirected graph DAG
data provision and utilization
times (S)

N/S N/S

data retrieval/storage N/S N/S
workload size 28 subtasks, resource demands

calculated with a devised
procedure

40 subtasks, resource demands
sampled from a Gamma
distribution

workload dynamism static static
arrival times N/A N/A
deadlines N/C N/C
priorities N/C N/C
multiple versions N/C N/C
QoS requirements N/C N/C
interactivity N/C N/C
workload heterogeneity N/S Gamma distribution
execution time representation N/S assumed distribution
data dependence of execution
times

N/C N/C

mapping problem. The matching of tasks to machines also greatly affects execution
schedules and system performance. Therefore, the 3PCS also includes categories for
platform and workload models, both of which influence matching (and scheduling)
decisions.

Several different taxonomies are presented in [30]. The first is the EM3 taxon-
omy, which classifies all computer systems into one of four categories, based on
execution mode and machine model [30]. The 3PCS proposed here assumes hetero-
geneous systems from either the SEMM (single execution mode, multiple machine
models) or the MEMM (multiple execution modes, multiple machine models) cate-
gories. A “modestly extended” version of the taxonomy from [24] is also presented
in [30]. The modified taxonomy introduces new descriptors and is applied to hetero-
geneous resource allocation techniques. Aside from considering different parallelism
characteristics of applications, [30] did not explicitly consider workload model char-
acterization and platform model characterization.

A taxonomy for comparing heterogeneous subtask matching methodologies is in-
cluded in [44]. The taxonomy focuses on static subtask matching approaches, and
classifies several specific examples of optimal and sub-optimal techniques. This is a
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TABLE V
PLATFORM MODEL EXAMINATION FOR THE OASS ALGORITHM [45] AND THE HRA MAX –MIN

HEURISTIC [8]

Characteristic OASS HRA max–min

number of machines finite, fixed finite, fixed
system control N/S shared
application compatibility no restrictions restricted
machine heterogeneity and
architecture

N/S modeled

code and data access and
storage times

N/C N/C

interconnection network (S) point-to-point non-blocking switched
network

number of connections (S) 1 1
concurrent send/receives (S) N/S N/S
overlapped computation/
communication (S)

yes yes

energy consumption N/C N/C
multitasking of machines and
communication links

N/S N/S

migration of workload N/C N/C
resource failure N/C N/C

single taxonomy, without the three distinct parts of the 3PCS. However, the “optimal-
restricted” classification in [44] includes algorithms that place restrictions on the
underlying program and/or multicomputer system.

Krauter et al. [50] give a taxonomy and a survey of grid resource management
systems. Their taxonomy covers resource and resource manager models. For exam-
ple, they include classifications like resource discovery (query based or agent based),
resource dissemination (periodic or on-demand), QoS support (soft, hard, or none),
scheduler organization (centralized, decentralized, or hierarchical), and rescheduling
(periodic or even driven). The 3PCS includes the workload model in addition to the
models discussed in [50]. Furthermore, the platform model and mapping strategy
characterizations in the 3PCS include parameters not included in [50].

Kwok and Ahmad [51] provide a taxonomy for classifying various scheduling al-
gorithms into different categories according to their assumptions and functionalities.
They also propose a set of benchmarks to allow a comprehensive performance evalu-
ation and comparison of these algorithms. With very much the same motivation as the
study given in this chapter, Kwok and Ahmad [51] argue that while many schedul-
ing heuristics proposed in literature are individually reported to be efficient, it is not
clear how effective they are and how well they compare against each other, partially
because these scheduling algorithms are based upon radically different assumptions.
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TABLE VI
MAPPING STRATEGY EXAMINATION FOR THE OASS ALGORITHM [45] AND THE HRA MAX –MIN

HEURISTIC [8]

Characteristic OASS HRA max–min

support for the workload
model

yes yes

support for the platform model yes yes
control location centralized centralized
execution location N/S N/S
fault tolerance N/C N/C
objective function makespan load balancing
failure rate N/C considered
robustness N/C N/C
mapper performance
evaluation

comparison with an existing
heuristic

comparison with a lower
bound

dynamism static static
dynamic re-mapping (D) N/A N/A
mapping trigger (D) N/A N/A
preemptive (D) N/A N/A
feedback (D) N/A N/A
data forwarding (S) N/A N/A
replication N/C N/C
time to generate a mapping predictable predictable

Kwok and Ahmad [51] evaluate 15 scheduling algorithms, and compare them
using the proposed benchmarks. They interpret the results and discuss why some
algorithms perform better than the others. However, the taxonomy in [51] is based
on the problem of scheduling a weighted directed acyclic graph to a set of homo-
geneous processors, whereas the 3PCS is for heterogeneous systems with a broader
range of application types.

Noronha and Sarma [62] survey several existing intelligent planning and schedul-
ing systems for providing a guide to the main artificial intelligence techniques. They
give a taxonomy of planning and scheduling problems in an attempt to reconcile the
differences in usage of the terms planning and scheduling between the AI and oper-
ations research communities. Some of the more successful planning and scheduling
systems are surveyed, and their features are highlighted, e.g., deterministic ver-
sus stochastic, algorithm complexity (polynomial versus NP-hard), dynamism of
the scheduler (on-line versus off-line), precedence constraints, resource constraints,
objective function, scheduler type (optimizing versus feasible, i.e., satisfying the
problem requirements).

Rotithor [66] presents a taxonomy of dynamic task scheduling schemes in distrib-
uted computing systems. The author argues that system state estimation and decision
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TABLE VII
WORKLOAD MODEL EXAMINATION FOR THE KPB HEURISTIC [59] AND THE MIN–MIN

HEURISTIC [21]

Characteristic KPB Min–min

workload composition independent tasks communicating subtasks
communication patterns (S) N/A DAG
data provision and utilization
times (S)

N/A consumer subtask must wait
until all input data has been
received

data retrieval/storage N/C N/C
workload size 2000 tasks, resource demands

sampled from a truncated
Gaussian distribution

1000 tasks and 1000 subtasks,
resource demands sampled
from a Gamma distribution

workload dynamism dynamic static
arrival times Poisson distribution N/S
deadlines N/C hard deadline on each task and

subtask
priorities N/C tasks and subtasks classified in

four priority classes
multiple versions N/C three versions per task
QoS requirements N/C N/C
interactivity N/C N/C
workload heterogeneity truncated Gaussian distribution Gamma distribution
execution time representation assumed distribution assumed distribution
data dependence of execution
times

N/C N/C

making are the two major components of dynamic task scheduling in a distributed
computing system, and that the combinations of solutions to each individual com-
ponent constitute solutions to the dynamic task scheduling problem. Based on this
argument, the author presents a taxonomy of dynamic task scheduling schemes that
is synthesized by treating state estimation and decision making as orthogonal prob-
lems. Solutions to estimation and decision making are analyzed and the resulting
solution space of dynamic task scheduling is shown. The author shows the applica-
bility of the proposed taxonomy by means of examples that encompass solutions
proposed in the literature. The state estimation classification scheme sits under the
“feedback” box in Figure 8, and is incorporated in our discussion of “feedback” in
the mapping strategy characterization section.

Stankovic et al. [75] give an excellent discussion of a set of real-time scheduling
results. The paper presents a simple classification scheme for the real-time schedul-
ing theory, which it divides in two groups based on the platform model: uniprocessor
and multiprocessor. For the uniprocessor scheduling, the authors further differentiate
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TABLE VIII
PLATFORM MODEL EXAMINATION FOR THE KPB HEURISTIC [59] AND THE MIN–MIN

HEURISTIC [21]

Characteristic KPB Min–min

number of machines finite, variable finite, fixed
system control dedicated dedicated
application compatibility no restrictions no restrictions
machine heterogeneity and
architecture

modeled modeled

code and data access and
storage times

N/C N/C

interconnection network (S) N/A N/S
number of connections (S) N/A N/S
concurrent send/receives (S) N/A N/S
overlapped computation/
communication (S)

N/A N/S

energy consumption N/C N/C
multitasking of machines and
communication links

N/C N/C

migration of workload N/C N/C
resource failure N/C N/C

TABLE IX
MAPPING STRATEGY EXAMINATION FOR THE KPB HEURISTIC [59] AND THE MIN–MIN

HEURISTIC [21]

Characteristic KPB Min–min

support for the workload
model

yes yes

support for the platform model yes yes
control location centralized centralized
execution location external N/S
fault tolerance N/C N/C
objective function makespan makespan
failure rate N/C N/C
robustness N/C N/C
mapper performance
evaluation

comparison with an existing
heuristic

comparison with a lower
bound

dynamism dynamic static
dynamic re-mapping (D) yes N/A
mapping trigger (D) task arrival N/A
preemptive (D) no N/A
feedback (D) yes N/A
data forwarding (S) N/A N/S
replication N/C N/C
time to generate a mapping predictable predictable
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between dedicated and shared resources. For the multiprocessor schedulers, the au-
thors differentiate between static and dynamic techniques, and further examine each
kind for preemptive and non-preemptive techniques. The focus of the effort in [75]
is on real-time systems.

T’kindt and Billaut [80] present a survey of multi-criteria scheduling, and dis-
cuss some basic results of multi-criteria optimization literature. One of their aims
is to contextualize the performance evaluation of a given multi-criteria scheduling
scheme to be able to answer questions like: Are trade-offs among criteria allowed?
Is it possible to associate a weight to each criterion? Is it possible to associate a par-
ticular goal value to each criterion? Does an upper bound exist for each criterion?
In some of these respects, their work is similar to ours, but is intended for job shop
community.

The 3PCS uses these studies as a foundation, and extends their concepts. Rele-
vant ideas from these studies are incorporated into the unique structure of the 3PCS,
allowing for more detailed classifications of HC mapping heuristics.

5. Summary

Heterogeneous computing (HC) is the coordinated use of different types of ma-
chines, networks, and interfaces to meet the requirements of widely varying applica-
tion mixtures and to maximize the overall system performance or cost-effectiveness.
An important research problem in HC is mapping, i.e., how to assign resources to ap-
plications, and schedule the applications on a given machine, so as to maximize some
performance criterion without violating any quality of service constraints. This chap-
ter proposes a three-part classification scheme (3PCS) for understanding, describing,
and selecting a mapper for HC systems. The 3PCS allows for fair comparison of
different heuristics.

The 3PCS for HC systems can help researchers who want to understand a map-
per by giving them a “check list” of various characteristics of the workload model,
platform model, and strategy attributes of the mapper. As such, it can help extend
existing mapping work, and recognize important areas of research by facilitating un-
derstanding of the relationships that exist among previous efforts. The 3PCS also is
useful for researchers who want to describe their mapper more thoroughly by using a
common standard. In this regard, the 3PCS also may help researchers see the design
and environment alternatives that they might not have otherwise considered during
the development of new heuristics. Additionally, the 3PCS is useful when one wants
to select a mapper to match a given real-world environment. All three parts of the
3PCS are needed to determine which heuristics would be appropriate for a given
environment, and also to facilitate fair comparison of different heuristics.
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Abstract
Reducing power consumption has become a major challenge in the design and
operation of today’s computer systems. This chapter describes different tech-
niques addressing this challenge at different levels of system hardware, such
as CPU, memory, and internal interconnection network, as well as at different
levels of software components, such as compiler, operating system and user ap-
plications. These techniques can be broadly categorized into two types: Design
time power analysis versus run-time dynamic power management. Mechanisms
in the first category use analytical energy models that are integrated into existing
simulators to measure the system’s power consumption and thus help engineers
to test power-conscious hardware and software during design time. On the other
hand, dynamic power management techniques are applied during run-time, and
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are used to monitor system workload and adapt the system’s behavior dynami-
cally to save energy.
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1. Introduction

Information processing engines are really seen as
just “heat engines.”

C. Mead and L. Conway, “Introduction to VLSI Systems,” 1980

Innovations and improvements have long been made in computer and system ar-
chitectures to essentially increase the computing power truly observing the Moore’s
Law for more than three decades. Improvements in semiconductor technology make
it possible to incorporate millions of transistors on a very small die and to clock
them at very high speeds. Architecture and system software technology also of-
fer tremendous performance improvements by exploiting parallelism in a variety of
forms. While the demand for even more powerful computers would be hindered by
the physics of computational systems such as the limits on voltage and switching
speed [39], a more critical and imminent obstacle is the power consumption and the
corresponding thermal and reliability concerns [27]. This applies not only to low-end
portable systems but also to high-end system designs.

Since portable systems such as laptop computers and cell phones draw power from
batteries, reducing power consumption to extend their operating times is one of the
most critical product specifications. This is also a challenge for high-end system de-
signers because high power consumption raises temperature, which deteriorates per-
formance and reliability. In some extreme cases, this requires an expensive, separate
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Abbreviations

ACPI: Advanced Configuration and
Power Interface

APM: Advanced Power Management
AVS: Automatic Voltage Scaler
BIOS: Basic Input/Output Services
CMOS: Complementary Metal Oxide

Semiconductor
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continuous Power-Performance
CPU: Central Processing Unit
CVS: Coordinated Voltage Scaling
DLS: Dynamic Link Shutdown
DPM: Dynamic Power Management
DVS: Dynamic Voltage Scaling
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POSE: Palm Operating System
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Execution Cycles
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power facility, as in theEarth Simulator[18], which achieves a peak performance of
40 Tflops but dissipates 5 MWatts of power.

This chapter provides a comprehensive survey of power analysis and optimiza-
tion techniques proposed in the literature. Techniques for power efficient computer
systems can be broadly categorized into two types:Offline power analysisanddy-
namic power managementtechniques.Offline power analysistechniques are based
on analyticalenergy modelsthat are incorporated into existing performance-oriented
simulators to obtain power and performance information and help system architects
select the best system parameters during design time.Dynamic power management
(DPM) schemes monitor system workload and adapt the system’s behavior to save
energy. These techniques are dynamic, run-time schemes operating at different lev-
els of a computer system. They includeDynamic Voltage Scaling(DVS) schemes
that adjust the supply voltage and operating frequency of a processor to save power
when it is idle [27,68]. A similar idea can be applied to I/O devices by monitoring
their activities and turning them off or slowing them down when the demand on these
devices is low [7,14,28]. Another possibility to conserve energy at run-time is when
a system has more than one resource of the same kind, which is typically found in
parallel and networked cluster systems. In this case, applying a DPM scheme in a
coordinated way rather than applying it to individual resources independently can
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better manage the entire system. For instance, the DVS technique can be extended to
a cluster system of multiple nodes by coordinating multiple DVS decisions [19].

This chapter is organized as follows. Section 2 discusses several energy models
and the corresponding power analysis and optimization techniques integrated into
existing simulation environments. These energy models cover various levels of a
system with a varying degree of granularity and accuracy, which includes CPU-level,
system-level, and parallel system-level power analysis techniques. Section 3 presents
various hardware and software DPM techniques that also differ in granularity as well
as accuracy. Fine-grained monitoring and power management is possible at a smaller
scale but it may not be feasible at a larger scale because of the corresponding over-
head of gathering information and making power-related decisions. Therefore, this
section presents the various CPU-level, system-level, and parallel system-level DPM
techniques. Section 4 provides a conclusion and discusses possible future research.

2. Power Analysis and Optimization Using Energy Models

Power dissipation has emerged as a major constraint in the design of processors
and computer systems. Power optimization, just as with performance, requires care-
ful design at several levels of the system architecture. The first step toward optimizing
power consumption is to understand the sources of energy consumption at different
levels. Various energy models have been developed and integrated with existing sim-
ulators or measurement tools to provide accurate power estimation, which can be
used to optimize the system design.

Section 2.1 describes processor-based energy models that estimate power con-
sumption at cycle- or instruction-level. Section 2.2 discusses system-based energy
models that study power consumption of both hardware and software components.
Finally, Section 2.3 targets multiprocessor–based or cluster-based energy models.
These studies in particular focus on the system interconnect since energy perfor-
mance of individual processors or nodes can be estimated based on techniques
described in Sections 2.1 and 2.2. Table I summarizes these energy model-based
offline approaches.

2.1 CPU-Level Energy Models

Power consumed by the CPU is a major part of the total power consumption of
a computer system and thus has been the main target of power consumption analy-
sis [9,10,49,65,70]. Several power models have been developed and integrated into
existing performance simulators in order to investigate power consumption of CPU
either on a functional unit basis or processor as a whole. These analyses are based on
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TABLE I
TAXONOMY OF POWER ANALYSIS TECHNIQUESUSING ENERGY MODELS

Type Level of detail Energy models Simulation tools Section

CPU Cycle level or
RTL

Power density-based or ca-
pacitance-based model for
cycle-level simulation

PowerTimer[9], Wattch
[10] andSimplePower[70]

2.1.1

Instruction level Instruction-based energy
model with the measurement
of instruction counts

Power profiles forIntel
486DX2, Fujitsu SPAR-
Clite‘934 [65] and
PowerPC[49]

2.1.2

System Hardware com-
ponent level

State-based model (e.g.,
sleep/doze/
busy) for functional simulation

POSE(Palm OS Emulator)
[16]

2.2.1

Software com-
ponent level

Process-based model with
time-driven and energy-driven
sampling

Time driven sampling,
PowerScope[20], and en-
ergy driven sampling [12]

2.2.2

Hardware and
software compo-
nent level

Component-specific energy
models for complete system
simulation

SoftWattbuilt uponSimOS
system simulator [27]

2.2.3

Parallel
system

Interconnection
network archi-
tecture level

Bit energy model for bit-level
simulation

Simulink-based tool [71] 2.3

Message-based energy model
for simulating interconnection
network

Orion, the simulator for
power-performance inter-
connection networks [67]

2.3

two abstraction levels;cycle-level(or register-transfer level) andinstruction-levelas
described in the following two subsections, respectively.

2.1.1 Cycle-Level CPU Energy Model
Energy consumption of a processor can be estimated by using cycle-level archi-

tecture simulators. This is done by identifying the active (or busy) microarchitecture-
level units or blocks during every execution cycle of the simulated processor [9,10,
70]. These cycle-by-cycle resource usage statistics can then be used to estimate the
power consumption. An energy model describing how each unit or block consumes
energy is a key component in any power-aware cycle-level simulators. Figure 1 il-
lustrates a high-level block diagram of power-aware cycle-level simulators.

Brooks et al. presented two types of energy models for theirPowerTimersimulator
[9]:

(i) Power density-based energy model is used for components when detailed
power and area measurements are available; and

(ii) analytical energy models are used for the rest of the components in a CPU.
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FIG. 1. Block diagram of a power-aware, cycle-level simulator.

Analytical equations formulate the energy characteristics in terms of microarchitec-
ture-level design parameters such as cache size, pipeline length, number of registers,
etc. These two types of energy models were used in conjunction with a generic, para-
meterized, out-of-order superscalar processor simulator calledTurandot[44]. Using
PowerTimer, it is possible to study the power-performance trade-offs for different
system configurations with varying resource sizes of caches, issue queues, rename
registers, and branch predictor tables, which will help in building power-aware mi-
croarchitectures.

Wattch [10] and SimplePower[70] are two other CPU-level power-monitoring
tools based onSimpleScalar[11], which is the most popular microarchitecture simu-
lator. InWattch, the energy models depend on the internal capacitances of the circuits
that make up each unit of the processor. Each modeled unit falls into one of the fol-
lowing four categories: Array structures, memories, combinational logic and wires,
and the clocking network. A different power model is used for each category and in-
tegrated in theSimpleScalarsimulator to provide a variety of metrics such as power,
performance, energy, and energy-delay product. Table II shows the energy expendi-
ture of various components from measurements as well as from theWattchsimulator.

SimplePower, on the other hand, is based ontransition-sensitive energy model,
where each modeled functional unit has its own switch capacitance for every pos-
sible input transition [70]. This is then used to calculate the power consumed in
a particular functional unit based on the input transition while executing a given
instruction.SimplePoweris used to evaluate the impact of an architectural modifica-
tion as well as the effect of a high-level compiler optimization technique on system
power. Example uses ofSimplePowerinclude selective gated pipeline technique to
reduce the datapath switch capacitance, loop and data transformation to reduce the
memory system power, and register relabeling to conserve power on the data buses
[70].
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TABLE II
COMPARISON OFPOWER BREAKDOWNS BETWEEN MEASUREMENT

(ALPHA 21264)AND ANALYTICAL ENERGY MODEL IN THE WATTCH

SIMULATOR [10]

Hardware structure Measurement
(Alpha 21 264)

Analytical model
(Wattch)

Caches 16.1% 15.3%

Out-of-order issue logic 19.3% 20.6%

Memory 8.6% 11.7%

Memory management unit 10.8% 11.0%

Floating point execution unit 10.8% 11.0%

Clocking network 34.4% 30.4%

2.1.2 Instruction-Level CPU Energy Model

In contrast to the fine-graincycle-leveltechniques, coarse-graininstruction-level
power analysis techniques estimate the total energy cost of a program by adding the
energy consumed while executing instructions of a program [65,9]. Instruction-by-
instruction energy costs, calledbase costs, can be measured for individual instruc-
tions for a target processor. However, there is extra power consumption due to “inter-
action” between successive instructions caused mainly by pipeline and cache effects.
The base costs of individual instructions and the power cost ofinter-instruction
effectsare determined based on the experimental procedure using a program con-
taining several instances of the targeted instruction (for base cost measurement) and
an alternating sequence of instructions (for inter-instruction effects costs). Table III
illustrates a subset of the base costs for Intel 486DX2 and Fujitsu SPARClite‘934
[65]. A similar study has also been conducted for PowerPC microprocessor [49].

Once the instruction-by-instruction energy model is constructed for a particular
processor, the total energy cost,EP , of any given program,P , is given by:

(1)EP =
∑

i

(Basei ∗ Ni) +
∑
i,j

(Interi,j ∗ Ni,j ) +
∑

k

Ek

whereBasei is the base cost of instructioni andNi is the number of executions of
instructioni. Interi,j is the inter-instruction power overhead when instructioni is
followed by instructionj , andNi,j is the number of times the (i, j ) pair is executed.
Finally,Ek is the energy contribution of other inter-instruction effects due to pipeline
stalls and cache misses.
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TABLE III
BASE COSTS FORINTEL 486DX2 AND FUJITSU SPARCLITE ‘934 PROCESSORS[65]. (CYCLES

AND ENERGY NUMBERS IN THE TABLE ARE PER-INSTRUCTIONVALUES)

Intel 486DX2 Fujitsu SPARClite ‘934

Instruction Current
(mA)

Cycles Energy

(10−8 J)

Instruction Current
(mA)

Cycles Energy

(10−8 J)
nop 276 1 2.27 nop 198 1 3.26

mov dx,[bx] 428 1 3.53 ld [10],i0 213 1 3.51

mov dx,bx 302 1 2.49 or g0,i0,10 198 1 3.26

mov [bx],dx 522 1 4.30 st i0,[10] 346 2 11.4

add dx,bx 314 1 2.59 add i0,o0,10 199 1 3.28

add dx,[bx] 400 2 6.60 mul g0,r29,r27 198 1 3.26

jmp 373 3 9.23 srl i0,1,10 197 1 3.25

2.2 Complete System-Level Energy Models

There is little benefit in studying and optimizing only the CPU core if other
components have significant effect on or even dominate the energy consumption.
Therefore, it is necessary to consider other critical components to reduce the overall
system energy. Section 2.2.1 discusses thehardware state-level models, where the
total energy consumption of the entire system is estimated based on the state each
device is in or transitioning to/from. Here, it is assumed that each device is capable
of switching into one of several power-saving states, such as sleep state, depend-
ing on the demand on that particular device [16]. This capability is usually provided
in portable systems to extend their lifetimes as longer as possible.Software-based
approaches presented in Section 2.2.2 identify energy hotspots in applications and
operating system procedures and thus allow software programmers to remove bot-
tlenecks or modify the software to be energy-aware. Finally, acomplete system level
simulation tool, which models the hardware components, such as CPU, memory hi-
erarchy, and a low power disk subsystem as well as software components, such as
OS and application, is presented in Section 2.2.3.

2.2.1 Hardware State-Based Energy Model

Cignetti et al. presented a system-wide energy optimization technique with a hard-
ware state-based energy model [16]. This power model encapsulates low-level details
of each hardware subsystem by defining a set of power states (e.g., sleep, doze or
busy for CPU) for each device. Each power state is characterized by the power
consumption of the hardware during the state, which is calledsteady state power.
In addition, each transition between states is assigned an energy consumption cost,
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TABLE IV
STEADY STATE AND TRANSIENT POWER OF APALM DEVICE FROM IBM. (STEADY

STATE POWER SHOWN IS THE RELATIVE VALUE TO THE DEFAULT STATE; CPU
DOZE, LCD ON, BACKLIGHT OFF, PEN AND BUTTON UP. STATE TRANSITION IS

CAUSED BY SYSTEM CALLS, WHICH ARE SHOWN ON THE RIGHT-HAND SIDE)

Steady state power Transient energy
Device State Power (mW) System Call Transient energy (mJ)
CPU Busy 104.502 CPU Sleep 2.025

Idle 0.0 CPU Wake 11.170
Sleep −44.377 LCD Wake 11.727

LCD On 0.0 Key Sleep 2.974
Off −20.961 Pen Open 1.935

Backlight On 94.262
Off 0.0

Button Pushed 45.796
Pen On Screen 82.952

Graffitti 86.029

calledtransient energy. Since transitions between states occur as a result of system
calls, the corresponding energy can be measured by keeping track of system calls.
The total energy consumed by the system is then determined by adding the power
of each device state multiplied by the time spent in that state plus the total energy
consumption for all the transitions.

The above mentioned state-based energy model was implemented as an exten-
sion to thePalm OS Emulator(POSE) [48], which is a Windows based application
that simulates the functionalities of a Palm device. POSE emulatesPalm OSand in-
struction execution of theMotorola Dragonballmicroprocessor [43]. To quantify the
power consumption of a device and to provide parameters to the simulator, measure-
ments were taken in order to capture transient energy consumption as well as steady
state power consumption as presented in Table IV [16]. A Palm device from IBM
was connected to a power supply with an oscilloscope measuring the voltage across
a small resistor. The power consumption of the basic hardware subsystems, such as
CPU, LCD, backlight, buttons, pen, and serial link, was measured using measure-
ment programs calledPowerandMillywatt [40].

2.2.2 Process-Based Energy Model

Since software is the main determinant for the activities of hardware components,
such as the processor core, memory system and buses, there is a need for inves-
tigating energy-oriented software techniques and their interaction and integration
with performance-oriented software design. This subsection presents process-based
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power measurement techniques for system optimization [12,20]. Using specially
designed monitoring tools, these measurement-based techniques target the power
consumption of the entire system and try to point out the hotspots in applications
and operating system procedures. It is noted that these techniques are process-based
in the sense that they assume different processes consume different amount of energy
not only because they execute for different amount of time or different number of in-
structions but also because they use different sets of resources in different sequences.

In PowerScope[20], a time-driven statistical sampleris used to determine what
fraction of the total energy is consumed, during a certain time period, due to specific
processes in the system. This technique can be further extended to determine the
energy consumption of different procedures within a process. By providing such a
fine-grained feedback,PowerScopehelps focus on those system components respon-
sible for the bulk of energy consumption. Chang et al. presented a similar tool but
it is based onenergy-driven statistical sampling, which uses energy consumption to
drive sample collection [12]. Themultimeter[20] (or theenergy counter[12]) mon-
itors the power consumption of the system and the software under test by generating
an interrupt for each time interval [20] (or each energy quanta [12]). This interrupt
will prompt the system to record the process ID of the currently running process
as well as to collect a current [20] (or energy [12]) sample. After the experiment,
the collected data, i.e., process IDs and current/energy sample, is analyzed offline to
match the processes with the energy samples to create the energy profile.

The result from this study showed that a non-trivial amount of energy was spent by
the operating system compared to other user processes. In addition, there are often
significant differences between time-driven and energy-driven profiles and therefore,
it is necessary to carefully combine both sampling methods to obtain more accurate
energy profile information.

2.2.3 Component-Specific Energy Model
Power profiling techniques mentioned above provide energy cost for executing a

certain program but without understanding the overall system behaviors in sufficient
detail to capture the interactions among all the system components. A complete sys-
tem power simulator,SoftWatt[27] overcomes this problem by modeling hardware
components such as CPU, memory hierarchy, and disk subsystem, and quantifying
the power behavior of both application software and operating system.SoftWattwas
built on top ofSimOSinfrastructure [55], which provides detailed simulation of both
the hardware and software including theIRIX operating system [30]. In order to
capture the complete system power behavior,SoftWattintegrates different analytical
power models available from other studies into the different hardware components
of SimOS. The modeled units inSoftwattinclude cache-structure, datapath, clock
generation and distribution network, memory, and hard drive.
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Experience withSoftwattrunningJVM98benchmark suite [59] fromSPEC(Stan-
dard Performance Evaluation Corporation) [62] emphasized the importance of a
complete system simulation to analyze the power impact of both architecture and
OS on the execution of applications. From a system hardware perspective, the disk is
the single largest power consumer of the entire system. However, with the adoption
of a low-power disk, the power hotspot was shifted to the CPU clock distribution and
generation network (similar results are shown in Table II). Also, the cache subsys-
tem was found to consume more power than the processor core. From the software
point of view, the user mode consumes more power than the kernel mode. However,
certain kernel services are called so frequently that they accounted for significant en-
ergy consumption in the processor and memory hierarchy. Thus, taking into account
the energy consumption of the kernel code is critical for reducing the overall energy
cost. Finally, transitioning the CPU and memory subsystem to a low-power mode or
even halting the processor when executing an idle process can considerably reduce
power consumption.

2.3 Interconnect-Level Energy Models in Parallel Systems

After presenting energy models at the CPU-level (Section 2.1) and the system-
level (Section 2.2), this section describes energy models at the parallel system-level
with the focus on interconnection networks. With the ever-increasing demand for
computing power, processors are becoming more and more interconnected to create
large clusters of computers communicating through interconnection networks. Wang
et al. showed that the power consumption of these communication components is
becoming more critical, especially with increase in network bandwidth and capacity
to the gigabit and terabit domains [67]. Thus, power analysis in this area usually
targets the building blocks inside a network router and a switch fabric.

Bit energymodel [71] considers the energy consumed for each bit, moving inside
the switch fabric from the input to the output ports, as the summation of the bit
energy consumed on each of the following three components:

(i) the internal node switches that direct a packet from one intermediate stage to
the next until it reaches the destination port;

(ii) the internal buffer queues that store packets with lower priorities when con-
tention occurs; and

(iii) the interconnect wires that dissipate power when the bit transmitted on the
wire flips polarity from the previous bit.

Different models were employed for each one of these components based on their
characteristics. For example, the bit energy of a node switch is state-dependent; it
depends on the presence or absence of packets on other input ports. On the other
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hand, power consumption of the internal buffer can be expressed as the sum of data
access energy (read and write) and the memory refreshing operation. Finally, the bit
energy of interconnect wires depends on the wire capacitance, length, and coupling
between adjacent wires. The bit energy model was incorporated into aSimulink[56]
based bit-level simulation platform to trace the dataflow of every packet in the net-
work to summarize the total energy consumption in the interconnect.

As opposed to the bit-level approach mentioned above, an architecture-level net-
work power-performance simulator,Orion, was presented in [67]. Orion models an
interconnection network as comprising of message generating (such as sources),
transporting (router buffers, crossbars, arbiters, and link components), and consum-
ing (sinks) agents. Each of these agents is a building block of the interconnection
network, and is represented by an architecture-level energy model. This energy
model is based on the switch capacitance of each component including both gate
and wire capacitances. These capacitance equations are combined with the switch-
ing activity estimation to compute the energy consumption per component operation.
Orion can be used to plug-and-play router and link components to form different
network fabric architectures, run varying communication workloads, and study their
impact on overall network power and performance.

3. Dynamic Power Management (DPM) Techniques

While the simulation and measurement techniques described in Section 2 aim to
optimize power performance at design time, DPM techniques target energy con-
sumption reduction at run-time by selectively turning off or slowing down compo-
nents when the systems is idle or serving light workloads. As in Section 2, DPM tech-
niques are applied in different ways and at different levels. For example,Dynamic
Voltage Scaling(DVS) technique operates at the CPU-level and changes processor’s
supply voltage and operating frequency at run-time as a method of power manage-
ment [68]. A similar technique, calledDynamic Link Shutdown(DLS), operates at
the interconnect-level and puts communication switches in a cluster system into a
low-power mode to save energy [32]. DPM techniques can also be used for shutting
down idle I/O devices [49], or even nodes of server clusters [19,50].

As summarized in Table V, this section discusses DPM techniques that are clas-
sified based on the implementation level. Section 3.1 discusses DPM techniques
applied at theCPU-level. In Section 3.2,system-levelDPM approaches that consider
other system components (memory, hard drive, I/O devices, display, etc.) than CPU
are discussed. Finally, Section 3.3 presents DPM techniques proposed forparallel
systems, where multiple nodes collaborate to save the overall power while collec-
tively performing a given parallel task.



POWER ANALYSIS AND OPTIMIZATION TECHNIQUES 141

TABLE V
TAXONOMY OF DYNAMIC POWER MANAGEMENT TECHNIQUES

Type Implemen-
tation level

Monitoring mechanism Control mechanism Section

CPU CPU-level Monitor internal bus activity to
reduce switching activity

Different encoding schemes
[29,61,69], compiler-based
scheduling [31,63,66]

3.1.1

Monitor CPU instruction in exe-
cution to control clock supply to
each component

Clock gating for CPU compo-
nents [21,26]

3.1.2

Monitor CPU workload to adjust
supply voltage to CPU

DVS with interval-based or
history-based scheduler
[25,52,58,68], compiler-based
scheduler [4,5,22,54]

3.1.3

System Hardware
device-based

Monitor device activities to shut
it or slow it down

Timeout, predictive or
stochastic policies
[7,8,14,15,17,24,28,51,57,60]

3.2.1

Software-
based

Monitor device activity via ap-
plication or system software to
shut it or slow it down

Prediction of future utilization
of device [24,35,36,38], ACPI
[1,2,47]

3.2.2

Parallel
system

Hardware-
based

Monitor multiple CPU’s work-
loads to cooperatively adjust
supply voltages

CVS (Coordinated DVS) [19] 3.3.1

Monitor switch/router activity to
rearrange connectivity or put
into reduced power mode

History-based DVS on
switch/router [53], Dynamic
Link Shutdown [32]

3.3.1

Software-
based

Monitor synchronization activi-
ties to power down spinning
nodes

Thrifty barrier [34] 3.3.2

Monitor workload distribution to
shut off some nodes

Load unbalancing [50] 3.3.2

3.1 CPU-Level DPM

The intuition behind power saving at the CPU-level comes from the basic energy
consumption characteristics of digital static CMOS circuits, which is given by

(2)E ∝ CeffV
2fCLK

whereCeff is the effective switching capacitance of the operation,V is the supply
voltage, andfCLK is the clock frequency [25]. The DPM techniques presented in this
section reduce the power consumption by targeting one or more of these parameters.
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Section 3.1.1 discusses techniques to reduce the switching activity of the processor,
mainly at the datapath and buses. In Section 3.1.2,clock gatingtechniques are dis-
cussed, which reduce power consumption by turning off the idle component’s clock,
i.e.,fCLK = 0. Finally, Section 3.1.3 presents one of the most promising, and also the
most complicated, CPU-level DPM technique based on DVS. DVS scales bothV and
fCLK to serve the processor workload with the minimum required power. If applied
properly, DVS allows substantial energy saving without affecting performance.

3.1.1 Reducing Switching Activity

As discussed earlier, reducing switching activity plays a major role in reducing
power consumption. A number of such optimization techniques have been proposed
to reduce switching activity of internal buses [29,61,69] and functional units [31,63,
66] of a processor. In case of buses, energy is consumed when wires change states
(between 0 and 1). Different techniques are used to reduce the switching activity
on buses by reducing the number of wire transitions. Stan and Burleson proposed
bus-invert codingwhere the bus value is inverted when more than half the wires are
changing state [61]. In other words, when the new value to be transmitted on the
bus differs by more than half of its bits from the previous value, then all the bits are
inverted before transmission. This reduces the number of state changes on the wire,
and thus, saves energy.

Henkel and Lekatsas proposed a more complicated approach where cache tables
are used on the sending and receiving sides of the channel to further reduce transi-
tions [29]. That is, when a value “hit” is observed at the input of the channel, the
system will only send the index of the cache entry instead of the whole data value,
which will reduce the number of transitions. Finally, Wen et al. usedbus transcoding
to reduce bus traffic and thus power based on data compression on bus wires [69].
As an enhancement to this technique,transition codingwas also proposed where the
encoding of data represents the wire changes rather than the absolute value, which
simplifies the energy optimization problem.

On the other hand, the processor’s switching activity can also be reduced by us-
ing power-aware compiler techniques. Although applied at compile time, these are
considered as DPM techniques because their effect is closely tied to the system’s run-
time behavior. For example, ininstruction schedulingtechnique [63,66], instructions
are reordered to reduce the switching activity between successive instructions. More
specifically, it minimizes the switching activity of a data bus between the on-chip
cache and main memory when instruction cache misses occur [66].Cold scheduling
[63] prioritizes the selection of the next instruction to execute based on the energy
cost of placing that instruction into the schedule. Another compiler based technique
calledregister assignment[31] focuses on reducing the switching activity on the bus
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by re-labeling the register fields of the compiler-generated instructions. A simulator,
such asSimplePower[70], is used to parameterize the compiler with sample traces.
In other words, it records the transition frequencies between register labels in the in-
structions executed in consecutive cycles and this information is then used to obtain
a better encodings for the registers such that the switching activity and consequently
the energy consumption on the bus is reduced.

3.1.2 Clock Gating

Clock gatinginvolves freezing the clock of an idle component. Energy is saved
because no signal or data will propagate in these frozen units. Clock gating is widely
used because it is conceptually simple; the clock can be restarted by simply de-
asserting the clock-freezing signal. Therefore, only a small overhead in terms of
additional circuitry is needed, and the component can transit from an idle to an active
state in only a few cycles. This technique has been implemented in several commer-
cial processors such as Alpha 21264 [26] and PowerPC 603 [21]. The Alpha 21264
uses a hierarchical clocking architecture with gated clocks. Depending on the in-
struction to be executed, each CPU unit (e.g., floating point unit) is able to freeze the
clock to its subcomponents (e.g., adder, divider and multiplier in floating point unit).

The PowerPC 603 processor supports several sleep modes based on clock gating.
For this purpose, it has two types of clock controllers:global and local. Clocks to
some components are globally controlled while others are locally controlled. For ex-
ample, considerPLL (Phase Locked Loop) that acts mainly as a frequency stabilizer
and does not depend on global clock. Even though clocks to all units are globally
disabled and the processor is in sleep state, the PLL can continue to function which
makes a quick wake-up (within ten clock cycles) possible. On the other hand, if the
PLL is also turned off, maximum power saving would be achieved but the wake-up
time could be as long as 100 µs, to allow the PLL to relock to the external clock.

3.1.3 Dynamic Voltage Scaling (DVS)

In contrast to clock gating, which can only be applied to idle components, DVS
targets components that are in active state, but serving a light workload. It has been
proposed as a means for a processor to deliver high performance when required,
while significantly reducing power consumption during low workload periods. The
advantage of DVS can be observed from the power consumption characteristics of
digital static CMOS circuits (2) and the clock frequency equation:

(3)delay∝ V

(V − Vk)α
and fCLK ∝ (V − Vk)

α

V
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whereV is the supply voltage, andfCLK is the clock frequency.α ranges from 1 to 2,
andVk depends on threshold voltage at whichvelocity saturation1 occurs [25].

Decreasing the power supply voltage would reduce power consumption quadrati-
cally as shown in equation (2). However, this would create a higher propagation delay
and at the same time force a reduction in clock frequency as shown in equation (3).
While it is generally desirable to have the frequency set as high as possible for faster
instruction execution, the clock frequency and supply voltage can be reduced for
some tasks where maximum execution speed is not required. Since processor activity
is variable, there are idle periods when no useful work is being performed and DVS
can be used to eliminate these power-wasting idle times by lowering the processor’s
voltage and frequency.

In order to clearly show the advantage of DVS techniques, Figure 2 compares DVS
with the simple On/Off scheme, where the processor simply shuts down when it is
idle (during time 2–4, 5–7 and 8.5–11 in the figure). DVS reduces the voltage and
frequency, spreading the workload to a longer period, but more than quadratically
reducing energy consumption. A quick calculation from Figure 2 shows about 82%
reduction in power based on equation (2) because

EDVS/EOn/Off = (
4 × (0.5)3 + 3 × (0.33)3 + 4 × (0.375)3)

/
(
2 × 13 + 1 × 13 + (1.5) × 13)

= 0.82/4.5 = 0.18.

Note that each task workload, which is represented by the area inside the rectangle
in Figure 2, remains the same for both the simple On/Off and DVS mechanisms.

FIG. 2. Voltage scheduling graph with On/Off and DVS mechanisms.

1 Velocity saturation is related to the semiconductor voltage threshold after which saturation occurs
and the transistor’s behavior becomes non-linear.
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TABLE VI
CLOCK FREQUENCYVERSUSSUPPLY VOLTAGE FOR THEMOBILE INTEL PENTIUM III PROCESSOR

[41]

Maximum performance mode Battery optimized mode

Frequency
(MHz)

Voltage
(V)

Max. power con-
sumption (Watt)

Frequency
(MHz)

Voltage (V) Max. power con-
sumption (Watt)

500 1.10 8.1 300 .975 4.5

600 1.10 9.7 300 .975 4.5

600 1.35 14.4 500 1.10 8.1

600 1.60 20.0 500 1.35 12.2

650 1.60 21.5 500 1.35 12.2

700 1.60 23.0 550 1.35 13.2

750 1.35 17.2 500 1.10 8.1

750 1.60 24.6 550 1.35 13.2

800 1.60 25.9 650 1.35 15.1

850 1.60 27.5 700 1.35 16.1

900 1.70 30.7 700 1.35 16.1

1000 1.70 34.0 700 1.35 16.1

Current custom and commercial CMOS chips are capable of operating reliably
over a range of supply voltages [46,64] and there are a number of commercially
available processors that support DVS mechanisms. Table VI shows the Mobile Intel
Pentium III processor with 11 frequency levels and 6 voltage levels with two per-
formance modes:Maximum performancemode andbattery optimized performance
mode [41]. The maximum performance mode is designed to provide the best perfor-
mance while the battery optimized performance mode provides the balance between
performance and battery lifetime.Crusoeprocessor from Transmeta, Inc. also has
variable voltage and frequency as presented in Table VII.

TABLE VII
CLOCK FREQUENCYVERSUSSUPPLY VOLTAGE FOR

THE TRANSMETA CRUSOEPROCESSOR[33]

Frequency
(MHz)

Voltage (V) Power consumption
(Watt)

667 1.6 5.3

600 1.5 4.2

533 1.35 3.0

400 1.225 1.9

300 1.2 1.3
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The main challenge in applying DVS is to know when and how to scale the voltage
and frequency. In the following discussion, three different voltage schedulers are pre-
sented:Interval-based, inter-task, andintra-taskscheduler. Interval-based scheduler
is a time-based voltage scheduler that predicts the future workload using the work-
load history. Inter-task and intra-task schedulers target real-time applications with
deadlines to meet for tasks. Inter-task scheduler changes speed at each task bound-
ary, while intra-task scheduler changes speed within a single task with the help from
compilers. Inter-task approaches make use of a prior knowledge of the application to
produce predictions for the given task, while intra-task approaches try to take advan-
tage of slack time that results from the difference in program execution path caused
by conditional statements.

3.1.3.1 Interval-Based Scheduler. Interval-basedvoltage schedulers
[25,68] divide time into uniform length intervals and analyze CPU utilization of the
previous intervals to determine the voltage/frequency of the next interval. Govil et
al. discussed and compared seven such algorithms [25]:

(i) PAST uses the recent past as a predictor of the future.
(ii) FLAT simply tries to smooth the processor speed to a global average.

(iii) LONG_SHORT attempts to find a golden mean between the most recent be-
havior and a more long-term average.

(iv) AGED_AVERAGES employs an exponential-smoothing method, attempting
to predict via a weighted average.

(v) CYCLE is a more sophisticated prediction algorithm that tries to take ad-
vantage of previousrun_percentvalues that have cyclical behavior, where
run_percentis the fraction of cycles in an interval during which the CPU is
active.

(vi) PATTERN is a generalized form of CYCLE that attempts to identify the most
recentrun_percentvalues as a repeating pattern.

(vii) PEAK is a more specialized version of PATTERN and uses the following
heuristics based on observation on narrow peaks: Increasingrun_percents
would fall but decreasingrun_percentswould continue falling [25].

According to their simulation studies, simple algorithms based on rational smooth-
ing rather than complicated prediction schemes showed better performance. Their
study also shows that further possibilities exist by improving predictions, such as
sorting past information by process-type or providing useful information by applica-
tions [25].

3.1.3.2 Inter-Task Techniques for Real-Time Applications.
Interval-based scheduler is simple and easy to implement but it often incorrectly
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predicts future workloads and degrades the quality of service. In non-real-time ap-
plications, unfinished task from the previous interval would be completed in later
intervals and does not cause any serious problems. However, in real-time applica-
tions, tasks are specified by the task start time, the computational resources required,
and the task deadline. Therefore, the voltage/frequency scaling must be carried out
under the constraint that no deadlines are missed. An optimal schedule is defined to
be the one for which all tasks complete on or before deadlines and the total energy
consumed is minimized.

For a set of tasks with the given timing parameters, such as deadlines, constructing
the optimal voltage schedule requires super-linear algorithmic complexity. One sim-
ple heuristic algorithm is to identify the task with the earliest deadline and find the
minimum constant speed needed to complete the task within the time interval before
deadline. Repeating the same procedure for all tasks provides a voltage schedule.
Quan and Fu suggested a more efficient inter-task scheduling algorithm for real-time
applications [52]. This approach tries to find the critical intervals using the given
timing parameters, such as start times and deadlines, which can be bottlenecks in
executing a set of tasks. Then, a voltage schedule is produced for the set of critical
intervals, and a complete low-energy voltage schedule is constructed based on the
minimum constant speed found during any critical interval. Although this greedy ap-
proach guarantees minimum peak power consumption, it may not always produce
the minimum-energy schedule.

Another inter-task DVS technique has been proposed for a specific real-time appli-
cation, MPEG player [13,58]. The task here is to decode an MPEG frame or agroup
of pictures(GOP) [45]. Since different frames require an order of different computa-
tional overhead for decoding, it is more beneficial to change the supply voltage and
operating frequency depending on frames rather than GOP. The main difficulty is to
predict the next workload (e.g., decoding the next frame) in order to assign a proper
voltage and frequency setting. If the next workload (frame decoding time) is under-
estimated, a voltage/frequency will be assigned that is lower than required, and the
job will not meet its deadline causing either jitters or frames to be dropped and the
video quality will degrade. On the other hand, if the next workload is overestimated,
a voltage/frequency that is higher than required will be assigned, leading to more
power consumption than necessary.

Son et al. proposed two heuristic DVS algorithms for MPEG decoding [58]:DVS-
DM (DVS with delay and drop rate minimizing algorithm) andDVS-PD(DVS with
decoding time prediction). DVS-DM is an interval-based DVS in the sense that it
schedules voltage at every GOP boundary based on parameters (mainly delay and
drop rate) obtained from previous decoding history. DVS-PD determines the voltage
based on information from the next GOP (like frame sizes and frame types) as well
as previous history. Since frames exhibit different characteristics depending on the
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FIG. 3. Decode time as a function of frame size (based on the movie, “Undersiege”).

frame type, DVS-PD offers higher prediction accuracy for future workload compared
to DVS-DM [58].

Chedid proposed another set of techniques for power aware MPEG decoding [13]:
regression, range-avgandrange-max. Theregressiontechnique is based on the ob-
servation that the frame-size/decoding-time distribution follows a linear regression
model [6] with high accuracy as shown in Figure 3. The regression line is built
dynamically at run-time by calculating the slope of the frame-size/decoding-time
relationship based on past history. The other two techniques,range-avgandrange-
max, alleviate the computational overhead found in the regression algorithm. These
approaches divide the decoding-time/frame-size distribution into several ranges as in
Figure 3 and make estimation decision based on the average decoding time (range-
avg) or the maximum decoding time (range-max) in each range. The accuracy of
these two techniques is only slightly worse than regression, but has the advantages
of lower complexity and being able to dynamically increase or decrease the range
size in order to better respond to any system requirement such as more power reduc-
tion or better video quality [13].

Table VIII summarizes the different inter-task DVS techniques for MPEG decod-
ing discussed in the previous paragraphs.

3.1.3.3 Intra-Task Techniques for Real-Time Applications. As
opposed to the inter-task DVS techniques mentioned above, where voltage/frequency
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TABLE VIII
INTER-TASK DVS TECHNIQUES FOR AREAL-TIME APPLICATION (MPEG PLAYER)

Technique Implementation
level

Method used to pre-
dict future workload

Advantages Disadvantages

DVS-DM GOP (Group of
Pictures)

Previous history of
delay and drop rate

Easy to implement Inaccurate if decod-
ing workload fluc-
tuates

DVS-PD GOP (Group of
Pictures)

Weighted average of
previous history and
next GOP information

More accurate and less
vulnerable to fluctua-
tions thanDVS-DM

Vulnerable to fluc-
tuations between
frames within each
GOP

Regression Picture frame Dynamic regression
of previous history
and next frame in-
formation

Highly accurate predic-
tion

Computationally
expensive

Range-avg Picture frame Average workload of
past picture frames
with similar frame
type and size

Easy to implement and
flexible in balancing
between power saving
and video quality

Less accurate than
Regression

Range-max Picture frame Maximum workload
of past picture frames
with similar frame
type and size

Easy to implement and
more flexible than
Range-avg

Less accurate than
Regressionand
Range-avg

changes occur between consecutive tasks, intra-task DVS techniques are applied dur-
ing the execution of a task with the help of a power-aware compiler. The compiler
identifies different possible execution paths within a task, each requiring a different
amount of work and thus different voltage/frequency setting. Consider an example of
a real-time task and its flow graph in Figure 4. In Figure 4(b), each node represents
a basic block,Bi , of this task and the number in each node denotes the number of
execution cycles required to complete the block. The total number of cycles varies
for the same task depending on the chosen path and the resultant slack time is the
target of optimization in the following intra-task techniques.

Azevedo et al. introduced an intra-task DVS technique usingprogram check-
pointsunder compiler control [5]. Checkpoints indicate places in a program where
the processor voltage/frequency should be re-calculated and scaled. The program
is profiled, using a representative input data set, and information about mini-
mum/maximum energy dissipated and cycle count between checkpoints is collected.
This information is used in a run-time voltage scheduler to adjust the voltage in an
energy efficient way, while meeting the deadline.
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FIG. 4. Intra-task paths. (a) Example program and (b) its flow graph (each circle representing a basic
block of a task and the number representing the cycles to execute the block).

Similarly, Shin and Kim proposed a compiler-based conversion tool, calledAuto-
matic Voltage Scaler(AVS), that converts DVS-unaware programs into DVS-aware
ones [54]. The compiler profiles a program during compile-time and annotates the
Remaining Worst-case Execution Cycles(RWEC) information, which represents the
remaining worst-case execution cycles among all the execution paths that start from
each corresponding checkpoint. It automates the development of real-time power-
aware programs on a variable-voltage processor in a way completely transparent to
software developers.

In the previously discussed approaches, voltage/frequency scaling must be com-
puted and executed at every checkpoint, which may introduce an uncontrollable
overhead at run-time. Ghazaleh et al. reported a similar compiler-based approach but
requires collaboration between the compiler and the operating system [22]. As be-
fore, the compiler annotates the checkpoints with the RWEC temporal information.
During program execution, the operating system periodically adapts the processor’s
voltage and frequency based on this temporal information. Therefore, this approach
separates the checkpoints into two categories: The first one is only used to compute
the temporal information and adjust the dynamic run-time information. The second
one is used by the OS (which has more information on the overall application behav-



POWER ANALYSIS AND OPTIMIZATION TECHNIQUES 151

ior) to execute the voltage/frequency change. This approach relies on the strengths
of both the compiler and OS to obtain fine-grain information about an application’s
execution to optimally apply DVS.

COPPER(Compiler-Controlled Continuous Power-Performance) [4] is another
compiler-based approach that also relies on the characteristics of the microarchi-
tecture to optimize the power performance of the application. Among many pos-
sibilities, it focuses on combining dynamic register file reconfiguration with volt-
age/frequency scaling. During compile time, different versions of the given program
code are produced under varying architectural parameters, mainly the number of
available registers, and the corresponding power profiles are evaluated using energy
simulator such as Wattch presented in Section 2.1.1. Since running a code version
compiled for less number of registers may lead to lower energy consumption but
higher execution delay, it is possible to tradeoff between the average power con-
sumption and the execution time with code versioning. The run-time system selects
a code version to help achieve performance goals within a given energy constraints.

3.2 Complete System-Level DPM

As discussed before, the CPU does not dominate the power consumption of the en-
tire system. Other system components, such as disk drives and displays, have a much
larger contribution. Therefore, it is necessary to consider all of the critical compo-
nents of the system to effectively optimize power. A well-known system-level power
management technique is shutting down hard drives and displays when they are idle.
A similar idea can also be applied to other I/O devices to save energy. However,
changing power states of hardware components incurs not only time delay but also
energy overhead. Consequently, a device should be put to sleep only if the energy
saved justifies the overhead. Thus, the main challenge in successfully applying this
technique is to know when to shut down the devices and to wake them up.

A straightforward method is to have individual devices make such decisions by
monitoring their own utilization. One clear advantage of this device-based scheme
(Section 3.2.1) is transparency, i.e., energy saving is achieved without involving or
changing application or system software. On the contrary, this scheme may per-
form poorly because it is unaware of the tasks requesting the service of the device.
Software-based DPM techniques (Section 3.2.2) have been proposed to alleviate this
problem. Application or system software takes full responsibility on power-related
decisions assuming that devices can operate in several low power modes using con-
trol interfaces such asAdvanced Configuration and Power Interface(ACPI) [2].
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3.2.1 Hardware Device-Based DPM Policies

Hardware device-based policies observe hardware activities and workloads of the
target device and change power states accordingly. They are usually implemented
in hardware or device drivers without direct interaction with application or system
software as illustrated in Figure 5. Based on prediction mechanisms for future device
usage, these methods can be classified into three categories:Time-out, Predictive, and
Stochasticpolicies [7,37].

For time-out policies,break-even time, TBE, is defined as the minimum time length
of an idle period during which shutting down a particular device will save power.
When transition power,PTR, and transition time,TTR, (required when changing
power states of the device) are negligible,TBE is zero because there is no delay
and energy overhead for shutting down and waking up the device. In practice,TBE is
calculated based onPTR andTTR as in Figure 6. Time-out policies work as follows:
When an idle period begins, a timer is started with a predefined durationTtimeout,
which is usually set as a certain fraction ofTBE. If the device remains idle after
Ttimeout, then the power manager makes the transition to the low-power or off state
because it assumes that the device will remain idle for at least anotherTBE seconds.
These policies are relatively easy to implement but they have two major drawbacks.
First, a large amount of energy is wasted waiting for the timeout to expire, during
which the device is idle but still fully powered. Second, there is always a perfor-
mance penalty to wakeup devices upon receiving a request signal. Devices typically
have a long wakeup time, and thus the request to wake up may incur significant
delays.

FIG. 5. Hardware device-based DPM.
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TTR: transition time required to enter (TOn,Off ) and exit (TOff,On) the inactive state;
PTR: transition power;
POn, POff : power when device is On and Off;
TBE: break-even time, the minimum length of an idle period during which shutting down the

device will save power.

TTR = TOn,Off + TOff,On,

PTR = (TOn,OffPOn,Off + TOff,OnPOff,On)/TTR,

TBE =
{

TTR, if PTR � POn,

TTR + TTR(PTR − POn)/(POn − POff) if PTR > POn,

where “TTR(PTR − POn)/(POn − POff)” represents the additional time needed to spend in the Off state
to compensate the excess power consumed during state transition.

FIG. 6. Calculation of break-even time,TBE [7].

Predictive policies counter the drawbacks of the time-out policies using techniques
such aspredictive shutdown[15,17,24,60] andpredictive wakeup[28]. The predic-
tive shutdown policy eliminates the time-out period by predicting the length of an
idle period beforehand. Srivastava et al. suggested that the length of an idle period
can be predicted by the length of the previous busy period [60]. Chung et al. ob-
served the pattern of idle periods, and then the length of the current idle period is
predicted by matching the current sequence that led to this idle period with the ob-
served history of idle periods [15]. In [17,24], researchers suggested dynamically
adjustingTtimeoutbased on whether the previous predictions were correct or not. The
predictive wakeup policy reduces the performance penalty by waking up the device
on time so that it becomes ready when the next request arrives. Hwang et al. em-
ployed theexponential-average(weighted-average with exponential weight values)
approach to predict the wake-up time based on past history [28]. This policy may
increase power consumption but will decrease the delay for serving the first request
after an idle period.

One of the shortcomings of predictive policies is that they assume a deterministic
arrival of device requests.Stochastic policiesmodel the arrival of requests and device
power-state changes as stochastic processes, e.g.,Markov processes. Benini et al.
modeled the arrival of I/O requests using stationary discrete-time Markov processes
[8]. This model was used to achieve optimal energy saving by shutting down and
waking up a device in the most efficient way in terms of energy as well as perfor-
mance. In this model, time is divided into small intervals with the assumption that the
system can only change its state at the beginning of a time interval. Chung et al. ex-
tended the model by considering non-stationary processes [14]. They pre-computed
the optimal schedule for different I/O request patterns, and at run-time these sched-
ules are used to more accurately estimate the next I/O request time.
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However, for discrete-time Markov models, the power manager needs to send con-
trol signals to the components every time interval, which may result in heavy signal
traffic and therefore more power dissipation. Qiu et al. used continuous-time Markov
models to help prevent this “periodic evaluation” and instead used event-triggered
evaluation [51]. They consider both request arrival and request service events, upon
which the system determines whether or not to shut down a device. Finally, Simunic
et al. suggested adding timeout to continuous-time Markov models so that a device
would be shut down if it has been continuously idle for a predefined timeout duration
[57]. In general, stochastic policies provide better performance than predictive and
time-out policies. In addition, they are capable of managing multiple power states,
making decisions not onlywhento perform state transition but alsowhich transition
should be made. The main disadvantage of these policies is that they require offline
preprocessing and are more complicated to implement. For a detailed comparison of
above mentioned device-based DPM schemes, please refer to [7,37].

3.2.2 Software-Based DPM Policies

While hardware device-based power management policies can optimize energy-
performance of individual devices, they do not consider system-wide energy con-
sumption due to the absence of global information. Therefore, software-based DPM
policies have been proposed to handle system-level power management.Advanced
Configuration and Power Interface(ACPI) [2], proposed as an industrial standard by
Intel, Microsoft and Toshiba, provides a software-hardware interface allowing power
managers to control the power of various system components. Application and op-
erating system-based DPM techniques, which will be discussed later in this section,
utilize such interface to conserve power. Although application-based schemes can
be the most effective because future workloads are best known to applications, OS-
based schemes have a benefit that existing applications do not need to be re-written
for energy savings.

3.2.2.1 Advanced Configuration and Power Interface (ACPI).
ACPI [2] evolved from the olderAdvanced Power Management(APM) standard tar-
geting desktop PCs [3]. Implemented at the BIOS (Basic I/O Services)-level, APM
policies are rather simple and deterministic. Application and OS make normal BIOS
calls to access a device and the APM-aware BIOS serve the I/O requests while con-
serving energy. One advantage of APM is that the whole process is transparent to
application and OS software. ACPI is a substitute for APM at the system software
level. Unlike APM, ACPI does not directly deal with power management. Instead,
it exposes the power management interfaces for various hardware devices to the OS
and the responsibility of power management is left to application or operating system
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FIG. 7. Interaction among system components with ACPI [2].

software. Figure 7 overviews the interactions among system components in ACPI
[2]. The front-end of the ACPI is the ACPI-compliant device driver. It maps kernel
requests to ACPI commands and maps ACPI responses to I/O interrupts or kernel
signals. Note that the kernel may also interact with non-ACPI-compliant hardware
through other device drivers.

The ACPI specification defines fiveglobalsystem power states: G0 represents the
working state, G1 to G3 represent the sleeping states, and lastly one legacy state
for non-ACPI-compliant devices. The specification also refines the sleeping state
by defining additional foursleepingstates (S1–S4) within the state G1 as shown in
Table IX. In addition to the global states, ACPI also defines fourdevice(D0–D3)
and fourprocessorstates (C0–C3). Different states differ in the power they consume
and the time needed for wake up. For example, a deep sleep state, such as S4 state in
Table IX, saves more power but takes longer to wake up.

3.2.2.2 Application-Based DPM. Application-based DPM policies were
made possible by the emergence of the ACPI standard state above. These policies
move the power manager from the device or hardware level to the application level.
The application, which is the source of most requests to the target device, is now in
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TABLE IX
ACPI GLOBAL STATES [2]

Global states Description
G3 Mechanical off: no power consumption, system off.
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yG2 Soft off: full OS reboot needed to restore working state.

G1

Sleeping
states

Sleeping: system appears to be Off, and will return to working
state in an amount of time that increases with the inverse of power
consumption.

S4 Longest wake-up latency and lowest power. All devices are pow-
ered off.

S3 Low wake-up latency. All system contexts are lost except system
memory.

S2 Low wake-up latency. Only CPU and system cache context is lost.
S1 Lowest wake-up latency. No system context is lost.

G0 Working: system On and fully operational.
Legacy Legacy: entered when system is non-ACPI compliant.

charge of commanding the power states of that device. These policies allow applica-
tion programs to put a device in the fully working state, send it to sleep mode, wake it
up, or receive notice about the device power-state changes. For example, Microsoft’s
OnNow[47] andACPI4Linux[1] support power management for ACPI-compliant
devices. Figure 8(a) illustrates the application-based DPM scheme.

Alternatively, Lu et al. proposed a software architecture that exports power man-
agement mechanisms to the application level through a template [38]. This scheme
makes power state decisions based on information about the system parameters such

FIG. 8. Software-based DPM policies.
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as power at each state, transition energy, delay, and future workload. This software
architecture differs from the ACPI-based techniques in that the power management
is centralized to one application, which makes it safer and more efficient in a single
application system.

3.2.2.3 Operating System-Based DPM. Application-based power
management has several drawbacks. First, they require modifications to existing ap-
plications, and thus implementing these policies will place additional burden on the
programmers. Second, advances in technology constantly change hardware parame-
ters, which make a policy optimized for a certain environment inefficient after a
device is replaced. Finally, different programs may set the same device to different
power states causing the system become unstable. OS-based DPM techniques use
the operating system’s knowledge of all the running processes and their interaction
with the hardware to optimize energy performance. A number of OS-based DPM
schemes have been proposed in the literature [23,35,36]. Figure 8(b) illustrates the
implementation of OS-based power management.

Lu et al. proposedtask-basedpower management, which uses process IDs at the
OS-level to differentiate tasks that make I/O requests [35,36]. This has a major ad-
vantage over device-based policies in that it offers a better understanding of device
utilization as well its future usage pattern. For example, an OS-based DPM scheme,
calledpower-oriented process scheduling, schedules tasks by clustering idle periods
to reduce the number of power-state transitions and state-transition overhead [35]. Fi-
nally, Gniady et al. proposed to use program counters to predict I/O activities in the
operating system [23]. Theirprogram-counter access predictordynamically learns
the access patterns of an application using path-based correlation to match a partic-
ular sequence of program counters leading to each idle period. This information is
then used to predict future occurrences of this idle period and thus optimize power.

3.3 Parallel System-Level DPM

Most of the power related research topics are devoted to uni-processor systems.
However, due to the co-operative nature of computation in a parallel computing en-
vironment, the most energy-efficient execution for each individual processor may
not necessarily lead to the best overall energy-efficient execution. Reducing power
consumption not only reduces the operation cost for cooling but also increases relia-
bility, which is often critically important for these high-end systems. This section
introduces DPM techniques for parallel systems proposed in the literature. First,
hardware-based power optimization techniques such as coordinated DVS [19] and
low-power interconnection networks [32,53] in cluster systems are presented in
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Section 3.3.1. Second, software-based DPM techniques such as energy-aware syn-
chronization for multiprocessors systems [34] are introduced in Section 3.3.2. This
subsection also presents DPM techniques used in server clusters to reduce the en-
ergy consumption of the whole cluster by coordinating and distributing the workload
among all available nodes [50].

3.3.1 Hardware-Based DPM Techniques

3.3.1.1 Coordinated Dynamic Voltage Scaling (CVS). Elnozahy
et al. also proposed to use the DVS scheme discussed in Section 3.1.3 in a cluster
system [19]. They presented five such policies for comparison. The first policy,In-
dependent Voltage Scaling(IVS) simply uses voltage scaled processors, where each
node independently manages its own power consumption. The second policy, called
Coordinated Voltage Scaling(CVS), uses DVS in a coordinated manner so that all
cluster nodes operate very close to the average frequency setting across the cluster
in order to reduce the overall energy cost. This can be achieved by periodically com-
puting the average frequency setting of all active nodes by a centralized monitor and
broadcasting it to all the nodes in the cluster. The third policy, calledvary-on/vary-off
(VOVO), turns off some nodes so that only the minimum number of nodes required
to support the workload are kept alive. The fourth policy, calledCombined Policy,
combines IVS and VOVO, while the fifth policy, calledCoordinated Policy, uses a
combination of CVS and VOVO. According to their evaluation, the last two policies
offer the most energy savings. Among the two, theCoordinated Policy(CVS-VOVO)
saves more energy at the expense of a more complicated implementation.

3.3.1.2 Network Interconnect-Based DPM. One of the most critical
power drains in parallel systems is the communication links between nodes, which
is an important differentiating factor compared to uni-processor systems. The com-
munication facilities (switches, buses, network cards, etc.) consume a large amount
of the power budget of a cluster system [32,53], which is particularly true with the
increasing demand for network bandwidth in such systems. Shang et al. proposed to
apply DVS to the internetworking links [53]. The intuition is that if network band-
width could be tuned accurately to follow the link usage, huge power saving can
be achieved. Ahistory-based DVSpolicy uses past network traffic in terms of link
utilization and receiver input buffer utilization to predict future traffic. It then dy-
namically adjusts the voltage and frequency of the communication links to minimize
the network power consumption while maintaining high performance.

An alternative DPM scheme applied to interconnection links was suggested by
Kim et al. [32]. They addressed the potential problem of performance degrada-
tion, particularly in low to medium workload situations. This may result in more
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buffer utilization which also increases the overall leakage energy consumption. Their
method calledDynamic Link Shutdown(DLS) scheme attempts to alleviate the prob-
lem based on the fact that a subset of under-utilized links (with utilization under a
certain threshold) could be completely shut down assuming another subset of highly
used links can be found to provide connectivity in the network.

3.3.2 Software-Based DPM Techniques

3.3.2.1 Barrier Operation-Based DPM. As discussed in the previous
subsection, interconnection links may be the most critical bottleneck in parallel sys-
tems with respect to energy consumption as well as computing performance. From
the perspective of application software, collective communications such asbarriers
are often considered the most critical bottleneck during the execution of a parallel
application [42]. In a conventional multiprocessor system, an early arriving thread
stops (typically by spin-waiting) at the barrier and waits for all slower threads to ar-
rive before proceeding with the execution past the barrier. This barrier spin-waiting
is highly inefficient since power is wasted performing unproductive computations.

Li et al. proposedthrifty barrier [34], where an early arriving thread tries to put
its processor into a low power state instead of just spinning. When the last thread ar-
rives, dormant processors are woken up and all the threads proceed past the barrier.
However, as discussed earlier in Section 3.2.1, power state transitions should jus-
tify the power saving versus the delay time incurred in the process. Therefore, each
thread that arrives early should predict the length of the pending stall time and de-
cide whether to transit to low power state or not, and if so, choose the best low power
state. At the same time, the wake up time must also be predicted to tradeoff power
saving versus performance degradation. To tackle these problems, the thrifty barrier
uses the past history of interval time between two consecutive barriers to predict the
stall time at the barrier [34]. The main objective is to wake up dormant threads just
in time for the proceeding execution, thereby achieving significant energy savings
without causing performance degradation.

3.3.2.2 DPM with Load Balancing. In a cluster system, load balancing
is a technique used to evenly distribute the workload over all available nodes in a
way that all idle nodes are efficiently utilized. Pinheiro et al. used the concept of
load unbalancingto reduce power consumption of a cluster system [50]. Unlike load
balancing, it concentrates work in fewer nodes while idling others that can be turned
off, which will lead to power saving but at the same time may degrade performance.
Their algorithm periodically evaluates whether some nodes should be removed from
or added to the cluster based on the predicted power consumption and the given total
workload imposed on the cluster with different cluster configurations. If nodes are
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underutilized, some of them will be removed, and if nodes are overused, new nodes
should be added. In both cases, the algorithm redistributes the existing workload to
the active nodes in the cluster. Significant power reduction was reported with only
negligible performance degradation [50].

4. Conclusion

The need for robust power-performance modeling and optimization at all system
levels will continue to grow with tomorrow’s workload and performance require-
ments for both low-end and high-end systems. Such models, providing design-time
or run-time optimizations, will enable designers to make the right choices in defining
the future generation of energy efficient systems.

This chapter discussed different ideas and techniques proposed in the literature
with the goal of developing power-aware computer systems. The various methods
surveyed were differentiated by design timepower analysisand run-timedynamic
power managementtechniques. Power analysis techniques are mainly based on sim-
ulation, sometimes assisted by measurements. These techniques integrate various
energy models into existing simulation tools and analyze and profile the power con-
sumption on different levels of a computer system at design time in order to help
build power efficient hardware and software systems. On the other hand, dynamic
power management techniques are applied during run-time. They monitor the system
workload to predict the future computational requirements and try to dynamically
adapt the system behavior accordingly.

Successful design and evaluation of power management and optimization tech-
niques are highly dependent on the availability of a broad and accurate set of power
analysis tools, which will be crucial in any future study. While the focus should
be more on the overall system behavior capturing the interaction between different
system components, it is also important to have a better and more accurate un-
derstanding of particular hardware components or software programs with respect
to power consumption. While power efficient system design is important in low-
end portable systems, this is also true in high-end parallel and clustered systems.
This is because high power consumption raises temperature and thus deteriorates
performance and reliability. Therefore, a holistic approach that considers all the com-
ponents in such systems will need to be further investigated.
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Abstract
Availability of services to users and applications is a critical issue in mobile
and pervasive computing environments replete with hundreds and thousands of
smart devices. In such environments, devices such as sensors, embedded proces-
sors, personal servers, cell phones and PDAs have limited resources in terms
of CPU, memory, communication bandwidth, and battery energy. Therefore,
it is extremely important as well as challenging to conserve device resources
while providing software services in a timely fashion for a variety of application
scenarios. The solution lies in the deployment of software services in perva-
sive computing environments that can be used by mobile and wireless clients
on resource-constrained devices. In this chapter we discuss issues in providing
services in pervasive environments and give a summary of related work. Fur-
thermore, we propose a service provisioning framework that is not onlyflexible
in defining and generating services, but alsoadaptiveto the environment. The
service provisioning mechanism based on the community computing framework
captures the essence of devices and services around users, and facilitates the cre-
ation and composition of flexible and adaptive services. We develop an elegant
Petri net based modeling of the framework and present several case studies to
demonstrate and validate the model.
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1. Introduction

The pervasive computing paradigm is leading us to the next generation of com-
puting environment in which hundreds and thousands of smart devices exist and
are expected to provide a variety of services. In order to utilize these services effi-
ciently and effectively, it is imperative for users and applications to be aware of the
types of services. Due to the vast number of devices, an effective service discovery
mechanism is essential to aid users/applications to become aware of services that are
available [29]. Service provisioning framework in pervasive computing environment
aids users in locating and utilizing available services, and composing new services
using existing ones.

Many research projects aim at improving users’ experience in pervasive comput-
ing environment by designing and implementing a new breed of services [23,32].
These research efforts will expand the spectrum of applications and services avail-
able to users in pervasive environments. Research has progressed in the areas of
resource discovery [1,9,11], middleware support [24], and user interface [23]. Cur-
rently, to the best of our knowledge, existing mechanisms are not equipped to create
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and provide composite services to users on a need-basis and at the same time enhance
service availability.

The proposed service provisioning mechanism is built on top of the PICO (Per-
vasive Information Community Organization) framework [16,17] and [28]. We use
the following abstractions to model services that are provided by devices in order to
better manage services and devices available to users:

• High-level abstraction of services around users: Users are surrounded by per-
vasive computing devices that possess implicit/explicit services. Any service
provisioning framework that utilizes existing services should provide a method-
ology to abstract services, such that applications or even human users in the
environment can recognize and utilize services effectively.

• High-level abstraction of relationship between services: A single service alone
may be inadequate to fulfill a user’s (or application’s) needs, leading to the con-
solidation of a number of necessary services to meet the requirements. In this
case, the abstraction of services should provide a glimpse of how new services
can be composed. The abstraction should include basic compatibility infor-
mation to assess a service composed of two services—determine whether the
consolidated service is syntactically correct and semantically compatible.

The above abstractions are crucial elements in our service provisioning framework
to capture all the necessary aspects. The reference software platform also utilizes
these abstractions to create software entities that represent services on behalf of
users.

Consolidated services from existing simple ones on devices can be composed in
various ways as described in Section 6. There are basically two levels of service
compositions in our framework using the abstractions described earlier—compose
services using the functional units and create new services using the services distrib-
uted throughout multiple devices. A functional unit of service has a specific purpose
and exists on a single device. Each level of service provisioning poses a unique set of
challenges and issues. These issues are addressed and an attempt is made to resolve
them in Section 6. Currently, our service provisioning scheme is static, but we look
at this as a step towards creating dynamic just-in-time services.

Like other pervasive computing software systems, our reference software imple-
mentation of the service provisioning framework should resolve (address) issues of
systems and network heterogeneity, and resource management. We adopt the mid-
dleware approach as it is proven to be a better and reliable way to address the above
issues. In addition, routing event messages are critical to our system since all the
inter-operations between services involve exchange of events. We address the event
routing issue by incorporating the two abstractions to the event handler described
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in Section 6.4. Even though we partially deal with issues of profiling and context
awareness in our model, they will be addressed in future work.

The remainder of the chapter is organized as follows. Section 2 gives an overview
of pervasive computing and discusses the challenges. Section 3 investigates role of
services in pervasive computing and discusses existing service provisioning schemes.
Related work carried out by researchers in the area of services is discussed in Sec-
tion 4. Section 5 presents a reference software implementation for the framework.
Section 6 proposes the services provisioning model we are investigating. Section 7
presents Petri net based modeling of services and simulation results. Section 8 ex-
tends the model by using Colored Petri Nets to capture environment changes. Sec-
tion 9 concludes the chapter and discusses possible future directions.

2. Overview of Pervasive Computing

Recent advances in hardware, wireless and sensor networks, software agents, and
middleware technologies have been mainly responsible for the emergence of perva-
sive computing as an exciting area with applications in many areas. It is imperative to
acknowledge that pervasive computing is not just an extension of wireless network-
ing and mobile computing. Pervasive computing encompasses networks, mobile and
distributed computing, and more—agent technologies, middleware, situation-aware
computing etc.

Pervasive computing is about providing ‘where you want, when you want, what
you want and how you want’ services to users, applications and devices. Pervasive
computing incorporates research findings from many areas of computer science to
meet the challenges posed by a myriad of applications. Currently, we do have the
necessary hardware and software infrastructure to foster the growth of pervasive
computing. What is necessary is the ‘glue’ to put together existing entities in order to
provide meaningful and unobtrusive services to applications. There have been many
outstanding papers in recent years, highlighting the challenges of pervasive comput-
ing [26,2]. These issues and challenges can be listed as—invisibility, interoperability,
heterogeneity, proactivity, mobility, intelligence and security.

The technological advances in the types of devices and their functionality, size,
shape and appearance is the driving force for pervasive computing. Heterogeneous
devices and hardware can be employed to meet the challenging demands of the appli-
cations. Software services at the middleware level can provide proactive, transparent,
and secure environments for seamless interaction.

Technological and research advances in several areas are mainly responsible for
the advances in pervasive computing. We identify the following areas: Devices and
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network technologies; Enabling technologies such as software agents and active net-
works; wireless and mobile computing; and smart environments.

Several new embedded devices and sensors are being developed in industry and
research laboratories. The design and architecture of the Berkeley sensor motes and
the TinyOS operating system are very good examples of the type of devices that can
be used in applications. TinyOS is an event based operating environment designed
for use with embedded networked sensors. The challenge here is to design devices
that are tiny (disappear into the environment), consume little or no power (perhaps
powered by ambient pressure, light, or temperature); communicate seamlessly with
other devices, humans, and services through a simple all purpose communication
protocol.

Understanding of device and network technologies is important to create a seem-
ingly uniform computing space in a heterogeneous environment. The challenge is to
overcome Internet’s end-to-end architecture and at the same timenetworkdevices,
services and users.

The computing world is replete with numerous types of devices, operating systems
and networks. Cooperation and collaboration among various devices and software
entities is necessary for pervasive computing. At the same time, the overheads intro-
duced by the adaptation software should be minimal and scalable. While it is almost
unthinkable (in today’s environment) to have homogeneous devices and software, it
is however, possible to build software bridges across various entities to ensure inter-
operability. Several questions arise: how many such bridges should we create? what
about the additional costs introduced by the overheads? The Oxygen project, envi-
sions the use of uniform hardware devices and network devices to enable smooth
interoperability [2]. The limitations of low resource hardware can be overcome by
exploiting the concepts of agents and services. The challenge is to develop effective
and flexible middleware tools that mask the uneven conditions and, create portable
and lightweight application software.

Traditionally, agents have been employed to work on behalf of users, devices and
applications [6]. In addition, agents can be effectively used to provide transparent
interfaces between disparate entities in the environment and thus enhance invisibility.
Agent interaction and collaboration is an integral part of pervasive computing as
agents can overcome the limitations of hundreds and thousands of resource limited
devices.

Service discovery is described as the process of discovering software processes/
agents, hardware devices and services. Discovering services in mobile environments
has been addressed by many researchers, but service discovery in pervasive comput-
ing is still in its infancy. The role of service discovery in pervasive computing is to
provide environment-awareness to devices and device-awareness to the environment.
Service provisioning, advertisement and service discovery are the important compo-
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nents of this module. Existing service discovery mechanisms include Jini, Salutation
and the International Naming System (INS) [10].

The development of computing tools hitherto has been in general, ‘reactive’ or
‘interactive’. On the other hand, ‘human in the loop’ has its limits, as the number of
networked computers will surpass the number of users within a few years. Users of
pervasive computing applications would want to receive ‘what I want’ kind of infor-
mation and services in a transparent fashion. Tennenhouse, in his thought provoking
chapter [29] envisions that a majority of computing devices in future will be proac-
tive. Proactivity can be provided by the effective use of overlay networks. Active
networks can be used to enhance network infrastructure for pervasive computing,
ensure network management on a just-in-time basis and provide privacy and trust.
The challenges include:

(i) how to leverage the research work in the areas of situation-aware computing,
device-, user-, application profiling, and software agents to enhance proactiv-
ity in existing computing devices?, and

(ii) How to exploit active network technology to overcome the end-to-end to lim-
itations of the Internet to provide just-in-time services?

Mobile computing devices have limited resources, are likely to be disconnected, and
are required to react (transparently) to frequent changes in the environment. Mobile
users desireanytime anywhereaccess to information while on the move. Typically,
a wireless interface is required for communication among the mobile devices. The
wireless interface can be a wireless LAN, a cellular network, a satellite network
or a combination. Techniques developed for routing, multicasting, caching, and data
access in mobile environments should be extended to pervasive environments. A per-
vasive environment comprises numerous invisible devices, anonymous users, and
pervasive services. Development of effective middleware tools to mask the heteroge-
neous wireless networks and mobility effects is a challenge.

Provisioning uniform services regardless of location is a vital component of mo-
bile and pervasive computing paradigms The challenge is to provide location-aware
services in an adaptive fashion, in a form that is most appropriate to the location as
well as the situation.

To create smart spaces we need an intelligent, situation-aware system augmented
by middleware support. The challenge is to incorporate middleware tools into smart
environments. In a crisis management situation, the remote sensing system should
have abilities to infer the user’s intention and current situation to inform of the possi-
ble danger prior to the occurrence of the crisis. For example, the Sentient computing
environment [12], is localized and very limited in terms of functionality. With the
middleware services, the same environment can be used for pervasive health care
as envisioned in [27]. Smart home projects are being carried out in many univer-
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sities and research laboratories. Smart homes, allow the occupants to interact with
home equipment and appliances by exploiting knowledge gained through user be-
havior. Current smart homes, for example are not advanced enough to allow the user
to take the (virtual) home with her. Several methods for knowledge representation in
intelligent spaces have been investigated. Provisioning proactive, context-aware or
situation oriented response from the infrastructure to the users’ needs is a challenge.
Several promising smart environments have been developed [23].

Current notion is that security is the price we pay for pervasiveness. It is true, that
security is compromised significantly due to the needs of proactive system perfor-
mance. Security is a major challenge that needs to be addressed in order to build
confidence among users. But, security and privacy are also dependent on the situa-
tions. For example, in a pervasive health care system, if the patient is in an emergency
condition, swift response is critical, perhaps at the expense of privacy. The challenge
is to strike a balance: between proactivity and privacy; between security and effi-
ciency/cost; between security/privacy and quality. Investigations in mobile and ad
hoc network security have progressed significantly in recent years. Further more,
inevitably pervasive environments comprise software agents and services. Ensuring
secure transmission and execution of mobile code on remote devices as well as pro-
tection of devices and software from mobile code is a challenge.

3. Services in Pervasive Computing

Consider the following scenario. Dr. John Smith is a medical surgeon and an ex-
perimental biologist. On his walk to the cafeteria, Dr. Smith makes notes on his
handheld device about a patient he just visited. While in the cafeteria, he also receives
messages and vital information from other doctors, patients, students and nurses. He
frequently provides his identity and other authorization codes to a security service
prior to receiving/transmitting data. On some days, he consults, remotely with his
patients—listens to sounds, examines images and data provided by remote consul-
tation machines, patients and nurses. He also queries the patient records systems
(EMR) for latest patient histories, analyzes images, sounds and textual data, and up-
dates records accordingly. Dr. Smith receives results of experimental work from his
research laboratory and performs statistical analysis. There are occasions when he is
required to do a quick review of his finances. He does all this on his handheld termi-
nal such as a cell phone equipped with personal digital assistant (PDA) capabilities
as shown in Figure 1. But oft-times he is forced to wait and wait for an eternity as
his resource-poor PDA/terminal seems to take forever to run simple applications. It
is not difficult to imagine a similar scenario involving a realtor selling properties, an
engineer on the manufacturing floor of an Industry, or a shopper at the mall.
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FIG. 1. Services needed in a typical application scenario.

In the above scenario, the PDA is required to support the following functionalities
so that the Doctor can carry out his important tasks:

(a) Situation-aware information acquisition and processing—pick and choose
from a large number of data sources, filter information, adapt incoming in-
formation to the Doctor’s device;

(b) Information creation—transform the Doctor’s prescriptions, advice, etc. to a
form acceptable to the tablet PC carried by a Nurse on the move;

(c) Data compression and decompression;
(d) Database transactions—with the EMR or other hospital data repositories;
(e) Virus detection and removal;
(f) Security and privacy—fire walling and authentication;
(g) situation-aware capability—for example, tell the doctor that there is too much

of (signal) interference inside the cafeteria.

Now, regardless of the CPU power and memory capacity of the PDA, it is almost
impossible to equip the PDA with all the above software services and perhaps more.

Existing research is mainly focused on how information/content is delivered or
received at the mobile users’ terminal. But mobile users will need to process infor-
mation, make transactions, choose between multiple sources of information, ensure
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secure access and avail various utility services via their handheld devices. In ad-
dition, mobile users will be required to perform other supporting tasks that need
additional resources in order to execute vital tasks such as those mentioned above.
For certain application tasks, communications, collaborations and interactions be-
tween different devices and execution of resource-intensive jobs may be required.
Some tasks may require high performance computing resources. Mobile users may
desire the flexibility and convenience of carrying lightweight low battery consum-
ing handheld devices, and yet having the option to access resource-consumingstate
of the art computing and communication services. The solution lies in the design
and development of effectivemiddleware servicesthat execute on resource-rich plat-
forms such as the wired network infrastructure and clusters of computers or Grids,
thus effectively masking the limitations of resource-poor mobile wireless devices.

The gap between computing and communication devices is decreasing rapidly—
in the near future every device will be required to perform both types of services.
Network processors, active networks and ad hoc networks subscribe to this trend.
Proliferation of wireless communications would require all devices to serve as com-
munication routers to switch packets among communicating and computing devices.
In other words, a computing device or a network’s resources can be utilized for var-
ious purposes. On the other hand, due to the tremendous progress in such areas as
context-aware computing, proactive computing and intuitive computing, there is a
steady progress towards integration of physical and cyber spaces. A large proportion
of our daily lives are spent in analyzing various kinds of information (often excessive
and useless) on the Web, pervasive computing devices and sensors, P2P applications,
and different kinds of smart environments. There is a growing need to acquireonly
‘what is necessary’ kind of information and services at the user’s device. Future de-
vices will be geared to meet the individual needs of users while at the same time
allowing them to access a variety of services in a transparent manner, regardless of
what devices, technology or interfaces they use.

4. Related Work

Service Composition is the process of combining a number of existing services
to provide a richer, grander service, assembled to meet the needs of the situation.
The concept of service composition is not new. It is an evolved form from object
oriented programming and component based systems, such as OMG’s CORBA [22],
and Microsoft’s COM/DCOM [20]. These systems put emphasis mainly in software
reuse. There exist several service composition schemes for the web. The purpose of
these schemes is to provide a way to integrate services that exist on various web
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sites. The component based systems are static in that service compositions are car-
ried out at the design phase, and interfaces of services have well-defined syntax and
semantics. Some of web-based service compositions are carried out at runtime, but
most of them are centralized approaches and the base services are not mobile. The
emphasis of service composition in pervasive computing is to create new and more
suitable services from base services that are available in user’s environment. Further
the availability of such base services is temporal, as the network topology in typical
pervasive environments changes dynamically. Thus the traditional approaches are
inappropriate.

In any service composition framework, there are three components:

(1) service description language,
(2) service discovery mechanism, and
(3) service composition framework.

Services need to be described in such a way that others that want to utilize the ser-
vice can interpret what the services are about. This has two aspects—syntax, and
semantics. Syntax can be unified using some standard, but semantics is much more
involved. Several service description languages have been developed. Web Service
Development Language (WSDL) [30], Web Service Flow Language (WSFL) [18]
and DARPA Agent Markup Language for service (DAML-S) [5] are examples of the
description languages. The WSDL by W3C is an XML format for describing network
service as a set of endpoints operating on document-oriented or procedure-oriented
messages. The DAML project by DARPA and the W3C focuses on standardizing
web ontology language (OWL) [5] as the language to use to describe information
available on any data source, in order that the information may be understood and
used by any class of computers, without human intervention.

Service Discovery Protocols (SDPs) are carrying out the tasks of matching nec-
essary service and finding service in an environment. Service discovery protocols
provide a mechanism for dynamically discovering available services in a network
and providing the necessary information to:

(1) search and browse for services;
(2) choose the right services (with desired characteristics), and
(3) utilize the services.

A variety of service discovery protocols are currently under development. The most
well known so far are:

(1) Service Location Protocol (SLP) [9], developed by the IETF;
(2) Jini [1], which is Sun’s Java-based approach to service discovery;
(3) Salutation from the Salutation consortium;
(4) Microsoft’s UPnP [10] and the
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(5) Bluetooth Service Discovery Protocol (SDP) [10].

The protocols mentioned above, however, lack in providing a framework of model-
ing services. Most of them are designed to support Internet scale applications, not
considering network limitations of pervasive computing such as localized scalability
issues and network heterogeneity [26]. Detailed discussion of these protocols can be
found in the following section.

Existing service composition systems maintain service process schemata that de-
fine a planned execution order of a composed service. Process schemata are mostly
defined offline. The problem of splitting a task into sub-tasks is complex and goes
into the domain of planning in AI [8]. There is an effort to build a service com-
position tool that uses natural language interface that allows users to compose new
services on a need basis. A composition engine, either centralized or distributed,
enacts service processes defined in the schemata with the help of service discovery
protocols. Existing service composition systems broadly address the problems as-
sociated with composing various services that are available over the fixed network
infrastructure. They primarily rely on a centralized composition engine to carry out
discovery, integration and composition of web-based e-services. Anamika project
[4] addresses issues related service composition in ad hoc network environments. It
relies on multiple decentralized composition engine.

In the following sections, we first look at services designed for pervasive com-
puting. Existing service discovery protocols are discussed. Lastly, various service
composition mechanisms are introduced, compared and contrasted.

Intel’s personal server [32] takes advantage of increasing capacity of portable stor-
age devices and technologies for localized communication. A device that Intel is
prototyping is Portable Media Player, aimed at enabling users accessing dynamic
media anytime, anywhere. IBM’s Steerable interface intends to create a new class
of interactive interface. The interface follows users’ location changes and projects
a GUI interface on the surface of ordinary objects that exist anywhere in pervasive
computing environment. The interface has the potential to offer a radically new and
powerful style of interaction in intelligent pervasive computing environment. These
efforts to create pervasive services will expand the spectrum of applications and ser-
vices available to users in pervasive computing environment.

4.1 Service Discovery Protocols

There are several research projects and commercially available service discovery
protocols (SDPs) intended to be used in wired networks. Examples of service discov-
ery protocols are SLP, Jini, UPnp, and Salutation. For wireless networks, Bluetooth’s
service discovery protocol is an example. Not many service discovery protocols exist
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for pervasive computing. The SDP protocols from IBM Zurich [11] is targeted for
pervasive computing environment.

Service Location Protocol(SLP) is a language-independent protocol for resource
discovery on IP networks. The base of the SLP discovery mechanism lies on pre-
defined service attributes, which can be applicable to both software and hardware
services. The architecture consists of the three types of agents: User Agent (UA),
Service Agent (SA) and Discovery Agent (DA). The UAs are responsible for the
discovery of available DAs, and acquiring service handles on behalf of end-user
applications that request for services. The SAs are responsible for advertising the
service handles to DAs. Lastly, the DAs are responsible for collecting service han-
dles and maintaining the directory of advertised services. SLP also works without the
presence of DAs. In the latter case, the UA and the SA follow a multicast message-
passing mechanism to exchange service related information.

Jini is a Java based distributed service discovery architecture developed by Sun
Microsystems. Jini builds on top of Java, object serialization, and RMI to enable
objects to move around the network from virtual machine to virtual machine and ex-
tend the benefits of object-oriented programming to the network. Instead of requiring
device vendors to agree on the network protocols through which their devices can
interact, Jini enables devices to talk to each other through interfaces to objects. The
central component of Jini is the Jini Lookup Service (JLS). JLS maintain the dy-
namic information about the available services in a group of devices called the Jini
federation. Service provisioning entities require to discover one or more JLSs by us-
ing either a known address or by using a Jini multicast discovery mechanism. After
discovering a JLS, the service registers itself by uploading its service proxy, and it
periodically refreshes its registration at the JLS. Similarly, each client that utilizes
services in Jini is required to discover a JLS before it queries a JLS. Once a client
locates a JLS, it can download the matching service and invoke various methods by
contacting the original service. A client should know the precise name of the Java
class representing the service a priori. This gives Jini inflexibility in term of matching
a service.

UPnP extends the original Microsoft Plug and Play peripheral model to support
service discovery provided by network devices from numerous vendors. UPnP works
and defines standards primarily at the lower-layer network protocol suites. Thus de-
vices can implement these standards independent of language and platforms. UPnP
uses the Simple Service Discovery Protocol (SSDP) for discovery of services over
IP networks, which can operate with or without a lookup service in the network. In
addition, the SSDP operates on the top of the existing open standard protocols uti-
lizing HTTP over both unicast (HTTPU) and multicast UDP (HTTPMU). When a
new service wants to join the network, it transmits an announcement to indicate its
presence. If a lookup service is present, it can record such advertisement to be subse-
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quently used to satisfy client’s service discovery requests. Additionally, each service
on the network may also observe these advertisements. Lastly, when a client wants
to discover a service, it can either contact the service directly through the URL that is
stored within the service advertisement, or it can send out a multicast query message,
which can be answered by either the directory service or directly by the service.

Salutationis an open standard service discovery and session management proto-
col that is independent of communication types, operating systems, and platforms.
The goal of Salutation is to solve the problem of service discovery and utilization
among a broad set of appliances and equipments in a wide area or mobile environ-
ment. The architecture provides applications, services and defines a standard method
for describing a advertising their capabilities, as well as locating and determining
other services and their capabilities. In addition, the Salutation architecture defines
an entity called the Salutation Lookup Manager (SLM) that functions as a service
broker for services in the network. The SLM can classify services based on their
meaningful functionalities, called Functional Units (FU), and the SLM can be dis-
covered by both a unicast and a broadcast method. The services are discovered by
the SLM based on a comparison of the required service types with the service types
stored in the SLM directory. Finally, the service discovery process can be performed
across multiple Salutation managers, where one SLM is a client to another SLM.

TheSalutation-litestandard prototypes the required architectural changes required
by the Salutation technology to support multiple operating system and small form-
factor devices. It provides a means to determine the operating system, processor type,
device class, amount of free memory, display capabilities and other characteristics
of a hand-held device. The message exchange protocols are tailored to reduce the
quantity of data exchanged. By limiting the functions of the Service Discovery, the
footprint of the implementation has been reduced significantly.

Bluetoothhas a specification for a very simple service discovery mechanism in
peer-to-peer type networks. The architecture does not have a centralized directory
for storing information about services. The information about a service is stored
in a local Service Discovery Server. The services are advertised using unique 128
bit identifiers. The attributes of a service also have unique identifiers to distinguish
themselves from attributes of another service. The client who wants to find out the
existence of a particular service has to know the unique identifier corresponding to
that service class. The Bluetooth Service Discovery server does not specify a means
to access the service. The server only replies whether a service is available on the
queried platform.

Our service provisioning framework provides two types of operations. One is to
serve user with the raw service provided by servicing entity, and the other is to pro-
vide collaborative services that are composed from existing services based on users’
high-level requirements from existing services. It is possible to employ service dis-
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covery protocols (SDPs) to find and utilize services, since SDPs provide mechanisms
to store service descriptions and to search services based on description user pro-
vided. SDPs do not intend to provide a framework to model services and most such
protocols assume that services are defined a priori. SDPs do not specify compati-
bility among services; consequently they are incapable of composing services from
already specified services. SDPs are not designed solely for pervasive computing,
while pervasive computing environment exposes different characteristics.

4.2 Service Composition Frameworks

In this section, we look at existing service composition frameworks. The eFlow
[3] is a work flow based service composition framework and it is targeted for use
in eBusiness. Task-Driven Computing from CMU lets users interact with their com-
puting environments in terms of high level tasks and to free them from low level
configuration activities. Anamika [4] is a project at UMBC to create a reactive ser-
vice composition architecture that is distributed, de-centralized and fault-tolerant for
reactive service composition in pervasive environments.

TheeFlowpresented in [3] aims at creating the opportunity for providing value-
added, integrated services, which are delivered by composing existing e-services.
The eFlow is a system that supports the specification, enactment, and management
of composite e-services. Composite services are modeled as business processes, en-
acted by a service process engine. The eFlow provides a number of features that sup-
port service process specification and management, including a powerful yet simple
service composition language, events and exception handling, ACID service-level
transactions, security management, and monitoring tools. Ideally, service process
should be able to transparently adapt to changes in the environment and to the needs
of different customers with minimal or no user intervention. The eFlow supports
the definition and enactment of adaptive and dynamic service process. A compos-
ite service is described as a process schema that composes other basic or composite
services. A service process instance is an enactment of a process schema.

Task-Driven Computing[31] at CMU is based on the insight that with appropriate
system support it is possible to let users interact with their computing environments
in terms of high level tasks and free them from low level configuration activities.
Computing devices and networks are becoming ubiquitous. In this new world, com-
puting will no longer be tethered to desktops: users will become increasingly mobile.
As users move across environments, they will have access to a dynamic range of
computing devices and software services. They would want to use the resources to
perform computing tasks. Today’s computing infrastructure does not support this
model of computing very well because computers interact with users in terms of
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low level abstractions: application and individual devices. As people move from one
environment to another, they should be able to quickly migrate their computing con-
text. Computing context includes the state of computing tasks, such as currently open
documents and editing positions, open email messages application options such as
POP settings and personal data. The illusion of “continuity” across environments is
important when you have long-lasting tasks and highly mobile users. The key idea
behind task-driven computing approach is that the system should take over many
low-level management activities so that users can interact with a computing system
directly in terms of high-level tasks they wish to accomplish. Their approach centers
on following elements:

(1) system-maintained, globally-accessible computing tasks and task states;
(2) new type of service (or wrappers on legacy services) that supports automatic

configuration;
(3) automatic selection and configuration of service coalitions to accomplish com-

puting tasks and reestablish computing contexts;
(4) proactive guidance to help a user accomplish a task and compensate for re-

source limitations in an environment; and
(5) automatic management of dynamic services and resource conditions. The pro-

totype contains limited set of the five elements, and their approach requires
centralized management.

Further, the management of the state will affect performance of the system as the
state information is heavy.

Anamika [4] is a reactive service composition architecture that is distributed,
de-centralized and fault-tolerant for reactive service composition in pervasive en-
vironments. The development of customized services by integrating and executing
existing ones has received a lot of attention in the last few years with respect to
wired, infrastructure based web-services. However, service discovery and composi-
tion in web-based environments is performed in a centralized manner with the help
of a fixed entity. Moreover, wired infrastructures do not take into consideration fac-
tors arising from the possible mobility of the service providers. Service composition
system for pervasive computing environments need a different design approach than
those developed for wired services. This is because many of the assumptions of stan-
dard composition architectures of wired services are no longer valid in such dynamic
environments. Service composition architectures in wired infrastructure assume the
existence of a centralized composition entity that carries out the discovery, inte-
gration and execution of services distributed over the web. They also need tighter
coupling with the underlying network layers. The system comprises of five layers;
network layer, service discovery layer, service composition layer, service execution
and application layer. Thenetwork layerforms the lowest layer and encapsulates
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networking protocols that provide wireless/ad hoc connectivity to peer devices in the
vicinity. The service discovery layerencompasses the protocol used to discover the
different services that are available in the vicinity of a mobile device. Each device has
a service manager where the local services register their information. Service man-
ager advertises services to neighboring nodes and these advertisements are cached.
Services are described using a semantically rich language DAML+ OIL, which is
used in service matching also. On a cache miss, the service request is forwarded to
neighboring nodes. Theservice composition layeris responsible for carrying out the
process of managing the discovery and integration of services to yield a composite
service. The process model of the composite service is supplied as input to this layer
(possible weakness or shortcomings). DAML-S is used to describe a process model.
The service execution layer is responsible for carrying out the execution of differ-
ent services. Prior to this, the service composition layer provides a feasible order
in which the services can be composed and also provides location and invocation
information of the services. The application layer embodies any software layer that
utilizes the service composition platform. In the dynamic broker selection technique,
a mobile device is selected as the broker of the composition user has requested, and
the device is informed of its responsibility. The mobile device acting asthe broker is
responsible for the whole composition process for a certain request. The selection of
the broker platform may be dependent on several parameters. Each request may be
assigned a separate broker. However this selection process can swamp the system.
To avoid this problem, the authors suggest that the requesting source could act as the
broker of that request. The key idea of distributed brokering technique is to distribute
the brokering of a particular request to different entities in the system by determin-
ing their “suitability” to execute a part of the composite request. In this approach, a
single broker is not responsible for performing the whole composition.

5. Modeling Components of Pervasive Computing

In this section we present the model of the service provisioning framework for
pervasive computing environments. First, we describe Pervasive Information Com-
munity Organization (PICO), a middleware framework that enhances existing ser-
vices [17]. PICO deals with the creation of mission-oriented dynamic computing
communities that perform tasks on behalf of users and devices autonomously. PICO
consists of software entities called delegents (intelligentdelegates) and hardware de-
vices, called camileuns (connected, adaptive, mobile, intelligent, learned, efficient,
ubiquitous nodes). PICO’s objective is to providewhat we want, when we want,
where we want and how we wanttype of services autonomously and continually.
The concept of PICO extends the current notion of pervasive computing; namely,
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that computers are everywhere [32]. The novelty of the PICO initiative lies in cre-
ating communities of delegents that collaborate proactively to handle dynamic in-
formation, provide selective content delivery, and facilitate application interface. In
addition, delegents representing low-resource devices have the ability to carry out
tasks remotely.

In this chapter, we propose a unique service provisioning framework that is not
only flexible in defining and generating services, but alsoadaptiveto the environ-
ment where the service is actually provided. Further, we develop an elegant model of
the service provisioning framework, demonstrate the effectiveness of the proposed
framework, and validate the model through case studies and simulation.

In this section, we present the following:

• Creation of a model that captures the essence of devices and services around
users.

• Creation of a flexible and adaptive service composition scheme based on the
model. The resulting new services, created by composing existing single ser-
vices enhance service availability and user experience.

• Implementation of a reference software platform to carry out case studies based
on the service composition scheme.

5.1 Modeling Pervasive Computing Devices
We use three entities—camileuns, delegents and communities to describe services

and interactions among them in an abstract way. Camileuns capture the capabilities
of physical devices that exist in pervasive computing environments. Delegents are
used to model delegated or composed services from the native functionalities of a
camileun. Interactions among delegents that are executing on a number of individual
camileuns may lead to the formation of communities. In the following sections, we
will describe these three modeling entities in detail.

Camileuns are logical entities used to depict the functionalities of physical devices.
We have extended the notion of camileuns in PICO to provide a foundation for our
service provisioning scheme. Camileuns are represented as a tupleC = 〈Cid, F,H 〉
whereCid is the camileun identifier,F is the set of functional units, andH is the set
of system characteristics. A functional unit is a hardware and/or software component
that is capable of accomplishing a specific task. Each physical device may contain
a number of functional units. To simplify our model for the proposed framework,
we classify functional units of a camileun into four categories: sensors, actuators,
processors and communicators.

• Sensor: A sensor monitors the physical features of the environment or receives
inputs from and generates events. Events are to be consumed by other functional
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units, such as actuators, processors, communicators. The examples of sensors
are physical sensors, keyboards, mice, etc.

• Actuator: An actuator listens to the stream of events and performs action(s) to
pervasive computing environments. The resulting effects of an actuator’s action
is only limited to the local configuration of the camileun associated with the
actuator. The examples of actuators are displays, disks, mechanical actuators,
etc.

• Processor: A processor is a functional unit that translates/manipulates/filters
incoming events and generates value added events. A processor can be a hard-
ware or software component. The hardware components of this category include
micro-processor units in a device, and the software components include driver
modules and software applications installed on devices.

• Communicator: A communicator is similar to an actuator, except that it is in-
tended to affect the environment external to a camileun. Typical communicators
are hardware and/or software components that transmit or receive information
to/from other devices. This category includes physical network device such as
wired/wireless LAN routers/gateways and their accompanying software.

The four categories described above are sufficient to represent the nature of any
functional units of camileuns. Each device can possess one or more of above three
functions—input, process, and output. Seven combinations of these three functions
are possible: (input); (process); (output); (input, process); (input, output); (process,
output); (input, process, output). Out of these seven combinations, only three are
practical within a camileun: {(input, process), (process, output), (input, process, out-
put)}. The combination (process, output), and (input, process, output) are represented
by sensor, and processor, respectively. The combination (input, process) is repre-
sented by actuator and communicator. Note that actuators affect device’s internal
environment, but communicators affect environments outside of devices.

This classification helps us to examine compatibility between functional units.
Based on this classification, we definedirectional compatibility. We say two func-
tional units,fa andfb, aredirectionally compatibleif and only if fa can befollowed
byfb, otherwise they are not compatible.

Table I showsfollowed-byrelationship of the four classifications. Sensors produce
information consumed by processors, actuators, and communicators; we say sensors
may be followed by all the other types of functions, and processors may be followed
by all the others except sensors. The actuator and communicator are terminal func-
tional units that are not followed by any other units.

The setH represents system characteristics and describes system aspects of a
functional unit, such as type of input/output, and characteristics of internal opera-
tion. The definition ofF , allows us to determine directional compatibility between
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TABLE I
FOLLOWED-BY RELATIONSHIP OF THEFOUR

FUNCTIONAL CATEGORIES

Successor
S P A C

Predecessor

Sensor (S) X O O O
Processor (P) X O O O
Actuator (A) X X X X
Communicator (C) X X X X

functional units of devices, but we need more information to examine whether a
combination of two functional units is semantically correct. Suppose, we have two
devices, an image scanner and a printer, the scanner scans images and produces
JPEG formatted files only. On the other hand, the printer can only print post-script
formatted files. They are directionally compatible since the scanner’sF set has a
“sensor” and the printer’sF set has an “actuator”. They, however, are semantically
incompatible. We say two functional entities aresemantically compatibleif they are
directionally compatible and match input and output types. The setH in the camile-
uns is used to determine semantic compatibility. Therefore, two functional units,fa

andfb, arecompatibleif and only if fa can befollowed byfb, and they aresemanti-
cally compatible. The predecessor and successor of a new composed service should
be compatible.

5.2 Modeling Services

Camileuns capture services that devices can provide to users. However, camileuns
are passive modeling entities and no operation could be performed on them with-
out delegents. Delegents expose functional units of camileuns such that camileun
capabilities can be exploited by service provisioning schemes. In this section, we
first describe modeling of delegents in detail, and then go on to discuss briefly the
mapping of functional units (services) of a camileun to delegent(s), in the following
section.

A delegent is described byD = 〈did,M,R, S,Q〉 wheredid is the identifier,M
is the set of modules,R is the set of rules,S is the set of services provided by the
delegent, andQ is a set of states.

Suppose a camileunc possesses a number of functional unitsfi , andcF represent
the set of functional units of the camileun that iscF = {fi | i � 0}. There is a
set of delegents that are executing on, or associated with the camileunc, and these
delegents are represented byDc. Each delegent in the setDc utilizes one or more
functional unit(s) ofcF . The functional units that are associated with a delegentdk,
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FIG. 2. Simple mapping between functional units of a camileun and delegents.

wheredk ∈ Dc, is selected on the basis of whether any functional unitfi ∈ cF is
required to carry out a services, wheres ∈ ds

k , andds
k is the set of services provided

by dk.
The setM is formally defined asM = {mi | mi = µ(fi), fi ∈ F } wheremi is a

module,µ represents the implementation offi , andF is the set of functionalities of
the camileun associated with the delegent. Figure 2 depicts the relationship between
a functional unitfi of a camileun and a modulemi of a delegent. The setM con-
sists of required modules to carry outS and the modules are derived from the setF

of the camileun that the delegent is associated with. For example,M of a delegent
delegating “print” functional units of printer can be modeled as follows: The dele-
gents use the printer’s function,f1 = {actuator= {print}}, the set of modules of the
delegents is given byM = {m1 = µ(f1 = {actuator= {print}})}. The details of
mapping betweenM andF will be presented in Section 6. The setR defines how a
delegent responds to events when it is in a certain stateqi whereqi ∈ Q. The op-
erational rules also include community engagement, communication, and migration
of delegents.R is defined byR = 〈e, c, a〉 wheree ∈ Ei , anda ∈ Ai . Ei is a set
of events defined in delegentdi , andAi is a set of actions that can be performed
by delegentdi running on a camileunci . The rules are maintained in a knowledge
store, and retrieved by a simple search engine within the delegent. Note that cur-
rently rule matching is done by a simple search process. A conflict may arise when
multiple rules are applicable in a context, and it is resolved by employing a simple
tie-breaking rule that selects the rule that comes first in textual order in the current
implementation.

The setQ is defined byQ = {q0, . . . , qn, q̄} whereq0 is the initial state and̄q is
the final (goal) state.Q, a set of states of a delegent, includes the operational states,
namely created, disposed, dormant, active, and mobile, and delegent specific states
that inherited from functional units that are utilized byM. Each of the states related
to general operations of delegents is associated with an event such asinstantiate,
disposed, activate, roam, return, and wait/fail. The FSM is translated into the rule
specification of the delegents. Note that the “active” is a multi-state that contains
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FIG. 3. Finite state machine of a printing delegent.

another self-contained FSM that describes how a job is to be carried out. The goal
state of the delegent is defined asq̄. ∇q̄ implies that delegent always attempts to be
in the state of̄q, and♦q̄ indicates that a delegent has finished its job after reaching
the statēq. Figure 3 shows the finite state machine (FSM) of a printing delegent.

The S is a set of services provided by the delegent, and we defineSi = {s |
s is a service provided by the delegentdi}. The setS should be descriptive enough
in order for other delegents to know what services a delegent can provide.

5.3 Modeling Collaborative Services

Communities represent collaborative services among delegents. A community is
described byP = 〈pid, U,G,E〉. Where,pid is the identifier,U is the set of dele-
gents that are members of the community,G is the set of community goals, andE
represents community characteristics.E includes information of the leader of com-
munity and any other community management and operation related factors such
as the rate of periodic vital message exchange, servicing model etc. Before defin-
ing G formally, the configuration of a community is defined. The configuration of
a community is a collection of state information of member delegents, defined by
Xpi

= ∏n
i=0 Qi . We define the goal of communitypi asGpi

= {gi | gi ∈ Xpi
, i �

0}. The member selection process of a communityP is carried out as follows. Let
� = ⋃n

i=0 Dci
whereci ∈ X and P = {pl | l � 0}, there exists a function

Gl : � → P D
l whereGl is a goal of community, andP D

l is the set of member dele-
gents.
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6. Service Provisioning Model

As described earlier, delegents are the first level service provisioning entities cre-
ated by composing new services from functional units of devices. In single delegent
scenarios, at any given time service provisioning by a delegent is limited to a sin-
gle camileun. Communities complement this constraint by provisioning services
over delegents that exist on a number of camileuns. We will illustrate the service
provisioning process at both levels using the heart patient scenario described in Sec-
tion 6.1.

6.1 An Example Scenario

The heart patient scenario is concerned with a person with chronic heart problems.
S/he has an implanted heart monitor or is carrying the monitor. The heart monitor
has the capability to monitor the heart activity and raise flags when there are some
irregularities in the heart activity. The raised flag acts as the initiator for the creation
of a logical community. There are other service provisioning delegents across the
network that respond to flags from the heart monitor delegent and act accordingly.

In the HM scenario, we assume existence of two kinds of devices, PDA and cell
phone. Camileun descriptions for the scenario are as follows.

– CH
p = {(CPU, StrongArm), (CPU:Clock, 202 MHz), (Memory, 64 MB),

(Network, IRDA), (IRDA:Bandwidth, 4 Mbps), (Network, 802.11b),
(802.11b:Bandwidth, 11 Mbps), (Software, PIM),
(PIM:Vendor, Microsoft), (PIM:Name, Outlook),. . . };

– CF
p = {S = {HM:monitor; P = {HM:upload}, A = {HM:alert}, . . .}.

CH
p andCF

p represent theH andF of a PDA, respectively. Here we only show the
elements required to describe our service provision framework, but there are more
entries in each of the sets. TheCH

p of the PDA indicates that it has the StrongArm
processor running at 202 MHz; 64 MB of memory, IRDA communication port whose
bandwidth is 4 Mbps; and so on. TheCF

p of the PDA represents the functional units
of the PDA, but, for illustration we present only three functional units such as moni-
tor, upload and alert.

6.2 Delegent Level Service Provisioning

The issues of delegent level service provisioning are two fold:

(1) how to utilizeF of camileun to create delegents that satisfy users’ desire to
exploit available services? and
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(2) how to construct the rule set of a delegent?

In the HM scenario, we assume that in addition to the heart monitor carried by a
patient, a PDA and a cell phone are also in the networking vicinity.

6.2.1 Simple Delegents
Each function of a camileun may be mapped to a single delegent. We call this type

of delegent a simple delegent. TheM of a simple delegent has only one module,m,
and one interface to the functional units,f of a camileun. The advantages of such
a mapping include simplicity, and easy implementation of a delegent’s migration to
another camileun.

Four kinds of simple delegents are created at the camileuns in the HM scenario,

– DHM ≡ 〈{Listen, parse_flag, alert_patient, upload_data, call_emergency},
{Rule}, {alert_patient, upload_patient_data, call_emergency}〉;

– DCELL-PHONE ≡ 〈{listen, parse_request, initiate_call, place_call}, {Rule},
{make_call}〉;

– DUPLOAD ≡ 〈{listen, validate & initiate, create_upload_channel, upload},
{Rules}, {upload_data_http, upload_data_ftp}〉;

– DALERT ≡ 〈{listen, extract_payload, alert}, {Rules}, {alert user}〉;
– DCALL_EMERGENCY ≡ 〈{listen, extract_emergency_info, initiate_call,

place_call}, {place call}〉.
The disadvantage of this kind of service provisioning is that the number of dele-
gents is proportional to the number of functions a camileun can carry out. The
number of camileun functions depends on how each function of the camileun is de-
fined and becomes unnecessarily large if the granularity of functional unit is too
fine. This will result in a large number of delegents that in turn cause unneces-
sary duplication and hence increased overhead on the camileun. On the other hand,
the number of camileun functions is unfairly small if the function is defined in a
coarse way. The coarse functional definition of a camileun causes low utilization of
a camileun’s resources because of unnecessary sharing between two or more dele-
gents. If a camileun function includes one or more sub-functions, the delegent is
forced to include all of the sub-functions of a camileun function regardless of the
usefulness of the sub-functions. Some of these issues are problems of concern in
system decomposition.

6.2.2 Complex Delegents
Unlike simple delegents, complex delegents use two or more functional units of

a single camileun. The main purpose of having this mapping is to provide dele-
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gent level service composition. Complex delegents compose services to carry out
the compound tasks whereas simple delegents are limited to functionalities they are
associated with. Sets of functional units utilized by delegents can be either over-
lapped or disjointed. The main reason for a complex delegent to utilize two or more
functional units from different camileuns is that it causes difficulties in managing
camileun resources.

There are many ways to compose complex delegents. After careful examinations,
we have chosen two practical mechanisms: custom-built and event-driven service
compositions. In custom-built service composition, users or programmers determine
M, R, S, andQ of delegents and develop specification for delegents. Even though
M is pre-defined, it does not mean that each modulem ∈ M is bound to a specific
f ∈ F of camileun. This implies adaptability of delegents—custom-built delegents
can be run on any camileun that can fulfillM of the delegent. TheR of a custom-built
delegent acts as controller, just like the main function of conventional program.

Custom-built service composition is donea priori, but event-driven composition in
dynamic situations is a real challenge. For example, in event-driven service compo-
sition, sensors may initiate the process of service composition. The events generated
by sensors, or processors are routed to other functional units that can handle the
event. The goal of the delegent or community is to handle the event, and the rule
specifies the route of the packet.

6.3 Community Level Service Provisioning

Communities in PICO are formed either statically or dynamically. The former
is calledservice provider communityand the latter is calleddynamic community.
Service provider communities are created to provide services to various applications.
The mission or goal of a service provider community and the rules for creation of
such communities are pre-defined. Dynamic communities are created in response to
exceptions. The goal of such a community is achieved through the occurrence of a
series of events.

6.4 A Reference Software Implementation of the Proposed
Service Provisioning Framework

In this section, we describe the implementation of the proposed service provi-
sioning. We design the reference software implementation such that the following
challenges are met:

(1) provide interoperability among devices to mask device heterogeneity;
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(2) employ a message transport protocol that is reliable and efficient, and supports
user mobility;

(3) provision service composition and discovery in the way users desire; and
(4) maintain integrity of the collaborative services throughout the life time of the

services.

We choose a middleware platform to meet the above requirements. There are three
reasons why we choose to proceed with middleware approach. First, a middleware
can be designed to be independent of the operating system, programming language
and actual location of servicing entities. Second, the application can make use of
advanced features such as an event service or a transaction service provided by the
middleware. Lastly, middleware approach enforces the object-oriented and modular
design paradigms. The following section describes our middleware implementation
in detail.

6.4.1 Layered Architecture

In our implementation there are three layers: delegent, delegent support, and adap-
tation as shown in Figure 4. The adaptation layer masks device and network hetero-
geneity. The delegent support layer is composed of the camileun’s delegent manager
and other managers that support execution of delegents. Delegents execute on top of
the delegent layer.

The camileun’s delegent managertypically resides on a host camileun. The
camileun’s delegent manager performs management tasks. Specific tasks that must
be performed by the camileun’s delegent manager include process, memory, and mo-
bility management; and creation and deployment of delegents. It is also involved in
event packet delivery process. The event handler passes event packets destined to
delegents running on the local camileun to the camileun’s delegent manager, then
CDM relays the packets to destination delegents. The camileun’s delegent manager
keeps execution state of delegents, namelycreated, disposed, dormant, active, and
mobile, but it does not keep the state information specific to delegent’s modules. It
will also accept and process the events associated with general operations of dele-
gents, such asinstantiate, dispose, activate, roam, return, andwait/fail.

Theadaptation layercomprises PICO-compliance software so that delegents and
other components running above this layer can adapt to existing hardware devices
in the environment. PICO-compliance software consists of dynamic libraries that
are necessary to mask underlying systems and network heterogeneity of devices.
Recently, a plethora of wireless devices have been deployed in a wide variety of sit-
uations: pocket PCs, cell phones, 2-way pagers, Bluetooth devices, 3G multimedia
terminals, and many others. Most of these devices have processors and their focus
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FIG. 4. The reference framework.

is on providing processing support to perform their own native functions. These de-
vice capabilities are captured by the setF of camileuns, andH is used to populate
necessary dynamic library components in this layer.

The main task of theevent handleris to deliver messages from the adaptation
layer or the camileun’s delegent manager to the appropriate recipient delegent(s). An
event packet consists of source and destination delegent addresses, and event identi-
fication, and associated payload. Event packets destined to a delegent that is located
on the local camileun are handed at the camileun’s delegent manager for delivery of
messages. If events are addressed to remote delegent, the event handler will carry out
actual delivery by using one of the underlying communication mechanisms—such as
802.11b, Bluetooth, and IrDA, with help of the adaptation layer.
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From time to time, the destination of an event packet can be unknown and its sink
is needed to be determined during actual transmission of the packet. We call this
kind of an event packet alate-bound event packet. To handle this type of packet, the
event handler will consult with the community (collaboration) manager and other
middleware components that maintain information about the environment the device
is in, such as context manager, resource manager, and profile manager to determine
the recipients of the events. Once the information of recipients of late bound events
are resolved, they follow the same event delivery mechanism as that of normal event
packets.

Current implementation of theevent handlersolely relies on the event identifica-
tion of a packet to determine appropriate recipient delegent(s). However, this will
create a problem of assigning unique event identification to every event in the envi-
ronment. The requirement of unique identification of events hinders expansion of our
service provision framework to wider environments. We are in the process of devel-
oping an event description language to replace the event id, so that the requirement
of global uniqueness of event identification is resolved.

Thecontext managermaintains contextual information for the user of the device.
It is important for any pervasive computing device to exploit contextual informa-
tion such that the amount of users’ involvement is reduced. Contextual information
is gathered by sensors or derived by software entities by fusing information avail-
able to them. The sensed/gathered contextual information is processed and filtered
by the infrastructure to make useful to the components in the environment. Thecon-
text managerhelps to determine the recipient of late bound event packets using the
current context of user or device, and it also generates event packets when there
are context changes and a delegent’s behavior needs to be adapted according to the
changing context.

Many devices in pervasive computing environment are resource limited. There-
source managerof a camileun is responsible for managing precious resource effi-
ciently. The resource manager will generate an event whenever there is an exception
when any resource, such as memory limit is reached or battery running low or over-
loaded CPU is nearing its limits. The exception might force delegents to react to the
events by, for example, turning off the screen, reducing the power usage, etc.

6.5 Implementation of Delegents
We have implemented delegents that have the ability to provide encapsulation,

interface, delegation, adaptation and manageability for the camileun with which they
are associated.

• Encapsulation: A delegent encapsulates one or more functional units of a
camileun. A simple delegent encapsulates only one functional unit, whereas
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a complex delegent encapsulates two or more functional units. Further, the con-
cept of community provides a way for such encapsulations among multiple
camileuns.

• Interface: A delegent provides a common interface to communicate or collabo-
rate with other delegents. Community is a collection of one or more delegents
working together towards a common goal. Communication and collaboration
are essential to operations of a community.

• Delegation: Delegents delegate one or more functionalities of their associated
camileuns to one or more communities. A delegent may represent services pro-
vided by a camileun to a community that requires camileun function(s) for its
operation.

• Adaptation: Delegents make camileuns not only adaptive to their surrounding
environments, but also condition them to overcome uneven conditions of vari-
ous collaborating camileuns. When a camileun is in the environment with poor
network resources, a delegent of the camileun will initiate collaboration with a
another delegent on a different camileun to cache message packets.

Figure 5 depicts current delegent architecture designed to meet the above require-
ments. Therule-driven schedulermaintains theR andQ sets of delegents, accepts
events from camileun’s delegent manager (CDM) and schedules tasks according to
rules and current state. The module database maintains elements of the setM of

FIG. 5. Delegent architecture.
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delegents. The module mapper links modules in the module database to actualf of
camileun. Error handler deals with errors that might occur during the execution of
delegents.

6.6 Implementation of Communities

Communities in PICO are defined as entities consisting of one or more delegents
working towards achieving a common goal. Communities are the framework for col-
laboration and coordination among delegents. The community manager carries out
the tasks of creation, merger and disintegration of communities. It also maintains the
current states of the community, schedules activities among the member delegents
according to the community specification, generates and processes events related to
communities’ operation. Since a community can have delegents executing on differ-
ent devices, a community manager facilitates collaboration.

7. Petri Net Modeling and Simulation Study

We have carried out simulation studies to evaluate the proposed service provision-
ing framework in terms of its flexibility and effectiveness by employing Petri net
modeling. Through the Petri net model, we prove such vital properties of the frame-
work as livenessand reachability. We also gathered various performance results,
such as average delay and scalability, to evaluate the framework quantitatively.

A model of existing or planned system captures the properties and behaviors of
the system in an abstract way. We use a model to analyze and validate the properties
of the system, and to carry out simulation studies to measure the performance of the
system. Further, a model is utilized as a means of communication among various
entities. Therefore, a modeling approach provides a guideline for representing be-
haviors and properties of a system as well as methodologies for analysis, validation,
and simulation.

There exist many different modeling techniques for software systems. First, math-
ematical approaches such as first order predicate and temporal logic based ones.
These approaches provide a concise way of representing a system, and have math-
ematically rigorous analysis and validation methods. However, this approach expe-
riences difficulty as a means of communication, and it often requires translation of
the model to other representations in order to carry out simulations using generic
methods.

The second approach is an entity-relationship approach, and UML is one exam-
ple. This approach provides an easier way of representing system, and facilitates
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communication among related entities of the model by employing visual represen-
tations. However this approach lacks mathematical rigor and means for analysis and
validation. For this reason, this approach is often employed to design and develop a
system only.

Petri-net based approach is another alternative for modeling a system. Petri-nets
provide a mathematically based simple method that can be used for rigorous analysis
and validation of modeled system. Petri nets (PNs) can also be used for Distributed
Event Simulation (DES). They have been applied successfully in a wide variety of
models, and have a mathematical basis which can be exploited to determine many
different properties of modeled system.

A Petri net is a directed, connected, and bipartite graph in which each node is
either a place or a transition. Tokens occupy places. When there is at least one to-
ken in every place connected to a transition, we say that the transition is enabled.
Any enabled transition may fire by removing one token from every input place and
depositing one token in each output place.

There are many different kinds of Petri models, but we can classify them into two
main categories: ordinary Petri nets and high-level Petri nets. The ordinary Petri nets
have shortcomings in many practical situations. First, they may become too large
and inaccessible as we model details of the systems. Second, they are unsuitable for
modeling particular activities, such as time. To resolve these issues, a Petri net have
been expanded in many ways—color, time, and hierarchical extensions. Petri nets
that incorporate the extensions are called high-level Petri nets.

Colored Petri net was developed in the late 1970s by K. Jensen [13]. In the ordi-
nary Petri net, it is impossible to distinguish between two tokens: two tokens in the
same place are by definition indistinguishable. Tokens often represent objects (e.g.,
resources, goods, humans) of the modeled system. To represent attributes of these
objects, the Petri net model is extended with colored or typed tokens. Each token
has a value often referred to as “color”. Transitions use the values of the consumed
tokens to determine the values of produced tokens. A transition describes the relation
between the values of the “input tokens” and the values of “output tokens”. It is also
possible to specify “preconditions” which take the color of tokens to be consumed
into account.

Another extension is the timed Petri net [21]. Given a process modeled as a PN,
we often want to be able to make statements about its expected performance. In or-
der to obtain such metrics, it is necessary to include pertinent information about the
timing of a process in the model. The ordinary Petri net does not allow the modeling
of ‘time’. In the time extension, tokens receive a timestamp as well as a value. This
indicates the time from which the token is available. A transition is only enabled at
the moment when each of the tokens to be consumed has a timestamp equal or prior
to the current time. In other words, the enabling time of a transition is the earliest mo-
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ment at which its input places contain enough available tokens. Tokens are consumed
on a FIFO basis. Timed Petri net is classified into three categories based on distrib-
ution of time—deterministic, stochastic, and generalized stochastic. In deterministic
time Petri nets, transitions happen in deterministic time. Stochastic net specifies time
delays as exponentially distributed random variables. Generalized stochastic Petri
net can have both deterministic and exponential distribution of transition time.

7.1 Petri Net Model

Petri net has been proven to be useful in verifying properties and measuring the
performance of a system. A Petri net is a directed, connected, and bipartite graph in
which each node is either a place or a transition. Tokens occupy places. When there
is at least one token in every place connected to a transition, we say that the transition
is enabled. Any enabled transition may fire by removing one token from every input
place and depositing one token in each output place. Interested readers are referred
to [21].

Figure 6 depicts the Petri net model of a delegent that represents a composed ser-
vice using the proposed framework. The composed services are a partially ordered
set of operations. Therefore, it is easy to map them onto a Petri net. Operations are
modeled by transitions and the states of the services are modeled by places. The ar-
rows between places and transitions are needed to specify causal relationships. In
Figure 6, the places P1 and P10 are the input and output places of a delegent respec-
tively. The place P3 represents the rule engine that matches current event to particular
modules that a delegent is associated with. Petri net representation of a module con-
tains one input and an output place. In the figure, the delegent is associated with
three modules. Each module carries out its own task(s), and exposes unique stochas-

FIG. 6. Petri net model.
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FIG. 7. Petri net model for multiple delegents collaborating.

tic processes to model the time to complete its task(s). For example, the module 1
uses uniform distribution, but modules 2 and 3 use exponential distribution.

For a delegent to complete its task(s), it may be required to collaborate with other
delegents. In the heart patient scenario, the heart monitor delegent,(Dhm), collab-
orates with the alert(Dalert) and upload(Dupload) delegents. A Petri net model for
the scenario is presented in Figure 7. As we described earlier,Dhm reacts to events
differently depending on their severity. Figure 7 is a model that focuses on howDhm
reacts to a medium risk condition. From this model, we have conducted liveness and
reachability study by employing the Petri net tool box [19]. We draw a conclusion
that the model is live and all the places in the model are reachable. According to
the definition of liveness of Petri net, if a transition is not deadlocked, then it must
be live, i.e., there exists a firing sequence such that the transition will be enabled.
Therefore, the Petri net of the composed service created using our Petri net model is
deadlock free.
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In the actual modeling of our whole system, we use G-net [7] due to the explo-
sive number of places and transitions in the nets. G-net is a high level Petri-net that
employs multiple levels of abstractions but it is inadequate for modeling commu-
nications between entities, such as delegents. For communication model, we are
investigating Colored Petri net (CPN) [14]. CPN is an extension of Petri net capable
of modeling communication. Detailed modeling and analysis of using the techniques
will be carried out in the future.

7.2 Simulation Results

We have extended the pure Petri net model, shown in Figure 7, to stochastic Petri
net to evaluate performance of the net. We have developed two types of workload
models for our performance study: Sequential and Markov. In the Markov process,
the inter-arrival time of each request is obtained from the Poisson process, while the
inter-arrival time of sequential process is uniformly distributed.

In the simulation, average processing delay of events is of particular interest. We
are interested in determining the processing delay of events to study the scalability
of our proposed framework. A system is scalable whenever it is able to guarantee a
service level when the size the system is significantly changed. Therefore a relation-

FIG. 8. Processing delay of events.
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ship between a number of requests and delay time should be measured to show if a
system is scalable.

Figure 8 shows the simulation results. Thex-axis of the graph represents the num-
ber of concurrent users and they-axis shows the corresponding average delay. The
average delay is the difference between arrival time of the request at the place P1 and
departure time at the place P10 of the Petri net shown in Figure 7. As shown in the
graph, the system suffers little variance in processing delays as we increase the load.
Therefore we conclude that the system is scalable.

The response time of the Petri net, shown in Figure 8, depends much on the per-
formance of modules embedded in the delegent. The functions of delegents, such as
rule inference, and mapping between events to modules, are carried out in determin-
istic time. However the run time of modules depends on tasks they carry out, and
are modeled as Markov processes in our simulation. The encapsulation provided by
delegents does not introduce much overhead.

8. Modeling Dynamism of Pervasive Computing Using
Colored Petri Nets

Pervasive computing systems operate under very dynamic and ever changing en-
vironments. Continuous changes in pervasive computing environments require the
system to react to dynamic changes in a seamless and unobtrusive manner. One of
the critical issues realizing this vision is to make pervasive computing applications
aware of the changing environment. Various monitoring mechanisms, such as pe-
riodical probing and push-based mechanisms are developed to aid applications in
pervasive computing to become aware of environmental changes. These mechanisms
have their own strengths and weaknesses and also exhibit different performance char-
acteristics that influence how fast and how well applications in pervasive computing
adapt themselves in the changing environment and affect the performance of the en-
tire system. Study of the characteristics and performance evaluation are important to
the design and implementation of any pervasive computing system. We will investi-
gate at how these characteristics affect pervasive computing systems.

A typical pervasive computing system is depicted in Figure 9. There are three
major components in a pervasive computing system, namely a group of applica-
tions, a middleware, and an environment. An environment of pervasive computing
applications can be represented as a union of current states of resources and other
applications that affect the environment. Most pervasive computing systems employ
middleware in order to resolve heterogeneity and more important to capture changes
in the environment. Middleware is normally implemented as a group of processes
such that each process carries out a specialized function, namely context manager,
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FIG. 9. Typical pervasive computing system.

resource manager, network monitors, etc. Middleware detects changes by monitor-
ing the environment or receiving notification from applications and middleware that
run on other systems. Another critical function of middleware is to interact with ap-
plications running on the top of them in order to sense environmental changes.

The interaction mechanism between the middleware and a group of applications
can be classified into three different categories:

(a) Application initiated method (periodic): In this method, the middleware stores
changes in the environment, and applications periodically probe the mid-
dleware for any environmental changes of interest. Since this model uses
periodical probing, changes in the environment are often not propagated to
applications in time and causes inconsistency between states as perceived by
the middleware and the applications. Applications should tolerate temporal
inconsistency in this model.

(b) Middleware initiated method: When a middleware perceives a change in this
environment, it multicasts a message to notify applications of the change that
has been made in the environment. The major advantage of this model is that
applications receive timely information on changes happening in the environ-
ment. However this will result in waste of bandwidth and processing time
because of unnecessary notification. All applications will receive notification
messages, and this results in performance degradation since those applications
that are not interested in a particular change are also interrupted.
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(c) Hybrid method: Assume that a middleware is intelligent enough to determine
the urgency of changes in the environment. A middleware notifies application
changes in the environment using the push model described above. Otherwise
it will buffer the changes until the application probes it.

We argue that the periodical probing is the best mechanism for pervasive comput-
ing systems due to the following reasons. First, middleware for pervasive computing
systems needs to be light weight, since pervasive computing deals with devices of
various levels of intelligence. Second, each application has its own interest in the
environmental information. According to the end-to-end argument [25], it is better
for the application to seek information needed rather than information push from the
middleware that may not have full knowledge of applications’ interests.

In this section, we validate the above statement by modeling how changes made in
the environment to the applications running in the environment using colored Petri
net modeling. The model is focused on propagation of changes in the environment to
applications. We also carry out the study on performance of each of the above three
models.

8.1 Colored Petri Nets (CPNs)
The first proposed Petri net has limitations on representation of some aspects of the

modeled system, such as time, types of messages, etc. There are several extensions
to the Petri net to accommodate such aspects that could not be modeled with the
original Petri nets. Colored Petri net (CPN) is an example of such extensions.

CPN provides more powerful way of describing operations of a system. Unlike
ordinary Petri net, CPN uses tokens that can be differentiated from each other. This
feature is the primary reason to employ CPNs for modeling. Further, CPNs allow us
to model routing of message more precisely than ordinary Petri nets. Since pervasive
computing system intensively interacts among software components, it is crucial that
message exchanges are modeled correctly.

Another advantage of CPNs is that there are many modeling tools developed and
available to aid CPN modeling. Most of the tools allow modeler to include custom-
made procedures in the model by using ML or Java programming language. Modeler
can reflect the behavior of the system precisely. By utilizing these features, we can
model some level of dynamism of pervasive computing environments. The CPN
model may also be analyzed for the certain correctness property of the system,
namely liveness and safeness. Further it can be easily and directly translated into
a prototype of the modeled system. King et al. [15] propose a way of translating
a CPN model to a UML so that it can easily be implemented using existing soft-
ware implementation tools. The above features make CPN a suitable candidate for
modeling of dynamism of pervasive computing system.
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8.2 Modeling

In this section, we will describe three methods that attempt to resolve inconsis-
tency between applications and the middleware. We also present CPN models for
each method and discuss the properties of each of the methods using CPN analysis
technique.

8.2.1 Application Initiated Periodical Probing
Application initiated periodical probing requires that an application in a pervasive

computing environment periodically probes the middleware, it is running on top of,
for possible changes. This can be implemented as simple request–reply protocol de-
picted in Figures 10 and 11. An application running on top of middleware sends out
probe messages periodically. The period of probing is represented by�T . In other
words, the frequency of updates is 1/�T . Once a middleware receives the probe
message, it will reply to the application with current status information.

The periodical probing method is easier to implement, but suffers from the follow-
ing disadvantages.

Accuracy problem: Suppose that the period of probing is�T . During �T time,
the application makes all its decisions based on the result of the last probing. If the
environment changes quickly and frequently as is often the case in dynamic environ-
ments, the accuracy is affected.

Middleware load problem: In order to improve accuracy, the�T should be as short
as possible, but, on the other hand, too many probing messages should be avoided.
Probing messages generate a heavy load on middleware and consume much band-
width.

FIG. 10. Application initiated periodical probing.
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FIG. 11. Relationship between environmental change rate and accuracy.

Solving the above problems is hard because they are contradictory. We need to
look for the value of�T that can satisfy both issues adequately.

8.2.2 Determining �T

As discussed above, the probe period�T is the main performance factor of the
algorithm. From information theory, we can determine�T based on how fast the
environment is changing. Let’s define that environmental changing rate isδ and ac-
curacy of monitoring is defined byε.

The worst possible divergence between application and middleware is given by,

ε = 2δ�T .

From this we can get the following,

�T = ε/2ε.

Given the required accuracyε for the application and system’s environmental
changing rateδ, �T can be determined as above. For an application to accurately
monitor the environment, it needs to send a probing message every�T . This will be
studied through simulation using the CPN model described in the following section.

8.2.3 CPN Model

In this section, we consider a system that is composed of applications and middle-
ware services. We denote a set of applications and middleware services in the system
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asA andM, respectively. An applicationx ∈ A is running on top of a middleware
servicey ∈ M, and we sayx × y ∈ A×M. Two middleware servicesy, z ∈ M may
be connected by a bidirectional channel.

We describe dynamic behavior of the model using CPNs. A Colored Petri net
consists of a set of places, which are graphically represented as ellipses, and a set
of transitions, which are represented by squares. Places and transitions are related to
each other by arcs. A state of the net is represented by tokens on the different places
of the net, and is changed by firing transitions. A transition can be fired if there is a
matched token in each of input arcs.

A CPN for periodic probing method is depicted in Figure 12. The upper portion
of the CPN above represents behavior of application and the bottom one represents
the behavior of middleware.

The placeApplication holds an applicationx ∈ A, and placeMiddlewarehas
y ∈ M. Initially, an applicationx probes a set of middleware servicesy by send-
ing a request message. The transitionSend_Reqabstracts the sending of a request
message. Since the application sends probe messages to all the middleware it needs

FIG. 12. CPN modeling of periodic probing.
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to probe, arc-inscriptionReq(s) generates a set of messages(x, y) ∈ A × M. The
generated messages are buffered at place MsgBuffer, until they are consumed by
transitionReq_Rcv. When a message is placed at MsgBuffer, the transitionRec_Req
is enabled if there exists a tokenz ∈ M such that messages(x, y) ∈ A×M are in Ms-
gBuffer andy = z. Once the transitionRec_Reqis fired, the message(x, y) which is
consumed by the transition is placed in Req_Pending. The place Req_Pending repre-
sents the processing delay in the middleware for a request message to be processed.
The transition Send_Reply creates reply messages indicating whether the request
has been processed successfully or not. The reply message is placed in Msgbuffer
again, and it makesRec_Replyenabled so that message pending in the place wait-
ForReply can be consumed byRec_Replytransition. FiringRec_Replyrepresents
the completion of probing sequence. Once one probing is done, the application waits
for a pre-defined period of time for the next probing to start. The transition Trigger
is ready to fire when the token in the place Holding is aged more than the defined
timeout period. The application token is reincarnated by the firing of Trigger.

In order for the probing mechanism to be logically correct, two properties must
be satisfied—liveness and safety. Liveness property is defined as a desirable state
that will be entered from all legal initial states of the system. In our mechanism,
we can say the system is live if every application’s probe message reaches the place
of completion. More formally, each probe messagea should reach the state com-
pleted. The above statement says every probe message eventually reaches the place
of COMPLETED. We have proved the liveness of the mechanism by running CPN
tool’s state space analysis.

Safety requires that an incorrect state cannot be entered from any initial state of
the system. In our mechanism, the application reaches completed state after all the
middleware services reply back to the application.

9. Conclusions and Future Work

In this chapter, we introduced a service provisioning framework that is not only
flexible in defining and generating services, but also adaptive to the environment
where the service is actually provided. The proposed service provisioning frame-
work aids users in locating and utilizing available services, and composing new
services using the existing services in the environment. We described a model that
captures the essence of devices and services around users in pervasive computing
environments. The model provides high-level abstractions of services and relation-
ship among them. The model allows depiction of enhancements service provisioning
and availability and user’s experience. We describe the implementation of a reference
software platform to carry out case studies based on the service composition scheme.
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We also presented an analytical model using Petri net and simulation results of the
model. The Petri net model shows that services created by our framework are live
(deadlock-free) and effective, and the overheads introduced do not affect scalability.
A colored Petri net model has been developed to capture the environmental changes
and the recognition of such changes by the middleware and the application.
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Abstract
In recent times, we have witnessed an unprecedented growth of textual informa-
tion via the Internet, digital libraries and archival text in many applications. To
be able to store, manage, organize and transport the data efficiently, text com-
pression is necessary. We also need efficient search engines to speedily find the
information from this huge mass of data, especially when it is compressed. In
this chapter, we present a review of text compression algorithms, with particular
emphasis on the LZ family algorithms, and present our current research on the
family of Star compression algorithms. We discuss ways to search the informa-
tion from its compressed format and introduce some recent work on compressed
domain pattern matching, with a focus on a new two-pass compression algorithm
based on LZW algorithm. We present the architecture of a compressed domain
search and retrieval system for archival information and indicate its suitability
for implementation in a parallel and distributed environment using random ac-
cess property of the two-pass LZW algorithm.
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1. Introduction

In recent times, we have witnessed an unprecedented growth of textual informa-
tion via the Internet, digital libraries and archival text in many applications. A recent
estimate [42] puts the amount of new information generated in 2002 to be 5 ex-
abytes (1 exabyte= 1018 bytes which is approximately equal to all words spoken
by human beings) and 92% of this information is in hard disk. While a good frac-
tion of this information is of transient interest, useful information of archival value
will continue to accumulate. The TREC [62] database holds around 800 million sta-
tic pages having 6 trillion bytes of plain text equal to the size of a million books.
The Google system routinely accumulates millions of pages of new text information
every week. We need ways to manage, organize and transport this data from one
point to the other on data communications links with limited bandwidth. We must
also have means to speedily find the information we need from this huge mass of
data. Search engines have become the most popular and powerful tools for hunt-
ing relevant documents on the Internet. Although many well known search engines
claim to be able to search multimedia information such as image and video using
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sample images or text description, text documents are still the most frequent targets.
Sometimes, a single site may also contain large collections of data such as a library
database, thereby requiring an efficient search mechanism even to search within the
local data. To facilitate the information retrieval, an emerging ad hoc standard for
uncompressed text is XML which preprocesses the text by putting additional user
defined metadata such as DTD or hyperlinks to enable searching with better effi-
ciency and effectiveness. This increases the file size considerably, underscoring the
importance of applying text compression. On account of efficiency (in terms of both
space and time), there is a need to keep the data in compressed form for as much as
possible.

Text compression is concerned with techniques for representing the digital text
data in alternate representations that take less space. Not only does it help con-
serve the storage space for archival and online data, it also helps system perfor-
mance by requiring less number of secondary storage (disk or CD Rom) accesses
and improves the network bandwidth utilization by reducing the transmission time.
Unlike static images or video, there is no international standard for text compres-
sion, although compressed formats like .zip, .gz, .Z files are increasingly being used.
In general, data compression methods are classified as lossless or lossy. Lossless
compression allows the original data to be recovered exactly. Although used pri-
marily for text data, lossless compression algorithms are useful in special classes
of images such as medical imaging, finger print data, astronomical images and
data bases containing mostly vital numerical data, tables and text information. In
contrast, lossy compression schemes allow some deterioration and are generally
used for video, audio and still image applications. The deterioration of the qual-
ity of lossy images are usually not detectable by human perceptual system, and
the compression systems exploit this by a process called ‘quantization’ to achieve
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compression by a factor of 10 to a couple of hundreds. Many lossy algorithms
use lossless methods at the final stage of the encoding stage underscoring the
importance of lossless methods for both lossy and lossless compression applica-
tions.

In order to be able to utilize effectively the full potential of compression techniques
for the future retrieval systems, we need to meet two challenges: First, we need ef-
ficient information retrieval in the compressed domain. This means that techniques
must be developed to search the compressed text without decompression or only with
partial decompression independent of whether the search is done on the text or on
some inversion table corresponding to a set of key words for the text. Second, dif-
ferent parts of the compressed text should be made available for parallel search in a
distributed or networked environment. This is important particularly when the system
has to deal with massive amount of data even when compressed. Distributed search
capability is a key feature for search engines like Google but none of the search en-
gines available today make explicit use of compressed domain search. In order to be
able to do that the compression algorithms must be capable of or should be modified
to have search awareness via random access property. Being able to randomly access
and partially decode the compressed data is highly desirable for efficient retrieval
and is required in many applications. The flexibility for access to different levels of
details of the context is also desirable for various requirements. We will deal with
this subject again later in the chapter.

Compression algorithms are inherently sequential. Text compression can be done
on-the-fly by using universal adaptive algorithms such as LZ family of algorithms
or by typically two-pass algorithms such as Bzip2. The two pass algorithms cannot
be used for on-line applications but in many applications such as archival library
information or Internet based browsing, their importance is undeniable. Furthermore,
use of distributed and network based searching are only possible if the compression
algorithms are applied in the preprocessing stage. This point will be further clarified
later in the chapter.

The plan of the chapter is as follows. Section 2 presents the basic concepts of infor-
mation theory applicable in the context of lossless text compression. Section 3 will
then briefly describe the well-known compression algorithms discussed in detail in
several excellent recent books [52,64,33,53,47]. In Section 4 we present our research
on the Star family of compression algorithms. Section 5 will review and present some
of our own research in compressed domain search algorithms. Section 6 will discuss
search and retrieval systems using compressed text data bases. Section 7 will pro-
vide some searching techniques with the help of useful data structures. Section 8
will present our ideas on parallel search and retrieval approaches.
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2. Information Theory Background 1

The general approach to text compression is to find a representation of the text re-
quiring less number of binary digits. The standard ASCII code uses 8-bits2 to encode
each character in the alphabet. Such a representation is not very efficient because it
treats frequent and less frequent characters equally. If we encode frequent charac-
ters with a smaller (less than 8) number of bits and less frequent characters with
larger number of bits (possibly more than 8 bits), it should reduce theaveragenum-
ber of bits per character(BPC). This observation is the basis of the invention of
the so-called Morse code and the famous Huffman code developed in the early 50s.
Huffman code typically reduces the size of the text file by about 50–60% or provides
compression rate of 4–5 BPC [64] based on statistics of frequency of characters.
In the late 1940s, Claude E. Shannon laid down the foundation of the information
theory and modelled the text as the output of a source that generates a sequence of
symbols from a finite alphabetA according to certain probabilities. Such a process is
known as astochastic processand in the special case when the probability of occur-
rence of the next symbol in the text depends on the previous symbols or its context
it is called aMarkov process. Furthermore, if the probability distribution of a typical
sample represents the distribution of the text it is called anergodic process[54,56].
The information content of the text source can then be quantified by the entity called
entropyH given by

(1)H = −
∑

pi logpi

wherepi denotes the probability of occurrence of theith symbol in the text, sum of
all symbol probabilities is unity and the logarithm is with respect base 2 and− logpi

is the amount ofinformation in bits for the event (occurrence of theith symbol).
The expression ofH is simply the sum of the number of bits required to represent
the symbols multiplied by their respective probabilities. Thus the entropyH can be
looked upon as defining the average number of BPC required to represent or encode
the symbols of the alphabet. Depending on how the probabilities are computed or
modeled, the value of entropy may vary. If the probability of a symbol is computed
as the ratio of the number of times it appears in the text to the total number of sym-
bols in the text, the so-called static probability, it is called an Order (0) model. Under
this model, it is also possible to compute the dynamic probabilities which can be
roughly described as follows. At the beginning when no text symbol has emerged

1 Sections 2, 3, and part of Section 4 are directly taken from [49].
2 Most text files do not use more than 128 symbols which include the alphanumerics, punctuation

marks and some special symbols. Thus, a 7-bit ASCII code should be enough.



212 A. MUKHERJEE ET AL.

out of the source, assume that every symbol is equiprobable.3 As new symbols of the
text emerge out of the source, revise the probability values according to the actual
frequency distribution of symbols at that time. In general, an Order(k) model can be
defined where the probabilities are computed based on the probability of distribution
of the (k + 1)-grams of symbols or equivalently, by taking into account the context
of the precedingk symbols. A value ofk = −1 is allowed and is reserved for the
situation when all symbols are considered equiprobable, that is,pi = 1/|A|, where
|A| is the size of the alphabetA. Whenk = 1 the probabilities are based on bigram
statistics or equivalently on the context of just one preceding symbol and similarly
for higher values ofk. For each value ofk, there are two possibilities, the static and
dynamic model as explained above. For practical reasons, a static model is usually
built by collecting statistics over a testcorpus, which is a collection of text samples
representing a particular domain of application (viz. English literature, physical sci-
ences, life sciences, etc.). If one is interested in a more precise static model for a
given text, asemi-staticmodel is developed in a two-pass process; in the first pass
the text is read to collect statistics to compute the model and in the second pass an
encoding scheme is developed. Another variation of the model is to use a specific
text to prime or seed the model at the beginning and then build the model on top of
it as new text files come in.

Independent of the model, there is entropy associated with each file under that
model. Shannon’s fundamental noiseless source coding theorem says that entropy
defines a lower limit of the average number of bits needed to encode the source
symbols [56]. The “worst” model from information theoretic point of view is the
order (−1) model, the equiprobable model, giving the maximum valueHm of the
entropy. Thus, for the 8-bit ASCII code, the value of this entropy is 8 bits. The
redundancyR is defined to be the difference4 between the maximum entropyHm

and the actual entropyH . As we build better and better models by going to higher
orderk, lower will be the value of entropy yielding a higher value of redundancy.
The crux of lossless compression research boils down to developing compression
algorithms that can find an encoding of the source using a model with minimum
possible entropy and exploiting maximum amount of redundancy. But incorporating
a higher order model is computationally expensive and the designer must be aware
of other performance metrics such as decoding or decompression complexity (the

3 This situation gives rise to what is called the zero-frequency problem. One cannot assume the proba-
bilities to be zero because that will imply an infinite number of bits to encode the first few symbols since
− log 0 is infinity. There are many different methods of handling this problem but the equiprobability
assumption is a fair and practical one.

4 Shannon’s original definition isR/Hm which is the fraction of the structure of the text message
determined by the inherent property of the language that governs the generation of specific sequence or
words in the text [56].
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process of decoding is the reverse of the encoding process in which the redundancy is
restored so that the text is again human readable), speed of execution of compression
and decompression algorithms and use of additional memory.

Good compression means less storage space to store or archive the data, and it
also means less bandwidth requirement to transmit data from source to destination.
This is achieved with the use of achannelthat may be a simple point-to-point con-
nection or a complex entity like the Internet. For the purpose of discussion, assume
that the channel is noiseless, that is, it does not introduce error during transmis-
sion and it has achannel capacityC that is the maximum number of bits that can
be transmitted per second. Since entropyH denotes the average number of bits re-
quired to encode a symbol,C/H denotes the average number of symbols that can
be transmitted over the channel per second [56]. A second fundamental theorem of
Shannon says that however clever you may get developing a compression scheme,
you will never be able to transmit on average more thanC/H symbols per second
[56]. In other words, to use the available bandwidth effectively,H should be as low
as possible, which means employing a compression scheme that yields minimum
BPC.

3. Classification of Lossless Compression Algorithms

The lossless algorithms can be classified into three broad categories:statistical
methods, dictionary methodsandtransform based methods. We will give a very brief
review of these methods in this section.

3.1 Statistical Methods

The classical method of statistical coding is Huffman coding [34]. It formalizes the
intuitive notion of assigning shorter codes to more frequent symbols and longer codes
to infrequent symbols. It is built bottom-up as a binary tree as follows: given the
model or the probability distribution of the list of symbols, the probability values are
sorted in ascending order. The symbols are then assigned to the leaf nodes of the tree.
Two symbols having the two lowest probability values are then combined to form a
parent node representing a composite symbol that replaces the two child symbols
in the list and whose probability equals the sum of the probabilities of the child
symbols. The parent node is then connected to the child nodes by two edges with
labels ‘0’ and ‘1’ in any arbitrary order. The process is now repeated with the new
list (in which the composite node has replaced the child nodes) until the composite
node is the only node remaining in the list. This node is called the root of the tree.
The unique sequence of 0’s and 1’s in the path from the root to the leaf node is



214 A. MUKHERJEE ET AL.

the Huffman code for the symbol represented by the leaf node. At the decoding end
the same binary tree has to be used to decode the symbols from the compressed
code. In effect, the tree behaves like a dictionary that has to be transmitted once
from the sender to receiver and this constitute an initial overhead of the algorithm.
This overhead is usually ignored in publishing the BPC results for Huffman code
in literature. The Huffman codes for all the symbols have what is called theprefix
property which is that no code of a symbol is the prefix of the code for another
symbol, which makes the codeuniquely decipherable(UD). This allows forming a
code for a sequence of symbols by just concatenating the codes of the individual
symbols and the decoding process can retrieve the original sequence of symbols
without ambiguity. Note that a prefix code is not necessarily a Huffman code nor
may obey the Morse’s principle and a uniquely decipherable code does not have to
be a prefix code, but the beauty of Huffman code is that it is UD, prefix and is also
optimum within one bit of the entropyH . Huffman code is indeed optimum if the
probabilities are 1/2k wherek is a positive integer. There are also Huffman codes
called canonical Huffman codes which uses a look up table or dictionary rather than
a binary tree for fast encoding and decoding [52,64].

Note in the construction of the Huffman code, we started with a model. Efficiency
of the code will depend on how good this model is. If we use higher order models,
the entropy will be smaller resulting in shorter average code length. As an exam-
ple, a word-based Huffman code is constructed by collecting the statistics of words
in the text and building a Huffman tree based on the distribution of probabilities
of words rather than the letters of the alphabet. It gives very good results but the
overhead to store and transmit the tree is considerable. Since the leaf nodes con-
tain all the distinct words in the text, the storage overhead is equal to having an
English words dictionary shared between the sender and the receiver. We will re-
turn to this point later when we discuss our transforms. Adaptive Huffman codes
take longer time for both encoding and decoding because the Huffman tree has to be
modified at each step of the process. Finally, Huffman code is sometimes referred
to as a variable length code (VLC) because a message of a fixed length may have
variable length representations depending on what letters of the alphabet are in the
message.

In contrast, thearithmetic codeencodes a variable size message into a fixed
length binary sequence [51]. Arithmetic code is inherently adaptive, does not use any
lookup table or dictionary and in theory can be optimal for a machine with unlimited
precision of arithmetic computation. The basic idea can be explained as follows: at
the beginning the semi-closed interval [0, 1) is partitioned into|A| equal sized semi-
closed intervals under the equiprobability assumption and each symbol is assigned
one of these intervals. The first symbol, saya1 of the message can be represented
by a point in the real number interval assigned to it. To encode the next symbola2
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in the message, the new probabilities of all symbols are calculated recognizing that
the first symbol has occurred one extra time and then the interval assigned toa1 is
partitioned (as if it were the entire interval) into|A| sub-intervals in accordance with
the new probability distribution. The sequencea1a2 can now be represented without
ambiguity by any real number in the new sub-interval fora2. The process can be
continued for succeeding symbols in the message as long as the intervals are within
the specified arithmetic precision of the computer. The number generated at the fi-
nal iteration is then a code for the message received so far. The machine returns to
its initial state and the process is repeated for the next block of symbol. A simpler
version of this algorithm could use the same static distribution of probability at each
iteration avoiding re-computation of probabilities. The literature on arithmetic cod-
ing is vast and the reader is referred to the texts cited above [52,53,64] for further
study.

The Huffman and arithmetic coders are sometimes referred to as theentropy
coders. These methods normally use an order (0) model. If a good model with low
entropy can be built external to the algorithms, these algorithms can generate the
binary codes very efficiently. One of the most well known modelers is “prediction
by partial match” (PPM) [20,45]. PPM uses a finite context Order (k) model where
k is the maximum context that is specified ahead of execution of the algorithm. The
program maintains all the previous occurrences of context at each level ofk in a trie-
like data structure with associated probability values for each context. If a context
at a lower level is a suffix of a context at a higher level, this context is excluded at
the lower level. At each level (except the level withk = −1), anescape character
is defined whose frequency of occurrence is assumed to be equal to the number of
distinct context encountered at that context level for the purpose of calculating its
probability. During the encoding process, the algorithm estimates the probability of
the occurrence of thenext characterin the text stream as follows: the algorithm tries
to find the current context of maximum lengthk in the context table or trie. If the
context is not found, it passes the probability of the escape character at this level and
goes down one level tok − 1 context table to find the current context of lengthk − 1.
If it continues to fail to find the context, it may go down ultimately tok = −1 level
corresponding to equiprobable level for which the probability of any next character
is 1/|A|. If a context of lengthq, 0 � q � k, is found, then the probability of the
next character is estimated to be the product of probabilities of escape characters at
levelsk, k−1, . . . , q +1 multiplied by the probability of the context found at theqth
level. This probability value is then passed to the backend entropy coder (arithmetic
coder) to obtain the encoding. Note, at the beginning there is no context available so
the algorithm assumes a model withk = −1. The context lengths are shorter at the
early stage of the encoding when only a few contexts have been seen. As the encod-
ing proceeds, longer and longer contexts become available. In one version of PPM,
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called PPM*, an arbitrary length context is allowed which should give the optimal
minimum entropy. In practice a model withk = 5 behaves as good as PPM* [19].
Although the algorithm performs very well in terms of high compression ratio or
low BPC, it is very computation intensive and slow due to the enormous amount of
computation that is needed as each character is processed for maintaining the context
information and updating their probabilities.

Dynamic Markov Compression (DMC) is another modeling scheme that is equiva-
lent to finite context model but uses finite state machine to estimate the probabilities
of the input symbols which are bits rather than bytes as in PPM [21]. The model
starts with a single state machine with only one count of ‘0’ and ‘1’ transitions into
itself (the zero frequency state) and then the machine adapts to future inputs by ac-
cumulating the transitions with 0’s and 1’s with revised estimates of probabilities.
If a state is used heavily for input transitions (caused either by 1 or 0 input), it is
cloned into two states by introducing a new state in which some of the transitions are
directed and duplicating the output transitions from the original states for the cloned
state in the same ratio of 0 and 1 transitions as the original state. The bit-wise en-
coding takes longer time and therefore DMC is very slow but the implementation is
much simpler than PPM and it has been shown that the PPM and DMC models are
equivalent [10].

3.2 Dictionary Methods

The dictionary methods, as the name implies, maintain adictionary or codebook
of words or text strings previously encountered in the text input and data compression
is achieved by replacing strings in the text by a reference to the string in the dictio-
nary. The dictionary isdynamic or adaptivein the sense that it is constructed by
adding new strings being read and it allows deletion of less frequently used strings
if the size of the dictionary exceeds some limit. It is also possible to use astatic
dictionary like the word dictionary to compress the text. The most widely used com-
pression algorithms (Gzip and Gif) are based on Ziv–Lempel or LZ77 coding [67]
in which the text prior to the current symbol constitute the dictionary and a greedy
search is initiated to determine whether the characters following the current charac-
ter have already been encountered in the text before, and if yes, they are replaced
by a reference giving its relative starting position in the text. Because of the pat-
tern matching operation the encoding takes longer time but the process has been fine
tuned with the use of hashing techniques and special data structures. The decoding
process is straightforward and fast because it involves a random access of an array to
retrieve the character string. A variation of the LZ77 theme, called the LZ78 coding,
includes one extra character to a previously coded string in the encoding scheme.
A more popular variant of LZ78 family is the so-called LZW algorithm which leads
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to widely usedCompressutility. This method uses a suffix tree to store the strings
previously encountered and the text is encoded as a sequence of node numbers in
this tree. To encode a string the algorithm will traverse the existing tree as far as pos-
sible and a new node is created when the last character in the string fails to traverse
a path any more. At this point the last encountered node number is used to compress
the string up to that node and a new node is created appending the character that
did not lead to a valid path to traverse. In other words, at every step of the process
the length of the recognizable strings in the dictionary gets incrementally stretched
and is made available to future steps. Many other variants of LZ77 and LZ78 com-
pression family have been reported in the literature (see [52] and [53] for further
references).

3.3 Transform Based Methods: The Burrows–Wheeler
Transform (BWT)

The word ‘transform’ has been used to describe this method because the text un-
dergoes a transformation, which performs a permutation of the characters in the text
so that characters having similar lexical context will cluster together in the output.
Given the text input, the forward Burrows–Wheeler transform [17] forms all cyclic
rotations of the characters in the text in the form of a matrixM whose rows are
lexicographically sorted (with a specified ordering of the symbols in the alphabet).
The last columnL of this sorted matrix and an indexr of the row where the original
text appears in this matrix is the output of the transform. The text could be divided
into blocks or the entire text could be considered as one block. The transformation
is applied to individual blocks separately, and for this reason the method is referred
to asblock sortingtransform [29]. The repetition of the same character in the block
might slow down the sorting process; to avoid this, a run-length encoding (RLE)
step could be preceded before the transform step. The Bzip2 compression algorithm
based on BWT transform uses this step and other steps as follows: the output of the
BWT transform stage then undergoes a final transformation using either move-to-
front (MTF) [12] encoding or distance coding (DC) [7] which exploits the clustering
of characters in the BWT output to generate a sequence of numbers dominated by
small values (viz. 0, 1 or 2) out of possible maximum value of|A|. This sequence
of numbers is then sent to an entropy coder (Huffman or Arithmetic) to obtain the
final compressed form. The inverse operation of recovering the original text from the
compressed output proceeds by decoding the inverse of the entropy decoder, then
inverse of MTF or DC and then an inverse of BWT. The inverse of BWT obtains the
original text given (L, r). This is done easily by noting that the first column ofM,
denoted asF , is simply a sorted version ofL. Define an index vectorTr of size|L|
such thatTr[j ] = i if and only if bothL[j ] andF [i] denote thekth occurrence of
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a symbol fromA. Since the rows ofM are cyclic rotations of the text, the elements
of L precede the respective elements ofF in the text. ThusF [Tr[j ]] cyclically pre-
cedesL[j ] in the text which leads to a simple algorithm to reconstruct the original
text.

3.4 Comparison of Performance of Compression Algorithms

An excellent discussion of performance comparison of the important compression
algorithms can be found in [64]. In general, the performance of compression meth-
ods depends on the type of data being compressed and there is a tradeoff between
compression performance, speed and the use of additional memory resources. The
authors report the following results with respect to the Canterbury corpus: In order of
increasing compression performance (decreasing BPC), the algorithms can be listed
as order zero arithmetic, order zero Huffman giving over 4 BPC; the LZ family of al-
gorithms come next whose performance range from 4 BPC to around 2.5 BPC (Gzip)
depending on whether the algorithm is tuned for compression or speed. Order zero
word based Huffman (2.95 BPC) is a good contender for this group in terms of com-
pression performance but it is two to three times slower in speed and needs a word
dictionary to be shared between the compressor and decompressor. The best perform-
ing compression algorithms are: Bzip2 (based on BWT), DMC, and PPM all giving
BPC ranging from 2.1 to 2.4. PPM is theoretically the best but is extremely slow as
is DMC, bzip2 strikes a middle ground, it gives better compression than Gzip but is
not an on-line algorithm because it needs the entire text or blocks of text in memory
to perform the BWT transform. LZ77 methods (Gzip) are fastest for decompression,
then LZ78 technique, then Huffman coders, and the methods using arithmetic coding
are the slowest. Huffman coding is better for static applications whereas arithmetic
coding is preferable in adaptive and online coding. Bzip2 decodes faster than most
of other methods and it achieves good compression as well. A lot of new research on
Bzip2 (see Section 5) has been carried on recently to push the performance envelope
of Bzip2 both in terms of compression ratio and speed. As a result Bzip2 has become
a strong contender to replace the popular Gzip and Compress.

New research is going on to improve the compression performance of many of the
algorithms. However, these efforts seem to have come to a point of saturation with
regard to lowering the compression ratio. To get a significant further improvement in
compression, other means like transforming the text before actual compression and
use of grammatical and semantic information to improve prediction models should
be looked into. Shannon made some experiments with native speakers of English
language and estimated that the English language has entropy of around 1.3 BPC
[55]. Thus, it seems that lossless text compression research is now confronted with
the challenge of bridging a gap of about 0.8 BPC in terms of compression ratio.
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Of course, combining compression performance with other performance metric like
speed, memory overhead and on-line capabilities seem to pose even a bigger chal-
lenge.

4. Transform Based Methods: Star (*) Transform

In this section we present our research on new transformation techniques that can
be used as preprocessing steps for the compression algorithms described in the pre-
vious section. The basic idea is to transform the text into some intermediate form,
which can be compressed with better efficiency. The transformation is designed to
exploit the natural redundancy of the language. We have developed a class of such
transformations, each giving better compression performance over the previous ones
and most of them giving better compression over current and classical compres-
sion algorithms discussed in the previous section. We first present a brief description
of the first transform called Star Transform (also denoted by *-encoding). We then
present four new transforms called LPT, SCLPT, RLPT and LIPT. We conclude the
section by introducing yet another new transform (StarNT) which forms a new class
of compression algorithms called Starzip. The algorithms use a fixed amount of stor-
age overhead in the form of a word dictionary for the particular corpus of interest and
must be shared by the sender and receiver of the compressed files. In comparison,
word based Huffman method also make use of a static word dictionary but there are
important differences as we will explain later. Because of this similarity, we specif-
ically compare the performance of our preprocessing techniques with that of the
word-based Huffman. Typical size of dictionary for the English language is about
0.5 MB and can be downloaded along with application programs. If the compression
algorithms are going to be used over and over again, which is true in all practical
applications, the amortized storage overhead for the dictionary is negligibly small.
We will present experimental results measuring the performance (compression ratio,
compression times, and decompression times) of our proposed preprocessing tech-
niques using three corpuses: Calgary, Canterbury [23,22] and Gutenberg corpus [24].

4.1 Star (*) Transform

The basic idea underlying the star transformations is to define a unique signature
of a word by replacing letters in the word by a special placeholder character (*) and
keeping a minimum number of characters to identify the word uniquely [30]. For an
English language dictionaryD of size 60,000 words, we observed that we needed at
most two characters of the original words to keep their identity intact. In fact, it is not
necessary to keep any letters of the original word as long as a unique representation
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can be defined. The dictionary is divided into sub-dictionariesDs containing words
of lengths, 1 � s � 22, because the maximum length of a word in English dictionary
is 22 and there are two words of length 1 viz. ‘a’ and ‘I ’.

The following encoding scheme is used for the words inDs : The first word is rep-
resented as sequence ofs stars. The next 52 words are represented by a sequence of
s − 1 stars followed by a single letter from the alphabet� = (a, b . . . z, A,B . . . Z).
The next 52 words have a similar encoding except that the single letter appears in the
last but one position. This will continue until all the letters occupy the first position
in the sequence. The following group of words haves − 2 *’s and the remaining two
positions are taken by unique pairs of letters from the alphabet. This process can be
continued to obtain a total of 53 unique encodings which is more than sufficient for
English words. A large fraction of these combinations are never used; for example
for s = 2, there are only 17 words and fors = 8, there are about 9000 words in
English dictionary. Given such an encoding, the original word can be retrieved from
the dictionary that contains a one-to-one mapping between encoded words and orig-
inal words. The encoding produces an abundance of * characters in the transformed
text making it the most frequently occurring character. If the word in the input text
is not in the English dictionary (viz. a new word in the lexicon) it will be passed
to the transformed text unaltered. The transformed text must also be able to handle
special characters, punctuation marks and capitalization. The space character is used
as word separator. The character ‘~’ at the end of an encoded word denotes that the
first letter of the input text word is capitalized. The character ‘ ‘ ’ denotes that all the
characters in the input word are capitalized. A capitalization mask, preceded by the
character ‘̂ ’, is placed at the end of encoded word to denote capitalization of charac-
ters other than the first letter and all capital letters. The character ‘\’ is used as escape
character for encoding the occurrences of ‘*’, ‘~’, ‘ ‘ ’, ‘ ˆ’, and ‘\’ in the input text.
The transformed text can now be the input to any available lossless text compression
algorithm, including Bzip2 where the text undergoes two transformation, first the
*-transform and then a BWT transform.

4.2 Class of Length Preserving Transforms (LPT and RLPT)

The Length-Preserving Transform (LPT) [41] was invented to handle the problem
that arises due to the use of run-length encoding after BWT transform is applied to
the *-transformed output. It is defined as follows: words of length more than four are
encoded starting with ‘*’, this allows Bzip2 to strongly predict the space character
preceding a ‘*’ character. The last three characters form an encoding of dictionary
offset of the corresponding word in this manner: entryDi[0] is encoded as “zaA”.
For entriesDi[j ] with j > 0, the last character cycles through [A–Z], the second-to-
last character cycles through [a–z], the third-to-last character cycles through [z–a].
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For words of more than four characters, the characters between the initial ‘*’ and the
final three-character-sequence in the word encoding is filled up with a suffix of the
string “. . .nopqrstuvw”. The string may look arbitrary but note that its order is the
same as that of the orders of the letters in the alphabet and the suffix length is exactly
4 minus the length of the word. For instance, the first word of length 10 would be
encoded as “*rstuvwzaA”. This method provides a strong local context within each
word encoding and its delimiters. In this scheme each character sequence contains a
marker (‘*’) at the beginning, an index at the end, and a fixed sequence of characters
in the middle. The fixed character sequence provides BWT with a strong prediction
for each character in the string.

In the further study of BWT and PPM, we found that a skewed distribution of
context should have better result because PPM and its alternatives should have fewer
entries in the frequency table. This leads to higher probabilities and we have a shorter
code length. The Reverse Length-Preserving Transform (RLPT), a modification of
LPT, exploits this information. The padding part is simply reversed for RLPT. For ex-
ample, the first word of length 10 would be encoded as “*wvustrzaA”. The test results
show that the RLPT plus PPMD, outperforms *-transform and LPT. RLPT combined
with compression algorithms of Huffman, Arithmetic compress, Gzip, Bzip2 also
performs better than if RLPT is not used in combination with these algorithms.

4.3 Class of Index Preserving Transforms SCLPT and LIPT

We observed that it is not necessary to keep the word length in encoding and de-
coding as long as the one-to-one mappings are held between word pairs in original
English dictionary and transform dictionary. The major objectives of compression
algorithms such as PPM are to be able to predict the next character in the text se-
quence efficiently by using the deterministic context information. We noted that in
LPT, The padding sequence to maintain length information can be uniquely deter-
mined by its first character. For example, a padding sequence “rstuvw” is determined
by ‘r ’ and it is possible to replace the entire sequence used in LPT by the sequence
“* rzAa” and vice versa. We call this transform SCLPT (Shortened Context LPT).We
now have to use a shortened-word dictionary. If we apply LPT along with the PPM
algorithm, there should be context entries of the forms “*rstu” ‘ v’, ‘ stu’ ‘ v’, ‘ tu’ ‘ v’,
‘u’ ‘ v’ in the context table and the algorithm will be able to predict ‘v’ at length
order 5 deterministically. Normally PPMD goes up to order 5 context, so the long
sequence of “*rstuvw” may be broken into shorter contexts in the context trie. In
SCLPT, such entries will all be removed and the context trie will be used to re-
veal the context information for the shortened sequence such as “*rzAa”. The result
shows that this method competes with the RLPT plus PPMD combination.It beats
RLPT using PPMD in 50% of the files and has a lower average BPC over the test
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bed. The SCLPT dictionary is only 60% of the size of the other transform dictionary,
thus there is about 60% less memory use in conversion and less CPU time consumed.
In general, it outperforms the other schemes in the star-encoded family. LPT has an
average improvement of 4.4% on Bzip2 and 1.5% over PPMD; RLPT has an aver-
age improvement of 4.9% on Bzip2 and 3.4% over PPMD+ [61] using filepaper6
in Calgary corpus [23] as training set. We have similar improvement with PPMD in
which no training set is used. The SCLPT has an average improvement of 7.1% on
Bzip2 and 3.8% over PPMD+. For Bzip2, SCLPT has the best compression ratio in
all the test files. Our results show that SCLPT has the best compression ratio in half
of the test files and ranked second in the rest of the files.

A different twist to our transformation comes from the observation that the fre-
quency of occurrence of words in the corpus as well as the predominance of certain
lengths of words in English language might play an important role in revealing ad-
ditional redundancy to be exploited by the backend algorithm. The frequency of
occurrence of symbols,k-grams and words in the form of probability models, of
course, forms the corner stone of all compression algorithms but none of these algo-
rithms considered the distribution of the length of words directly in the models. We
were motivated to consider length of words as an important factor in English text as
we gathered word frequency data according to lengths for the Calgary, Canterbury
[23,22], and Gutenberg Corpus [24]. A plot showing the total word frequency versus
the word length results for all the text files in our test corpus (combined) is shown in
Figure 1.

It can be seen that most words lie in the range of length 1 to 10. The maximum
number words have length 2 to 4. The word length and word frequency results pro-
vided a basis to build context in the transformed text. We call this Length Index
Preserving Transform (LIPT). LIPT can be used as an additional component in the

FIG. 1. Frequency of English words versus length of words in the test corpus.
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Bzip2 before run length encoding or simply replace it. Compared to the *-transform,
we also made a couple of modifications to improve the timing performance of LIPT.
For *-transform, searching for a transformed word for a given word in the dictio-
nary during compression and doing the reverse during decompression takes time
which degrades the execution times. The situation can be improved by pre-sorting
the words lexicographically and doing a binary search on the sorted dictionary both
during compression and decompression stages. The other new idea that we introduce
is to be able to access the words during decompression phase in a random access
manner so as to obtain fast decoding. This is achieved by generating the addresses of
the words in the dictionary by using, not numbers, but the letters of the alphabet. We
need a maximum of three letters to denote an address and these letters introduce arti-
ficial but useful context for the backend algorithms to further exploit the redundancy
in the intermediate transformed form of the text. LIPT encoding scheme makes use
of recurrence of same length of words in the English language to create context in
the transformed text that the entropy coders can exploit.

LIPT uses a static English language dictionary of 59,951 words having a size
of around 0.5 MB. LIPT uses transform dictionary of around 0.3 MB. The trans-
formation process requires two files namely English dictionary, which consist of
most frequently used words, and a transform dictionary, which contains correspond-
ing transforms for the words in English dictionary. There is one-to-one mapping of
word from English to transform dictionary. The words not found in the dictionary
are passed as they are. To generate the LIPT dictionary (which is done offline), we
need the source English dictionary to be sorted on blocks of lengths and words in
each block should be sorted according to frequency of their use.

A dictionaryD of words in the corpus is partitioned into disjoint dictionariesDi ,
each containing words of lengthi, wherei = 1, 2, . . . , n. Each dictionaryDi is
partially sorted according to the frequency of words in the corpus. Then a mapping
is used to generate the encoding for all words in each dictionaryDi . Di[j ] denotes
the j th word in the dictionaryDi . In LIPT, the wordDi[j ], in the dictionaryD is
transformed as∗clen[c][c][c] (the square brackets denote the optional occurrence of
a letter of the alphabet enclosed and are not part of the transformed representation)
in the transform dictionaryDLIPT whereclen stands for a letter in the alphabet [a–z,
A–Z] each denoting a corresponding length [1–26, 27–52] and eachc is in [a–z,
A–Z]. If j = 0 then the encoding is∗clen. For j > 0, the encoding is∗clen[c][c].
Thus, for 1 � j � 52 the encoding is∗clenc; for 53 � j � 2756 it is∗clencc,
and for 2757� j � 140,608 it is ∗clenccc. Thus, the 0th word of length 10 in
the dictionaryD will be encoded as “*j ” in DLIPT, D10[1] as “∗ja”, D10[27] as
“∗jA”, D10[53] as “∗jaa”, D10[79] as “∗jaA”, D10[105] as “∗jba”, D10[2757] as
“∗jaaa”, D10[2809] as “∗jaba”, and so on.
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4.4 StarNT

There are three considerations that lead us to this transform algorithm.
First, we gathered data of word frequency and length of words information from

our collected corpora (all these corpora are publicly available), as depicted in Fig-
ure 1. It is clear that more than 82% of the words in English text have lengths greater
than three. If we can recode each English word with a representation of no more
than three symbols, then we can achieve a certain kind of “pre-compression”. This
consideration can be implemented with a fine-tuned transform encoding algorithm,
as is described later.

The second consideration is that the transformed output should be compressible
to the backend compression algorithm. In other words, the transformed immediate
output should maintain some of the original context information as well as provide
some kind of “artificial” but strong context. The reason behind this is that we choose
BWT and PPM algorithms as our backend compression tools. Both of them predict
symbols based on context information.

Finally, the transformed codewords can be treated as the offset of words in the
transform dictionary. Thus, in the transform decoding phase we can use a hash func-
tion to achieve O(1) time complexity for searching a word in the dictionary. Based
on this consideration, we use a continuously addressed dictionary in our algorithm.
In contrast, the dictionary is split into 22 sub-blocks in LIPT [49]. Results show
that the new transform is better than LIPT not only in time complexity but also in
compression performance.

The performance of search operation in the dictionary is the key for fast transform
encoding. We have used a special data structure,ternary search treeto achieve this
objective. we will discuss the ternary tree technique and its applications in Section 7
as well as the possible parallel processing using ternary suffix tree in Section 8.2.

4.4.1 Dictionary Mapping

The dictionary used in this experiment is prepared in advance, and shared by both
the transform encoding module and the transform decoding module. In view of the
three considerations mentioned in Section 3.2, words in the dictionaryD are sorted
using the following rules:

• Most frequently used words are listed at the beginning of the dictionary. There
are 312 words in this group.

• The remaining words are stored inD according to their lengths. Words with
longer lengths are stored after words with shorter lengths. Words with same
length are sorted according to their frequency of occurrence.
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• To achieve better compression performance for the backend data compression
algorithm, only letters[a..zA..Z] are used to represent the codeword.

With the ordering specified above, each word inD is assigned a corresponding
codeword. The first 26 words inD are assigned ‘a’, ‘ b’ , . . . , ‘z’ as their code-
words. The next 26 words are assigned ‘A’, ‘ B ’ , . . . , ‘Z’. The 53rd word is assigned
“aa”, 54th “ab”. Following this order, “ZZ” is assigned to the 2756th word in
D. The 2757th word inD is assigned “aaa”, the following 2758th word is as-
signed “aab”, and so on. Hence, the most frequently occurred words are assigned
codewords form ‘a’ to “ eZ”. Using this mapping mechanism, there are totally
52+ 52∗ 52+ 52∗ 52∗ 52 = 143,364 words inD.

4.4.2 The StarNT Transform

In the transform encoding module, the shared static dictionary is read into main
memory and the corresponding ternary search tree is constructed. Areplacer is ini-
tiated to read in the input text character by character, which performs the replace
operation when it recognizes that the string of a certain length of input symbols (or
the lower case form of this string sequence) exists in the dictionary. Then it out-
puts the corresponding codeword (appended with a special symbol if needed) and
continues. If the input symbol sequence does not exist in the dictionary, it will be
output with a prefix escape character ‘*’. Currently only single words are stored in
the dictionary. For future implementation, the transform module may contain phrases
or sequence of words with all kinds of symbols (such as capital letters, lower case
letters, blank symbols, punctuations, etc.) in the dictionary.

The proposed new transform differs from our earlier Star-family transforms with
respect to the meaning of the character ‘*’. Originally it was used to indicate the
beginning of a codeword. In this transform, it denotes that the following word does
not exist in the dictionaryD. The main reason for this change is to minimize the
size of the transformed intermediate text file, because smaller size can expedite the
backend encoding/decoding.

Currently only lower-case words are stored in the dictionaryD. Special operations
were designed to handle the first-letter capitalized words and all-letter capitalized
words. The character ‘~’ appended at the end of an encoded word denotes that the
first letter of the input text word is capitalized. The appended character ‘ ‘ ’ denotes
that all letters of the word are capitalized. The character ‘\’ is used as escape char-
acter for encoding the occurrences of ‘*’, ‘~’, ‘ ‘ ’, and ‘ \’ in the input text.

The transform decoding module performs the inverse operation of the transform-
encoding module. The escape character and special symbols (‘*’, ‘~’, ‘ ‘ ’, and ‘ \’)
are recognized and processed, and the transformed words are replaced with their
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original forms, which are stored continuously in a pre-allocated memory to min-
imize the memory usage. And their addresses are stored in an array sequentially.
There is a very important property of the dictionary mapping mechanism that can
be used to achieve O(1) time complexity to search a word in the dictionary. Because
codewords in the dictionary are assigned sequentially, and only letters [a..zA..Z]
are used, these codewords can be interpreted as the address in the dictionary. In our
implementation, we use a very simple one-to-one mapping to calculate the index of
the corresponding original words in the array that stores the address of the dictionary
words.

4.4.3 Performance Evaluation

Our experiments were carried out on a 360 MHz Ultra Sparc-IIi Sun Microsystems
machine housing SunOS 5.7 Generic_106541-04. We choose Bzip2 (−9), PPMD
(order 5) and Gzip (−9) as the backend compression tool. Facilitated with our pro-
posed transform algorithm, Bzip2−9, Gzip −9 and PPMD all achieve a better
compression performance in comparison to most of the recent efforts based on PPM
and BWT. Figure 2 shows that, for Calgary corpus, Canterbury corpus and Guten-
berg corpus, StarNT achieves an average improvement in compression ratio of 11.2%
over Bzip2−9, 16.4% over Gzip−9, and 10.2% over PPMD.Ternary Search Tree
is used in the encoding module. With a finely tuned dictionary mapping mechanism,
we can find a word in the dictionary at time complexity O(1) in the transform de-
coding module. Results shows that for all corpora, the average compression time
using the transform algorithm with Bzip2−9, Gzip−9 and PPMD is 28.1% slower,
50.4% slower and 21.2% faster compared to the original Bzip2−9, Gzip−9 and
PPMD respectively. The average decompression time using the new transform algo-

FIG. 2. Compression ratio with/without transform.
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FIG. 3. Compression effectiveness versus (a) Compression speed, (b) Decompression speed.

rithm with Bzip2−9, Gzip−9 and PPMD is 100% slower, 600% slower and 18.6%
faster compared to the original Bzip2−9, Gzip−9 and PPMD respectively. Figure 3
illustrates the compression ratio vs. compression/decompression speed for the dif-
ferent algorithms. However, since the decoding process is fairly fast, this increase is
negligible.We draw a significant conclusion that Bzip2 in conjunction with StarNT
is better than both Gzip and PPMD both in time complexity and compression perfor-
mance.

Based on this transform, we developed StarZip, a domain-specific lossless text
compression utility for archival storage and retrieval. StarZip uses specific dictionar-
ies for specific domains. In our experiment, we created five corpora from publicly
available website, and derived five domain-specific dictionaries. Results show that
the average BPC improved 13% over bzip2−9, 19% over Gzip−9, and 10% over
PPMD for these five corpora.

5. Compressed Domain Pattern Matching

The pattern matching problem is to find the occurrences of a given pattern in a
given text string. Theexact string matching problemis to check for the existence of
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a substring of the text that is an exact replica of the pattern string. Various algorithms
have been proposed for exact pattern matching [39,14]. With the increasing amount
of text data available, most of these data are now typically stored in a compressed
format. Thus, efforts have been made to address thecompressed pattern matching
(CPM) problem. Given a text stringT , a search patternP , andZ the compressed
representation ofT , the problem is to locate the occurrences ofP in T with minimal
(or no) decompression ofZ. Different methods have been proposed [4,44,28,27,32,
50]. The motivation includes the potential reduction of the delay in response time
introduced by the initial decompression of the data, and the possible elimination of
the time required for later compression. Another motivation is the fact that, with
the compact representation of data in compressed form, manipulating such smaller
amounts of data directly will lead to some speedup in certain types of processing on
the data.

Initial attempts at compressed pattern matching were directed towards compres-
sion schemes based on the Lempel–Ziv (LZ, for short) family of algorithms [67,
68] where algorithms have been proposed that can search for a pattern in an LZ77-
compressed text string in O(n log2(u/n) + m) time, wherem = |P |, u = |T |,
andn = |Z| [28]. The focus on LZ might be attributed to the wide availability of
LZ-based compression schemes on major computing platforms. For example, Gzip
and Compress (UNIX), Pkzip (MSDOS) and Winzip (MS WINDOWS) are all based on
the LZ algorithm. An off-line search index—theq-gram index, has been reported
for the LZ78 algorithm [35]. Navarro and Raffinot [50] proposed a hybrid com-
pression between LZ77 and LZ78 that can be searched in O(min(u, n logm) + r)

average time, wherer is the total number of matches. Amir [4] proposed an algo-
rithm which runs in O(n logm + m)—“almost optimal” or in O(n + m2), depending
on how muchextra spaceis being used, to search the first occurrence of a pattern
in the LZW encoded files. Barcaccia [9] extended Amir’s work to an LZ compres-
sion method that uses the so-called “ID heuristic”. Among the above LZ-based
CPM algorithms, Amir’s algorithm has been well-recognized, not only because
of its “almost-optimal” or “near optimal” performance, but also because it works
directly with the LZW compression without having to modify it—this is a great
advantage because keeping the popular implementations of the LZW and avoiding
the re-compression of the LZW-compressed files are highly desirable. In [37,36],
Amir’s algorithm has been extended by Kida for multiple-pattern matching by using
Aho–Corasick algorithm and it takes O(n + m2 + t + r) time and O(m2 + t) extra
space for the algorithm to report the pattern occurrences, wheret is the LZW trie
size.

Methods for pattern matching directly on data compressed with non-LZ methods
have also been proposed. Bunke and Csirik [15,16] proposed methods that can search
for patterns in run-length encoded files in O(umc) or O(nu + mmc), whenmc is the
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length of the patternP when it is compressed. Other methods for performing pat-
tern matching directly on run-length encoding (RLE) files have been studied in [43]
and [6]. In [69,48], O(n + m

√
u ) algorithms were proposed for searching Huffman-

encoded files, while [58] proposed a method to search directly on files compressed
with theantidictionariesproposed in [25]. Some authors have also proposed special
compression schemes that will facilitate later pattern matching directly on the com-
pressed file [44,57]. The BWT provides a lexicographic ordering of the input text as
part of its inverse transformation process (see Section 3.3). It forms a middle ground
between the superior compression ability of the PPM*, and the fast compression time
of the LZ-family. This makes the BWT an important approach to data compression,
especially where there is need for significant compression ratios with fast compres-
sion or decompression. Algorithms have been proposed that perform exact pattern
matching based on a fastq-gram intersection of segments from the patternP and the
text T in O(u + m log(u/|�|)) time on average [2,1,11]. Thek-mismatch problem
has been solved in O(uk log(u/|�|)) time, and thek-approximate matching problem
in O(|�| log |�|+m2/k +m log(u/|�|)+αk) time on average (α � u) [65], where
u = |T | is the size of the text,m = |P | is the size of the pattern, and� is the symbol
alphabet. Each algorithm requires O(u) auxiliary arrays, which are constructed in
O(u) time and space.

In general, the LZ-family are relatively fast, although they do not produce the
best results in terms of compression ratio. Improvements are also pursued to pro-
duce better compression while keeping the efficiency. In the rest of the section,
we will describe our recent work on pattern matching algorithms based on LZW
compressed text. We will also propose a modified LZW algorithm to facilitate
good compression, fast searching, random access, partial decoding in the next sec-
tion.

5.1 Compressed Pattern Matching with LZW

We first introduce Amir’s compressed pattern matching algorithm. We then give
two multiple pattern matching algorithms, one of which is by Kida and it is derived
from Amir’s algorithm; another one is our research.

5.1.1 LZW Compression

Let S = c1c2c3 . . . cu be the uncompressed text of lengthu over alphabet
� = {a1, a2, a3, . . . , aq}, whereq is the size of the alphabet. We denote the LZW
compressed format ofS asS.Z and each code inS.Z asS.Z[i], where 1� i � n.
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We also denote the pattern asP = p1p2p3 . . . pm, wherem is the length of pat-
ternP .

The LZW compression algorithm uses a tree-like data structure called a “trie” to
store the dictionary generated during the compression processes. Each node on the
trie contains:

• A node number: a unique ID in the range [0, n + q]; thus, “a node with node
numberN ” and “nodeN ” are sometimes used interchangeably.

• A label: a symbol from the alphabet.

• A chunk: the string that the node represents. It is simply the string consisting of
the labels on the path from the root to this node.

For example, in Figure 4, the leftmost leaf node’s node number is 8; its label is ‘b’;
and its chunk is “aab”.

At the beginning of the trie construction, the trie hasq + 1 nodes, including a root
node with node number 0 and a NULL label andq child nodes each labeled with
a unique symbol from the alphabet. During compression, LZW algorithm scans the
text and finds the longest sub-string that appears in the trie as the chunk of some
nodeN and outputsN to S.Z. The trie then grows by adding a new node underN

and the new node’s label is the next un-encoded symbol in the text. Obviously, the
new node’s chunk is nodeN ’s chunk appended by the new node’s label. At the end
of the compression, there aren + q nodes in the trie.

An example of the trie structure is illustrated in Figure 4. The decoder constructs
the same trie and uses it to decodeS.Z. Both the compression and decompression
(and thus the trie construction) can be done in time O(u).

FIG. 4. LZW trie structure.
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5.1.2 Amir’s Algorithm

Amir’s algorithm performs the pattern matching directly on the trie, which can be
constructed from the compressed formS.Z in time O(n) without explicitly decoding
S.Z.

Observation: When the decoder receives codeS.Z[i], assumingS.Z[i − 1] has
already been received in the previous step (2� i � n), a new node is created and
added as a child of nodeS.Z[i − 1]. The node number of the new node isi − 1 + q

and the label of the new node is the first symbol of nodeS.Z[i]’s chunk. ForS.Z[1],
no new node is created.

In Amir’s algorithm, the following terms of a node in the trie are defined with
respect to the pattern:

• A chunk is aprefix chunkif it ends with a non-empty pattern prefix; the repre-
senting prefix of a prefix chunk is the longest pattern prefix it ends with.

• A chunk is asuffix chunkif it begins with a non-empty pattern suffix; the repre-
senting suffix of a suffix chunk is the longest pattern suffix it begins with.

• A chunk is aninternal chunkif it is an internal sub-string of the pattern, i.e.,
the chunk ispi . . . pj for i > 1 andj � m. If j = m, the internal chunk also
becomes a suffix chunk.

If a node’s chunk is prefix chunk, suffix chunk or internal chunk, the node is called
a prefix node, suffix node or internal node, respectively. To represent a node’s rep-
resenting prefix, a prefix number is defined for the node to indicate the length of
the representing prefix; Similarly, to represent a node’s representing suffix, a suffix
number is defined for the node to indicate the length of the representing suffix; To
represent a node’s internal chunk status, an internal range [i, j ] is defined to indicate
that the node’s chunk is an internal chunkpi . . . pj . The prefix number, suffix num-
ber and internal range are computed for a node when the node is being added to the
trie:

(a) The new node’s internal range is computed as functionQ3(IP , a), whereIP

is the internal range of its parent anda is its label.
(b) If the result from step (a) tells that the new node is not only an internal node,

but also a suffix node (i.e.,j = m), set its suffix number asm−i+1. Otherwise
the new node’s suffix number is set as its parent’s suffix number.

(c) The new node’s prefix number is computed as functionQ1(PP , a), wherePP

is the prefix number of its parent anda is its label.

When the new node’s label is not in the pattern, the above computations can be
done easily; when the new node’s label is in the pattern, the operands of functionQ1
andQ3 are all sub-strings of the pattern. Since the number of the sub-strings of a
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given pattern is finite, we can pre-compute the results for all possible combinations
of the operands. In [4], this pre-processing of the pattern is done by Knuth–Morris–
Pratt automaton [39] and the suffix-trie. The pre-processing takes time O(m2). Once
the preprocessing is done, (a)–(c) can be answered in constant time.

The pattern matching is performed simultaneously as the trie grows, as described
in the following algorithm:
Pre-process the pattern.

Initialize trie and set global variablePrefix= NULL.
For i = 2 to n, perform the followings after receiving codeS.Z[i] (we will refer it
as the current node).

Step1. Add a new node in the trie and compute the new node’s prefix number,
suffix number and internal range.

Step2. Pattern matching:

(a) If Prefix= NULL, set variable Prefix as current node’s prefix number.
(b) If Prefix �= NULL and the current node is a suffix node, check the pattern

occurrence fromPrefix and the current node’s representing suffixSP ; this
checking is defined as functionQ2(Prefix, SP ).

(c) If Prefix �= NULL and the current node’s chunk is an internal chunk, compute
Prefix asQ1(Prefix, IP ) whereIP is the current node’s internal range.

(d) If Prefix �= NULL and the current node’s chunk is not an internal chunk, set
Prefixas the current node’s prefix number.

Note that functionQ2 can also be pre-processed by the KMP automata and the
suffix trie of the pattern because both its two operands are sub-strings of the pattern.
The algorithm has a total of O(n + m2) time and space complexity. A tradeoff be-
tween the time and space alternatively gives a O(n logm + m) time and O(n + m)

space algorithm.
Amir’s algorithm cannot be directly used in a practical application because it re-

ports only the first occurrence of the pattern. Besides, multiple-pattern matching is
not addressed in the original algorithm. The algorithm has been extended to report
all occurrences of the pattern and multiple patterns. Next, we will give two of such
extensions. One is from Kida et al. and the other one is our work. The comparison of
these two algorithms is also given.

5.1.3 Kida’s Multiple Pattern Matching Algorithm

Aho–Corasick algorithm [3] is a classic solution for multiple-pattern matching.
Pattern matching is performed using a trie structure, which is also called an Aho–
Corasick automaton. The AC automaton for patternshe, she, his, hers is shown in
Figure 5.
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FIG. 5. An example of the Aho–Corasick automaton.

It can be seen that in the automaton, each edge is labeled with a symbol and edges
coming out from a node (we will refer the nodes asstatesin the remaining of this
paper) have different labels. If we defineR(v) of a statev as the concatenation of
labels along the path from the root to statev, the following is true: for each pattern
P in the pattern set, there is a statev such thatR(v) = P , and this state is called a
final state; each state represents a prefix of some pattern; for each leaf statev, there
is some patternP in the pattern set so thatR(v) = P . For instance, pattern “he” is
represented by state 2 and leaf state 9 represents pattern “hers”. Both states 2 and
states 9 are final states.

For each state, agoto(v, a) function is defined which gives the state to enter from
statev by matching symbola. For instance,goto(1, e) = 2 means that the state to
enter is 2 if we match symbole from state 1. A failure linkf (v) (indicated as dotted
line in Figure 5) is also defined for each state and it gives the state to enter when
mismatch happens. The failure linkf (v) points to a state that represents the longest
proper suffix ofR(v). Thus, when mismatch happens, by following the failure link,
we will be able to continue the matching process since the state to enter also corre-
sponds to a prefix of some pattern. Finally, aout(v) function is defined for statev
that gives the patterns recognized when entering that state.

When searching the patterns, the AC automaton starts from the root of the au-
tomaton and processes one symbol from the input textS at a time. Through thegoto
functions and the failure links, the automaton changes its current state from one to
another. The automaton reports the pattern occurrence if a final state is entered. The
construction of the automaton takes time and space O(m) wherem is the total length
of the patterns. The search takes time O(u) whereu is the size of the input text. Thus,
the overall computational time of Aho–Corasick algorithm is O(u + m).

The basic idea of Kida’s algorithm is to have a AC automaton that is able to process
the compressed symbols, specifically, the LZW trie node numbers. The algorithm
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first constructs the GST (General Suffix Trie) and the AC automaton of the patterns.
The algorithm then relies on two main functions:Next(q, s) andOutput(q, s) that
computes the next AC state from stateq by taking strings and outputs all patterns
that ends inq.s, respectively. Note that strings is limited to only those patterns that
are represented as LZW trie nodes.

FunctionNext(q, s) is computed as:

N(q, s) =
{

N1(q, s) if s is substring of any pattern;
δ(ε, s) otherwise

whereN1 is a two-dimensional table that gives the result in constant time. Since the
number of AC states is O(m) and the number of sub-strings of the patterns is O(m2),
the table can be constructed in time and space O(m3) using the AC automaton and
the GST. The time and space can be further improved to O(m2). δ(ε, s) computes the
state from the initial state by taking strings and it can be incrementally computed in
constant time when a new node is added to the LZW trie. Thus, the overall time and
space forδ is O(t) wheret is the LZW trie size.

FunctionOutput(q, s) is broken into two parts:

Output(q, s) = Output(q, š) ∪ A(s)

where š is the longest prefix ofs such thatš is a suffix of any pattern. It can be
computed incrementally when constructing the trie. The first part can be answered
by combing all outputs of the states traversed fromq by taking š and it takes time
proportional to the number of pattern occurrences. A two-dimensional tableN2 is
used to answer the states traversed. Sinceš is a suffix of a pattern and the total
number of suffixes is O(m), the table can be pre-computed in time and space O(m2).
The second partA(s) is basically the set of patterns that also begin inq.s and it
can be represented byš and s̃, which is the longest proper prefix ofs whose suffix
is a suffix of any pattern. Likěs, s̃ can be computed incrementally when the trie is
constructed. Therefore, it takes O(t) time and space forA(s) and it takes O(m2 + t)

time and space for the construction of the output function. As we mentioned above,
the output function enumerates the patterns in time proportional to the number of
pattern occurrences, i.e., O(r).

Overall, Kida’s algorithm takes time O(n + m2 + t + r) and it needs extra space
of O(m2 + t).

5.1.4 A Novel Compressed Domain Multiple Pattern Matching
Algorithm

In this section, we present a multiple pattern matching algorithm with LZW.
This is achieved by constructing a LZW trie with astate-transition listconstructed
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FIG. 6. The AC automaton for patternsaa, ab andabc.

for each node. Consider the same example shown in Figure 4, where the text is:
“aabbaabbabcccccc” and the compressed data is 1, 1, 2, 2, 4, 6, 5, 3, 11, 12 and we
assume the patterns are: “aa”, “ ab”, “ abc”. In the proposed method, the AC automa-
ton for the patterns is first constructed, as shown in Figure 6.

After the AC automaton has been constructed, we then use it to create the state-
transition list for each node in the initial LZW trie. Each entry in the state-transition
list of a node is in the formv1 − v2, which indicates that statev1 will be changed
to statev2 if the chunk of the current node is fed to the AC automaton. For the
initial LZW trie, since each node’s chunk is simply its label, we may immediately
create the state-transition list for a node by feeding its label to the AC automaton.
Figure 7 shows the initial LZW trie with the state-transition list. For example, the
state-transition list for node 1 is 0-1, 1-2, 2-2, 3-1, 4-1. It means that when node 1 is

FIG. 7. The initial LZW trie with state-transition lists.
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received, if the current state is 0, the next state will be 1; if the current state is 1, the
next state will be 2; and so on. Since thefromstatev1 exhausts all possible states and
they are ordered from the lowest to the highest numbered state, the state-transition
list can be written as 1, 2, 2, 1, 1 for node 1.

The algorithm then linearly scans the compressed data. Each time a code is re-
ceived, a new node is added to the LZW trie, until there is no more space for new
node. As have been discussed above, the LZW trie can be reconstructed without
explicitly decoding the data. The new node’s state-transition list, instead of being
obtained by feeding its chunk to the AC automaton, can be computed directly from
its label and its parent. For example, when node 4 is added under node 1, we do not
have to construct the state-transition list by applying its chunkaa to the AC automa-
ton. Instead, we could simply apply its labela to the AC automaton starting from the
correspondingv2 state in its parent’s state-transition list. Thus, we obtain the new
state-transition list: 2; 2; 2; 2; 2 because the states 1, 2, 2, 1 and 1, when receiving
symbola, will be changed to states 2, 2, 2, 2 and 2, respectively.

Finally, the complete trie (we ignored the state-transition information for some
nodes because those nodes are not referenced during the compression) is shown in
Figure 8.

In the figures, the state-transition list is stored directly under a LZW trie node to
better describe our idea. In actual implementation, instead of having a list for each
node, a single table is constructed for the whole trie and we call this table thestate-
transition table. Each row of the state-transition table corresponds to one state in the
AC automaton; each column of the state-transition table corresponds to one node in
the LZW trie.

We now show how to perform pattern matching for the same example using the
state-transition table. At the beginning of the search, the current state is set as 0.

FIG. 8. The LZW trie with state-transition lists.
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When node 1 is received, using the state-transition table, the current state is changed
to 1; when the second node 1 is received, the station-transition table indicates that
the current state is changed to 2. Thus, we are able to report pattern occurrences
whenever a final state is entered.

However, if we follow the above operation, an occurrence ofab is missing. The
reason is that, when we compute the third entry (v1 is 2) of the state-transition list
of node 6, by matching the labelb from the parent node’s correspondingv2 state,
state 3, the computed state is 0, which is not a final state. However, the intermediate
state, state 3, is a final state. Thus, a final state is “skipped” during the transitions
and this is why the second occurrenceab is not reported. A final-state skipping hap-
pens only if the corresponding entry in a node’s ancestor node’s transition list is a
final state. Thus, the problem can be fixed by adding a flag for each entry in the
state-transition list of a node and it is set as true if the corresponding entry of the
node’s ancestor is a final state. This flag is inheritable by a node’s offspring. During
the search, if the flag is on, the current node’s chunk needs to be processed symbol
by symbol by the Aho–Corasick automaton so we will not miss any pattern occur-
rence.

Analysis and Comparison. The state-transition table construction takes
time and space O(mt) where t is the LZW trie size andm is the total length of
the patterns. The search time depends on how many final states are skipped during
the search process and is proportional tor, the number of occurrences of the pattern.
Thus, the search takes O(n + r) time and the total processing time of our algorithm
is O(n + mt + r). The extra space used in our algorithm is solely the cost on the
state-transition table, i.e., O(mt), which is independent of the file size.

In a practical implementation, the size of the dictionary is constant. Therefore,
the time and space complexity of our algorithm will be O(n + m + r) and O(m),
respectively, contrasting to Kida’s O(n + m2 + r) time and O(m2 + t) space algo-
rithm.

6. Text Information Retrieval on Compressed Text

6.1 Introduction

It has been pointed out that compression is a key for next-generation text re-
trieval systems [69]. At first glance, it appears that compression is not important
since the cost of the storage media is getting lower and lower, and the capacity and
performance are getting better. However, a good compression method will facilitate
efficient search and retrieval in comparison to some operations performed on raw
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texts. Besides, to facilitate information retrieval, texts are sometime preprocessed by
adding meta-data into the raw text. Therefore the size of file is much larger than
its initial size. An example is the XML, which has become more and more popu-
lar for multimedia data due to its modular, structural, and dynamic property. This
illustrates an additional reason for data compression besides the absolute amount
of new data and the bandwidth requirement for transmission. However, for large
compressed database, efficient information retrieval is an important problem. In this
section we will discuss the information retrieval system for the compressed data-
base.

Given a query using keywords, the most obvious approach to search compressed
database is to decompress-then-search, which is not very efficient in terms of search
time. Compressed domain pattern matching is an efficient method but it tends to
solve the problem on per-file basis. Most practical information retrieval systems build
an index or inversion table [8,40,46,64], combined with document frequency using
the key words. The documents are ranked using some standard to achieve good pre-
cision and recall. Relevant feedback may also help to refine the query to have more
accurate results. Such systems using inverted file will need the use of larger size
index table with increase of file size. It is possible to adopt an approach to informa-
tion retrieval which uses compressed domain pattern search, not on the original text,
but on the compressed inverted file yielding pointers to documents that are also in
compressed form.

The amount of storage used and the efficiency of indexing and searching are major
design considerations for an information retrieval system. Usually, there is a tradeoff
between the compression performance and the retrieval efficiency. Some simple com-
pression schemes such as run-length encoding provide easy indexing and fast search
but a low compression ratio [16,15]. Methods have been proposed for compressed
domain search and retrieval using Burrows–Wheeler transforms (BWT), Prediction
by Partial Matching (PPM), and other techniques (see Section 2). Although PPM and
BWT provide the best compression ratio, the retrieval is hard to perform directly or
through indexing on compressed files. Word Huffman based coding schemes [18,69,
46,64] provide a better balance of compression ratio and performance of indexing
and searching.

Depending on the application, the target for the retrieval operation may vary. Usu-
ally, only a small portion of the collection that is relevant to the query need to be
retrieved. For example, the user may ask to retrieve a single record, or a paragraph,
or a whole document. It is unnecessary to decompress the whole database and then
locate the portion that is retrieved. Using a single level document partitioning sys-
tem may not be the best answer. We propose to add context boundary tags into the
document. Different tags indicate different granularity. Decoding will be performed
within the boundaries.
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6.1.1 Components of a Compressed Domain Retrieval
System

The major concerns of compression method for the retrieval purpose, ranked
roughly by their importance are: (a) random access and fast (partial) decompression;
(b) fast and space-efficient indexing; and (c) good compression ratio. The compres-
sion time is not a major concern since the retrieval system usually performs off-line
preprocessing to build the index files for the whole corpus. Besides the searching
algorithm, random and fast access to the compressed data is critical to the response
time for the user query in a text retrieval system. A typical text retrieval system
is constructed as follows. First, the keywords are collected from the text database
off-line and an inverted index file is built. Each entry in the index points to all the
documents that contain the keyword. A popular document ranking scheme is based
on the keyword frequencytf and inverted document frequencyidf [64]. When a
query is given, the search engine will match the words in the inverted index file with
the query. Then the document ranking information is computed according to a certain
logic and/or frequency rules, for example by the similarity measurement to obtain the
search results that point to the target documents. Finally, only the selected documents
are retrieved. The right half of Figure 9 shows the structure of a traditional text re-
trieval system. We will first discuss the structure and algorithms for compressed text

FIG. 9. (Compressed) text retrieval system.
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retrieval. Then we will explain the components on the left hand side of Figure 9 that
relate to compressed domain text retrieval system.

6.1.2 Flexible Compressed Text Retrieval System Using
Modified LZW

We propose a new text retrieval scheme based on the widely used LZW compres-
sion algorithm incorporating random access property through inverted index file and
partial decoding [66]. The algorithm is based on an off-line preprocessing of the con-
text trie and is specifically designed for searching library databases using key words
and phrases. The algorithm uses a public trie or a “dictionary” which is trained for
efficiency using a pre-selected standard corpus. The algorithm gives a better com-
pression ratio when compared to the original LZW algorithm. Its byte level coding
provides the ability of easy parallel processing for both compression and decompres-
sion and made them independent from each other.

6.2 Modified LZW Algorithms

To solve the problem of random access and partial decoding and provide high
flexibility for indexing and searching, we need to remove the correlation between the
current code and the history information. Dictionary based method may be a possible
solution. Huffman coding provides a tree with every file so that each symbol has a
unique code. But it has a low compression ratio and is used as an entropy coder at
the last stage of a compression system. Word based Huffman compression uses a
model (a binary tree); Canonic Huffman uses an implicit dictionary shared between
the encoder and the decoder while LZW compression is universal where the model is
built dynamically and adaptively [18,46,64]. In this section, we describe a modified
LZW approach that aims at partial decoding on compressed files while maintaining a
good compression ratio. The dictionary is language independent and is built from the
text. A tag system is suggested to output the retrieval results in different scope. Our
fixed length coding scheme also helps to build the index and defines the boundary
of the text segments in different granularity. Parallel access to the compressed text is
also easy to perform.

6.2.1 The LZW Algorithm
The LZW algorithm [63] is one of the many variations of the Ziv–Lempel meth-

ods. The LZW algorithm is an adaptive dictionary-based approach that builds a dic-
tionary based on the document that is being compressed. The LZW encoder begins
with an initial dictionary consisting of all the symbols in the alphabet, and builds the
dictionary by adding new symbols to the dictionary as it encounters new symbols in
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FIG. 10. Illustration of indexing for an LZW compressed file.

the text that is being compressed. The dictionary construction process is completely
reversible. The decoder can rebuild the dictionary as it decodes the compressed text.
The dictionary is actually represented by a trie. Each edge in the trie is labeled by the
symbols, and the path label from the root to any node in the trie gives the substring
corresponding to the node. Initially, each node in the trie represents one symbol in
the alphabet. Nodes representing patterns are added to the trie as new patterns are
encountered. As stated in Section 5, Amir proposed an algorithm to find the first oc-
currence of a pattern in an LZW-compressed file [5]. The pattern prefix, suffix, or
internal substring is detected and checked to determine the occurrence of the pattern.
The pattern is searched at the stage of rebuilding the dictionary trie to avoid total
decompression. Obviously, this method cannot satisfy the request to find multiple
occurrences in the large collections of the text data in the compressed format. Mod-
ifications to the algorithm have been proposed in order to find all the occurrences of
a given pattern [60].

In the context of indexing in a compressed archival storage system, there are a
few disadvantages with the original LZW approach. LZW uses a node number to
represent a subsequence, and all the numbers are in sequential order. For example,
as shown in Figure 10, given the index of the word “pattern”, located at the 12th
position in the compressed file, we can determine that the node 3 in the dictionary
contains the beginning of the word. However, we are not able to decode the node and
its neighboring text because the trie, which needs to be constructed by sequential
scanning and decoding the text, is not available yet. In order to start decoding the file
from a given location in the file, the trie up to that location is necessary.

6.2.2 Off-Line Compression with File-Specific Trie

We can change an online LZW algorithm into a two-pass off-line algorithm. Fig-
ure 11 shows an example of a trie. A pattern can be either within a path from the
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FIG. 11. Example of online and off-line LZW.

root to the node or be contained in the paths of more than one node. Let us consider
the text “aabcaabbaab” with alphabet� = a, b, c. If we compress the text at the
same time when the trie is being built as in current LZW, the output code will be:
“11234228”. The encoder is getting “smarter” during the encoding process. Take the
sub-string “aab” as an example; it appears in the text three times. The first time it
appears the encoder encodes it as “112”; the second time it is encoded as “42”; the
third time it is encoded as “8”. If each codeword is 12 bits, the encoder encodes the
same substring as 36, 24 and 12 bits at different places. Thus, we may also consider
the encoding process as a “training process” of the encoder or, specifically, the trie.

The above example indicates that, if we can “train” the trie before any compression
has started, we may get better compression. This is the basic idea of the two-pass
compression scheme. In this scheme, the first pass is the training process, which
builds the entire trie by scanning the text. The second pass is the actual compression
process, which compresses the text from the beginning of the text using the pre-
constructed trie. For the above example, the text will be encoded as: “875(10)5”.
More importantly, since the text is encoded after the trie has been built; it uses the
same trie at any point of the encoding process, unlike the original LZW approach,
which uses a trie that grows during the encoding. Thus, decoding from any point in
the compressed stream is possible. For example, given the compressed data “(10)5”
and the above trie, we immediately decode it as “baab”.

In this approach, a separate static dictionary is used for each file. The dictionary
trie is attached to the compressed file to ensure random access property. The size of
the trie can be decided by a parameter indicating the number of bits to be used for the
trie. The larger the file to be compressed, the less will be the effect on compression
ratio by the extra trie overhead. A 12 bit trie occupies a 4 kilobyte space. It indicates
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that the size of the compressed file plus the dictionary is very close to that of the
LZW-compressed file when the file size is large. We can partially decode a portion
of a file given the start and end locations of nodes in the compressed node string, or
start location of a node and the number of nodes to decode, or a start location and a
special flag indicating decoding has to stop. The trie for a given file has to be read
and loaded into the memory in order to decode parts of that file. The disadvantage is
that when the file size is small, the trie overhead is significant.

6.2.3 Online Compression with Public Trie

Another approach is to use a public static dictionary trie built off-line based on a
training data set consisting of a large number of files. This static dictionary trie is
then used to compress all the files in the database. In a network environment, both
the encoder and decoder keep the same copy of the public trie. For archival text re-
trieval, the trie is created once and installed in the system and might undergo periodic
maintenance if needed. The public trie needs to be transmitted only once. The text is
compressed using the trie known to every encoder/decoder. The compressed files are
sent separately without the trie. The decoder will refer to the public trie to decode the
compressed file. Since the dictionary captures the statistics of a large training set that
reflects the source property, the overall compression ratio is expected to improve,
although some files may have a worse compression ratio than that obtained by using
the original LZW algorithm. Since the trie size is relatively small compared with the
overall text size in the text collection, the amortized cost for the whole system is less
than the cost for using original LZW and the LZW with individual trie. Another ad-
vantage of using a public trie over a file-specific trie is that the words will be indexed
based on a single trie. Instead of indexing with a document trie number and the node
number inside that trie, we can simply use the node number that is common to all the
files in the system.

Figure 12 illustrates the differences among the current LZW, the two-pass off-line
LZW, and the public trie LZW. The horizontal bars represent the text file from the
first symbol to the end-of-file symbol. Figure 12(a) shows the current implementa-
tion of LZW. Usually, the trie is not constructed based on the whole text file. The
trie is limited to a certain size. The beginning sector is used for constructing the trie
and compressing the text simultaneously. Then we perform compression only for the
rest of the text. To retrieve such a compressed text, we need to reconstruct trie and
search. Figure 12(b) shows the two pass compression process. The entire text is used
to build the trie without any compression. In the implementation, only the beginning
portion is used to train the trie due to the limitation of the trie size. Then actual com-
pression is performed on the whole text from the first symbol after the trie is built.
Since the algorithm uses a greedy method to do pattern matching in the trie to find a
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FIG. 12. Illustration of online, off-line, and public trie LZW approach. The shaded part of the text in
(a) and (b) is used for training the trie.

representing node number, the beginning portion of the text may have a better com-
pression ratio using a fully built trie. Figure 12(c) shows the public trie method that
compresses the text file by first constructing the trie using the training text to capture
the statistics of the source. Then compress all the (other) text using an existing trie.

6.2.4 Finding a Public Trie for Good Compression Ratio

Although compression ratio is not the most important issue compared to efficient
indexing and searching, it is still worth trying to obtain good compression for the text
corpus. An ideal compression scheme for the retrieval purpose should not degrade
the compression ratio. Ideally, it should produce some improvement since extra pre-
processing has been used. There could be many ways to build a public trie according
to the context of the text. For example:

(1) Construct a trie with respect to a randomly chosen text files.
(2) Find a trie that best compressed the test files and use that as the public trie.

We will show experimental results in Section 6.3 based on this approach.
(3) Update the trie when the space allocated is full. There could be many crite-

ria to insert/remove the node in the trie. For example, when a new substring
occurs, we could prune the node representing the least frequently used sub-
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strings. The new substring is added and other updates are performed accord-
ingly. Our aim is to store the most frequently used context in the trie.

(4) Build the trie from the frequency of theq-grams (substring that has a length
of q). The PPM algorithm may help to decide whichq-grams would be used.

The time to construct the trie for a given file is saved but the pattern matching
complexity, i.e., searching the substring in the existing trie, remains the same. The
size of the trie is another factor that may affect the compression performance. If the
trie is large, we may find longer matching of the substrings. However, we need larger
code length for each node. There is a tradeoff between the code length and the size
of the trie. We are currently using the commonly used trie size in the popular LZW
implementation.

A possible solution to find a good public trie based on LZW dictionary construc-
tion method and frequency statistics is as follows. First, we set a relatively large
upper bound for the trie size. In addition to the current LZW dictionary construction
algorithm that adds the symbol and assigns a new node number, we also add a count
to the number of accesses to each node. Note that all the parent nodes have bigger
counts than any of the child nodes. In fact, the count of a parent node is the sum of
the counts of its child nodes. When the whole trie is built, we start to remove those
nodes that have counts less than a threshold value. Obviously, the leaf nodes will be
removed first. No parent node will be removed before the child nodes. It is possible
that a leaf node has a larger count than a parent node in another branch in the trie.
So we will remove the nodes in a branch with a smaller count in a bottom-up order.
The pruning will proceed with possibly more than one iteration until a predefined
trie size is reached.

6.2.5 Indexing Method and Tag System

When inverted index file is built for the text collection, the keywords are indexed
with the document ID and the location where the keywords occurred in the document.
In many cases, users are not interested in the exact location of the occurrence, but
are interested in the text in the neighborhood of the occurrence. Therefore, we can
index the keywords by the block location instead of word location, along with the
document ID. For example, if the keyword “computer” is located at 5th paragraph;
we simply have a pointer pointing to the starting address of the 5th paragraph in
the inverted index file. When the keyword “computer” is searched using any query
search method based on the inverted index file, the 5th paragraph will be returned as
the result and the whole paragraph will be displayed. If exact location of the keyword
needs to be highlighted, a simple pattern matching algorithm such as Boyer–Moore
[14] or Knuth–Morris–Pratt [39] algorithms can be used in the very small portion of
the text. The definition of “block” is quite flexible. It could be a phrase, a sentence,
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a line of text, a paragraph, a whole document, a record in a library or database system,
or any unit defined by the user. Thus the size of the block determines the granularity
of the index system.

To provide different level of granularity in a single index system, we can build a
hierarchical system that explores the structure of the text by using the tags inserted
at different levels of the file. Although tags have been previously used in systems
such as the one in [64], where a block is typically defined as a paragraph and the
symbol ‘̂ B’ is used at every block boundary, the tagging is not hierarchical and
is not flexible for not being able to provide different granularities of the query. In
fixed level partition in [64], compression and index file construction are performed
on the block level only. For hierarchical tagging system, XML, which has been a
standard for hypertext, is a good example. We can add different user-defined tags
to indicate the text boundaries for different levels of granularities. For example, we
can use<r> and<\r> as record boundary,<P> and<\P> as paragraph boundary,
<doc> and<\doc>as document or file boundary, etc. Some boundary indicators
are naturally within the text such as line break and paragraph. However, we need
to distinguish between a linguistic word (L-word) in a language dictionary and a
word (T-word) in the dictionary trie obtained by training. A T-word stands for a
sequence of symbols. As such, the boundaries of the T-words may not coincide with
the boundaries of the L-words. A T-word may contain multiple L-words, or parts
of one or more L-words. If we are searching for a particular L-word in the text, we
need to have some mechanism to assemble the parts of the word into a valid L-word.
A node in the trie may also represent more than a single L-word. Although this is an
extra pattern assembling stage compared to English word based compressed pattern
searching methods, it is language independent.

6.2.6 Compression Ratio vs. Random Access
Besides the equal length byte level code that provides the possibility of dynamic

indexing for the context with various resolutions, it also provides the flexibility for
the random access. Considering the tradeoff between compression ratio and flexi-
bility of random access for the various compression schemes, the PPM and BWT
algorithm give the best compression ratio but can not perform partial decoding at
any point. Usually, we have to decode the whole document for further processing.
The WordHuff and XRAY provide a better compression ratio than the popular Gzip
as well as a better random access at the level of predefined blocks or document. The
modified LZW using public trie provides easier random access than the other com-
pression algorithms and a compression ratio competing that of Gzip. In our approach,
we can access to the level of the phrases defined in the public dictionary. Raw text is
considered the extreme case of no compression and full random access at the symbol
level.
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To achieve better compression ratio using preprocessing, a filtering processing
can be performed before the text is compressed using public trie, as described in
Section 4. For example, LIPT can be used to preprocess the raw text. Then, training
and compression are based on the transformed text. Our results show that there is a
7% improvement in compression ratio. The disadvantage is that a further processing
step is involved and is language dependant as word Huffman based models. The
speed of the decoding will also slightly decrease. The storage overhead for the star
dictionary is 200 kilobytes.

6.3 Results

6.3.1 Experimental Setup

To evaluate the performance of the modified LZW approach for the partial decod-
ing, we performed experiments on a text database. The database is made up of a total
of 840 text files selected from the TREC TIPSTER1993 corpus including Wall Street
Journal (1987–1992) and part of AP, DOE and FR files from Disk 1 of the TIPSTER
corpus. The file size is 650 MB. The tests were carried out on a PENTIUM-II PC
(300 MHz, 512 MB RAM) running REDHAT LINUX 7.0 operating system. In the
current LZW implementation, a reference number is used to indicate the code size
and the maximum trie size for the dictionary. For example, if we take 12 bits as
reference, each node is coded with 12 bit long. The storage of the trie will actually
be a prime number greater than 212 bits. The prime number is used for the hashing
purposes in order to expedite the access to the trie nodes. The larger the number, the
larger is the size of the trie.

Preliminary experiments were performed on different trie sizes and file sizes. In
the original LZW, the beginning part of the text is used to build and update the dictio-
nary trie until the trie is full. Then the rest of the text uses the trie to compress without
updating the trie. To test our off-line method using file-specific trie, we use the be-
ginning part of the text to build the trie and use the trie to compress the text from the
starting point of the text again. In the experiments on the public trie method, we ran-
domly pick the training set from the corpus. Then the trie is used to compress all the
files. A pruning algorithm is also implemented and preliminary results are shown.

6.3.2 Performance Comparison

We compared the original LZW implementationtzipwith our off-line versiontrzip
and the public trie versiontrdzip. The trie size is 9604 bytes for a 12-bit trie, 20,836
bytes for a 13-bit trie, and 44,356 bytes for a 14-bit trie.trzip uses the beginning part
of the text to build the dictionary trie and uses the trie to compress the whole file
from the first symbol.trdzip loads the dictionary trie from the file that is stored after
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selection or training. The compression ratio is high when the trie size is selected to
be relatively small. We justify our idea with small size trie and then pick the size
with best performance in further experiment using larger trie size.

We test the overall compression ratio for the LZW, off-line LZW, and public trie
LZW with different trie sizes of 12, 13, and 14 bits respectively. The overall com-
pression is the sum of the compressed file sizes over the sum of the raw text file
sizes. The off-line LZW has a slightly smaller compression ratio (0.75%) than the
LZW since the beginning part of the text is compressed using the trie trained from
itself. The trie size is not included in the individual file because it is fixed no mat-
ter how big the file is in the current implementation. The LZW with public trie has a
slightly worse compression ratio than LZW (about 7%). However, when we combine
the whole corpus together so that we have a universal index over the whole collection
instead of breaking the collection into small files, the public trie method has the best
compression ratio.

The overall and the average compression ratio are better than that of both LZW
and off-line LZW algorithms. The overall compression ratio is given using the trie
from the sample file in the corpus that gives the best overall compression. The ratio
is computed using the sum of the compressed file size divided by the total corpus
size. The average compression ratio is given using the trie from the sample file in the
corpus that gives the best average compression. The ratio is computed as the average
of the compression ratio of the individual files.

Our results illustrates that the encoding time is linearly increasing with the text
file size regardless of the trie size. Our algorithm simply makes another pass that
linearly scans through the file after we use partial text to build the trie. If using a
public trie, we do not need to build a trie from the beginning. Our algorithm will still
be an online one with a predefined dictionary. Although the pattern matching time
is not tested here using a large public trie, the time complexity is not expected to
significantly improve since the hashing is used to refer to the node.

Experiments are performed by choosing different code/trie size to find an optimal
value. The results indicate that the 16 bit code has the best compression ratio in our
corpus. Such a byte level coding also brings the advantage of easy random access and
parallel processing during retrieval and decoding. The size of the trie is 64 kilobytes.
This is much smaller than an English dictionary. We randomly pick the files from
the corpus for the training purpose. The training file size is usually around 4 MB.
The average compression ratio for our corpus is 0.346 compared with 0.297 from the
Word Huffman based compression described in Managing Gigabytes (MG system)
[20]. We also tested on the preprocessing of text using LIPT. Using the same training
set that is transformed, the compression ratio is improved to 0.32. The compression
ratio by Gzip is 0.335 for our corpus. It is worth to mention that in MG system, the
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compression is based on the statistics of the whole corpus while ours is based upon
a small portion of the text.

During decoding stage, our method requires only the storage of the public trie and
the space for the text in the stream that requires minimal space. We need 64 KB space
for the 16 bit trie. The XRAY system claims to have a 30 MB space requirement. We
implement the retrieval system based on the MG system. The dictionary is replaced
by the public trie and the pointers. We use the same document ranking function and
query evaluation with MG system. The decoding speed is around 5 MB per second
for a single CPU that is similar to the MG system. That is, browsing a paragraph or
a small file takes insignificant amount of time. We expect to have better performance
for the multiple processor system.

Even though we selected trie without fine-tuned training, the compression per-
formance is comparable to Gzip, Word Huffman and XRAY. Most importantly, we
obtained the flexibility of indexing on various details of the texts and the ability of
random access to any part of the text and decode the small portion comparing with the
whole document. Parallel processing can be performed on our byte level code with-
out inherited difficulty. More research is currently underway on optimizing the trie.

7. Search Techniques for Text Retrieval

We have described the text compression using star transform family in Section 4.
The performance of search operation in the dictionary mapping is the key for fast
transform encoding. We have used a special data structure,ternary search treeto
achieve this objective.

We have also described the direct search and indexed search schemes on LZW
compressed text. As stated before, index file itself may occupy considerable space
compared to the original text size. Thus index file may need to be compressed or
well organized to facilitate the allocation of the keywords. In Section 5, we have de-
scribed the Aho–Corasick and Kida’s searching algorithm on compressed text. There
are also other searching applications in which ternary trees can be very helpful. In
this section, we will explain the dictionary search using ternary tree and some of
the applications of ternary suffix trees. We will also look at some efficient construc-
tion techniques, some enhancements to enable faster search, and some space-saving
optimizations.

7.1 Ternary Search Tree for Dictionary Search

Ternary search trees are similar to digital search tries in that strings are split in
the trees with each character stored in a single node assplit char. Besides, three



250 A. MUKHERJEE ET AL.

pointers are included in each node: left, middle and right. All elements less than the
split character are stored in the left child, those greater than the split character are
stored in the right child, while the middle child contains all elements with the same
character.

Search operations in ternary search trees are quite straightforward: current char-
acter in the search string is compared with the split char at the node. If the search
character is less than the split char, then go to the left child; if the search character is
greater than the split char, go to the right child; otherwise, if the search character is
equal to the split char, just go to the middle child, and proceed to the next character
in the search string. Searching for a string of length k in a ternary search tree with n
strings will require at most O(logn + k) comparisons. The construction time for the
ternary tree takes O(n logn) time [13].

Furthermore, ternary search trees are quite space-efficient. In Figure 13, seven
strings are stored in this ternary search tree. Only nine nodes are needed. If mul-
tiple strings have same prefix, then the corresponding nodes to these prefixes can
be reused, thus memory requirements is reduced in scenarios with large amounts of
data.

In the transform encoding module, words in the dictionary are stored in the ternary
search trees with the address of corresponding codewords. The ternary search tree is
split into 26 distinct ternary search trees. An array is used to store the addresses of
these ternary search trees corresponding to the letters [a..z] of the alphabet in the
main root node. Words having the same starting character are stored in same sub-
tree, viz. all words starting with ‘a’ in the dictionary exist in the first sub-tree, while
all words start with ‘b’ in second sub-tree, and so on.

In each leaf node of the ternary search tree, there is a pointer which points to
the corresponding codeword. All codewords are stored in a global memory that is
prepared in advance. Using this technique we can avoid storing the codeword in
the node, which enables a lot of flexibility as well as space-efficiency. To expedite

FIG. 13. A ternary search tree.
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the tree-build operation, we allocate a big pool of nodes to avoid overhead time for
allocating storage for nodes in sequence.

Ternary search tree is sensitive to insertion order: if we insert nodes in a good
order (for example, middle element first), we will end up with a balanced tree for
which the construction time is small; if we insert nodes in the order of the frequency
of words in the dictionary, then the result would be a skinny tree that is very costly to
build but efficient to search. In our experiment, we confirmed that insertion order has
a lot of performance impact in the transform encoding phase. Our approach is just to
follow the natural order of words in the dictionary. Result shows that this approach
works very well (see Section 4.4.3).

7.2 Ternary Suffix Tree

There are many applications where a large, static text database is searched again
and again. A library database is one such application. The user can search for books
based on keywords, author names, title or subject. A library database handles thou-
sands of requests per day. Modifications to the data are relatively rare. In such
applications, an efficient way of searching the database is necessary. Linear pattern
matching techniques, though very efficient, are not applicable in such cases, as they
take time proportional to the size of the database. The database can be very big, and
handling thousands of requests becomes a huge problem.

For such applications, we need to store the data in some sort of a pre-processed
form, in order to be able to handle the search requests efficiently. Building index files
and inverted indices is one solution. But this might need a lot of ‘manual’ effort for
maintenance. Some one has to decide what words to include in the index. Besides,
words that are not in the index can not be searched.

There are some data structures to handle these situations appropriately. Suffix trees
and binary search trees are the most popular ones. Suffix trees have very efficient
search performance—search takes O(n) time, wheren is the length of the pattern be-
ing searched. But suffix trees require huge amounts of storage space—they typically
require around 24m to 28m space, wherem is the size of the text(the dictionary or
the database, in this case). Another alternative is to use the suffix array. The suffix
array takes much lesser space than the suffix tree. The search procedure involves a
binary search for the pattern within the suffix array. The search performance is much
slower than that of a suffix tree. Therefore, we need a data structure that requires
lesser space than the suffix tree, but gives better search performance than the binary
tree.Ternary suffix treeis such a data structure.

A ternary suffix tree is nothing but a ternary search tree built for all the suf-
fixes of an input string/file. In the ternary suffix tree, no branch is extended beyond
what is necessary to distinguish between two suffixes. Therefore, if the ternary
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tree is constructed for a dictionary, as each term in the dictionary is unique, the
ternary suffix tree will effectively be a ternary tree for the words in the dictio-
nary.

7.3 Structure of Ternary Suffix Trees

Each node in a ternary tree has three children—the lesser child, the equal child, and
the greater child. The search path takes the lesser, equal or greater child depending
on whether the current search key is lesser, equal to or greater than thesplit charat
the current node. The node stores pointers to all the three children.

In order to be able to retrieve all the occurrences of a key word, we need two more
pointers at each node—beginandend. Beginandendcorrespond to the beginning
and ending indices of the range of suffixes that correspond to the node. Therefore,
begin is equal toend for all leaf nodes, as the leaf node corresponds to a unique
suffix.

Thebeginandendpointers serve two purposes—firstly, they eliminate the neces-
sity to store the rest of the suffix at every leaf in the tree. These pointers can be used
to go to the exact location in the text corresponding to the current suffix and compare
directly with the text if the search for a string reaches a leaf node. Therefore, we need
to store the text in memory only once.

Secondly, thebegin and end pointers help in finding multiple occurrences of a
string. If the search for a string ends at an intermediate node, all the suffixes in
the suffix array frombegin to end match the string. There fore the string occurs
(end− begin+ 1) number of times in the text, and the locations of the occurrences
are the same as the starting positions of the corresponding suffixes.

7.4 Construction of Ternary Suffix Trees

The construction of the ternary suffix tree requires the sorted suffixes, or the suffix
array. The sorted suffixes can be obtained in many ways, depending on the form
of the input text. If the input is uncompressed text, we can do a quick sort on all
the suffixes, which takes O(m logm) time. If the input is BWT-compressed text, we
can use the suffix array (Hrs) data structure constructed during the decompression
process in BWT [1]. Table I gives an example of the suffixes and corresponding
suffix array entry of the string “abrab$”.

Once we have the sorted suffixes, the ternary tree can be constructed using differ-
ent approaches. Here, we consider the median approach and the mid-point approach.
In the median approach, the median of the list of characters at the current depth in
all the suffixes represented by the node is selected to be the split char, i.e., there will
be the same number of nodes on either side that are at the same depth as that of the



SEARCH AND RETRIEVAL OF COMPRESSED TEXT 253

TABLE I
SUFFIXES AND SUFFIX ARRAY FOR THETEXT T = “abrab$”

Suffixes Suffix arrayHrs

1 $ 6

2 ab$ 4

3 abrab$ 1

4 b$ 5

5 brab$ 2

6 rab$ 3

current node. In the midpoint approach, we select the suffix that is located exactly
in the middle of the list of suffixes corresponding to the current node. Calculation
of the median requires a scan through all the suffixes corresponding to the current
node, where as calculating the midpoint is a single operation. Therefore, construc-
tion of a ternary suffix tree based on the median approach is significantly slower than
the construction based on midpoint approach. However, the median approach results
in a tree that is alphabetically more balanced—at every node, the lesser child and
the greater child correspond to approximately the same number of symbols of the
alphabet. The midpoint approach results in a tree that is more balanced population
wise—the lesser sub tree and the greater sub tree have nearly the same number of
nodes.

We provide a comparison between the two approaches. The tree construction is
around 300% faster for the midpoint approach as compared to the median approach.
The search is around 5% faster for the midpoint approach compared to the median
approach.

7.4.1 Searching for Strings
The search procedure involves the traversal of the ternary tree according to the

given pattern. To begin, we search for the first character of pattern, starting at the
root. We compare the first character of the pattern with the split char at the root node.
If the character is smaller than the split char, then we go the lesser (left) child, and
compare the same character with the split char at the left child. If the search character
is greater than the splitchar, we go to the greater (right) child. If the search character
matches the splitchar, we take the equal (middle) child, and advance the search to the
next character in the pattern. At any node, if the desired greater child or lesser child
is null, it implies that the pattern is not found in the text. If the search advances to
the last character in the given pattern, and if the search path reaches a node at which
that character matches the splitchar, then we found the pattern. The pattern occurs in
the text at locationsHrs[begin], Hrs[begin+ 1], andHrs[end].
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7.5 Implementation

7.5.1 Elimination of Leaves
The leaves of the ternary tree do not resolve any conflicts. Therefore, all the leaves

can be eliminated. This, however would require slight modifications in the search
procedure. If the desired child is a lesser child or greater child, and that child was
null, we have to go to the location in the text which would correspond to that leaf if
that leaf existed, and linearly compare the text and the pattern. This location is easy
to calculate: The leaf, either lesser or greater, corresponds to only one location in the
text. Therefore, for the lesser child, this location has to beHrs[begin], and for the
greater child this has to beHrs[end], where begin, end belong to the current node.

On a test run, for a file of size 586,000 characters, this optimization saved 385,000
nodes, which is a saving of almost 14 bytes per character.

Figure 14(a) shows the ternary suffix tree for the string “abrab$”. Figure 14(a)
shows the ternary suffix tree after eliminating the leaves. The edges to equal children
are represented by a broken line.

7.5.2 Path Compression
For a node, if both the lesser and greater leaves are null, and if the equal child

is not null, then it is not necessary to have that node in the tree. The node can be
replaced by its equal child if the equal child can some how store the number of nodes
eliminated in this fashion between its immediate parent and itself. We call thispath
compression.

Therefore, the nodes at which path compression has been implemented can be
treated as special nodes. These nodes store an extra integer (denoted by pclength),
which stores the path compression length. When the search path reaches any of these

FIG. 14. (a) Ternary suffix tree for “abrab$”; (b) The tree after eliminating leaves; (c) The tree after
eliminating leaves and applying path compression.



SEARCH AND RETRIEVAL OF COMPRESSED TEXT 255

special nodes, the comparison has to be done in the text for a length equal to pclength
before continuing the search from the current node. The comparison in the text can
be done at any of the locations corresponding toHrs[begin], Hrs[end] of the special
node.

On a test run, for a file of size 586,000 characters, this optimization saved 355,000
nodes, which is a saving of almost 10 bytes per character of the original text.

Figure 14(c) shows the ternary suffix tree after applying path compression to the
tree in Figure 14(b). The special nodes are represented by rectangular boxes. The
path compression length is indicated in bold type.

7.6 Results

For the test file mentioned above, the total number of nodes in the tree were around
549,000. Out of these special nodes were around 128,000, requiring 24 bytes per
node. Therefore, the total memory used was around 19.6 bytes per character. Other
files produced similar results, using around 20 bytes per character. We compared the
search performance of the ternary suffix tree with the that of binary search in the
suffix array. The results are shown in Table II. Ternary suffix trees were built for
different files in the Calgary corpus. The construction time shown in the table is the
construction time required to build the ternary suffix tree from the suffix array of
each file. The results are based on searching each word from a dictionary of 59,951
English words, searching each word 10 times. It can be seen form the results that
the search performance of the ternary suffix tree is much better than that of binary
search in the suffix array. It can also be seen that the extra construction time required

TABLE II
COMPARISON OFSEARCH PERFORMANCE

File Size Binary search Ternary suffix tree

Time Comparisons Total Search Construction Search
(ms) time time time comparisons

Alice29.txt 152,089 16,000 17,312,160 12,800 10,440 2360 17,233,990

Anne11.txt 588,960 56,330 24,285,300 20,260 11,920 8340 19,592,500

Bib.txt 111,261 15,460 17,184,600 13,570 11,020 2550 17,384,840

Book2 610,856 25,890 24,557,380 22,420 11,770 10,650 19,235,470

Lcet10.txt 426,754 23,930 23,282,720 19,070 11,150 7920 18,340,670

Plrabn12.txt 481,861 25,470 24,497,200 18,500 12,230 6270 20,095,030

News 377,109 22,630 22,441,110 31,110 12,370 18,740 19,589,940

World95.txt 2,988,578 38,970 31,760,050 120,010 13,230 106,780 23,196,930

1musk10.txt 1,344,739 33,340 28,236,560 32,300 12,780 19,520 21,010,900
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for building the ternary is more than compensated for over a large number (approxi-
mately 600,000) searches.

8. Parallel and Distributed Text Processing

Although text processing and retrieval algorithms have been studied extensively,
most approaches target on serial computation. There have been some research on
parallel text compression [59,38]. But the huge amount of queries on the Internet
and local machines as well as the availability of the powerful cluster computing
architecture demand further research on parallel and distributed computation for text
processing. In this section, we describe some approaches for text processing based
on our searching and compression methods.

8.1 Parallel Processing on Modified LZW Compressed Files

We have shown the performance in Section 6 for our public trie LZW with the
ability of partial decoding and random access. It seems that there are other meth-
ods having a better compression ratio and also allow some levels of partial decoding
such as word Huffman and XRAY. However, the XRAY and word Huffman schemes
are based on the Huffman code for the final compression output. “The sequential
algorithm for Huffman coding is quite simple, but unfortunately it appears to be in-
herently sequential. Its parallel counterpart is much more complicated” [26]. In our
algorithm, each node in the public trie is encoded in 16 bits (2 bytes). It gives us a
better flexibility that we can start decoding from any even numbered byte after the
header in the sequence to obtain the correct original text. Therefore it is more con-
venient for our compression scheme to provide a parallel access to the compressed
code. We have simulated the parallel decoding of the compressed text by using mul-
tiple threading in the Unix system. Each thread can read any part of the compressed
text without conflict with the other threads.

Another advantage using our public trie method is that encoding and decoding can
both be performed in parallel and parallel decoding is not confined by the encoding
process. In parallel encoding, we can divide the text into arbitrary blocks and each
block is compressed by a processor. The decoder does not need to know the bound-
aries of each to start a decoding process. The decoder can also arbitrarily separate
the compressed text at any even number byte position after the header. That is, the
encoder and decoder do not depend on each other in the parallel processing. They
only need to know which public trie to use. The parallel algorithm becomes a trivial
one that can use simple scheduling algorithm. For example, if we have 3 processors
available to compress the text, we can divide the text in to 3 parts and start to encode
on each processor and then concatenate the results. If we have 5 processors available
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during the decoding time. We can also divide the compressed into 5 parts after all
the processors reading the hearer information. Thus all the processor can perform
decoding independently.

8.2 Ternary Suffix Trees in a Multiprocessor Environment

The ternary suffix trees can be further enhanced to take advantage of a multi-
processor environment. Both the construction and search operations can be paral-
lelized.

A parallel algorithm for the construction of suffix arrays has been proposed by
Futamura et al. in [31]. In a general case, the algorithm is expected to give a linear
speedup. The algorithm works by dividing suffixes into buckets based on aw-length
prefix of each suffix. The buckets are then distributed among the processors. The
complete suffix sorting within each bucket is carried out in parallel. In fact, hashing
the suffixes into buckets is itself done in parallel. Given a stringS of lengthn and
p processors, the string is divided intop chunks, each approximately of lengthn/p.
Each processor takes one of thesep chunks, and hashes the suffixes that begin within
this chunk into|�|w buckets based on thew-length prefix of each suffix. The value
of w is chosen experimentally, based on the values ofn andp. Load balancing algo-
rithms are then used to distribute the buckets among the processors. Each processor
will then do a complete suffix sorting within the buckets allocated to itself. In fact,
each processor can build a ternary tree for each bucket that is allocated to it. These
ternary trees can be built by ignoring thew-length prefix of each suffix, as this part
is common to all the suffixes within the bucket. These ternary trees can be quickly
assembled together to form a single ternary tree for the entire string.

The brute force approach to search using ternary trees in a multiprocessor envi-
ronment would be to maintain a copy of the complete ternary tree at each node. The
queries can be distributed among the processors in a round-robin fashion. This will
result in a linear speedup in the overall search time. However, the drawback to this
approach is that the complete ternary tree has to be stored at each node.

Theoretically, superlinear speedups in search time can be achieved using a slightly
different approach. As explained above, each processor builds a ternary tree for each
bucket allocated to it. Instead of merging these ternary trees into a single ternary tree,
we can simply leave these ternary trees with the processors they were constructed in.

During search, the keywords can be quickly hashed based on aw-length prefix
of each keyword. The hashing will determine which bucket the keyword has to be
searched in. Based on the bucket number, the keyword can be given to the processor
that holds the ternary tree for the corresponding bucket. Theoretically, this can lead
to superlinear speedups, since much smaller ternary trees need to be stored at each
node. This will improve the spatial locality of the search, there by reducing the search
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time. However, this needs to be verified experimentally. There might be other factors
like the non-uniform distribution of the queries among the buckets, which might lead
to load imbalance, there by slowing down the search performance.

In conclusion, using specialized data structures like ternary suffix trees drasti-
cally improves the search performance. The improvement comes not only because
of the distribution of load between multiple processors, but also because of the much
smaller memory requirements at each processor.

9. Conclusion

In this chapter, we described the recent algorithms on text compression using
filtering, compressed pattern matching on LZW compressed file, public trie LZW
compression algorithm and corresponding searching and parallel processing meth-
ods, and data structures that facilitate fast searching and transformation as well as
the performance of the algorithms.

We have shown that the preprocessing of the text using a semi-static dictionary
model helps to improve the compression of the text. The speed consideration is well
taken care of by using ternary tree data structure that brings fast mapping in both
compression and decompression stage. The compression also brings smaller band-
width during transmission that is usually a bottleneck on the Internet.

We have shown that random access and partial decoding can be done efficiently
on compressed text with a few modifications to the LZW algorithm. We obtain the
ability to randomly access any part of the text given the location index. Compared
to a decompress-then-search method with a complexity of O(z + u), wherez is the
compressed file size andu is the decoded file size, our method performs in a sub-
linear complexity since we only decode a small portion of the file. Moreover, our
modified method improved the compression ratio compared to original LZW. We
have justified the feasibility of using a public trie by building a trie from a part of
the text collection. The public trie method makes our compression schemes have
the advantage of random access and partial decoding of any part of the text, which
is difficult or not possible using other compression methods. Parallel computing is
straightforward with the public trie methodology. We also show how ternary suffix
tree can be used in multiple processor scenario.

Compressed pattern matching algorithms based on LZW are proposed. They can
either facilitate searching directly com the compressed file or be a component of
retrieval system such as searching on compressed index file.

In general, text compression is one of the keys to the next generation archival and
retrieval system. How to adopt the efficient storage and searching using the parallel
and distributed computing will still be a challenge in the Internet age.
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Ekmĕcić, I., 94, 98, 116,124
Ellis, C., 133, 136, 137,161
Elnozahy, E.N., 132, 140, 141, 157, 158,161
Eno, J., 141, 143,162
Erol, K., 175,205
Eshaghian, M.M., 94, 97, 101,124

F

Farach, M., 228, 232,259, 260
Farkas, K.I., 18,33, 133, 138,161
Farrens, M., 29,34
Fenwick, P., 217,260
Fernandez-Baca, D., 97,124
Ferrante, J., 110,123
Figueiredo, J.C.A.D., 197,205
Finin, T., 175, 178, 179,205
Fisher, J.A., 27,33
Flinn, J., 133, 138,162
Forsell, M., 36–39, 42, 45, 58,84
Foster, I., 95,124
Franceschini, R., 219,260
Freund, R.F., 94, 97, 99, 101, 103, 109–111,

113, 119, 120,123–126
Fukamachi, S., 229,261
Futamura, N., 257,260

G

Gaffiot, F., 72,87
Gangwal, O.P., 72,87
Garlan, D., 178,206
Gary, S., 141, 143,162

Gasieniec, L., 228,260
Geethanjali, E., 61,88
Gerosa, G., 141, 143,162
Gertphol, S., 97, 99, 113, 116–118,122–124
Ghafoor, A., 103, 111,125, 128
Ghazaleh, N.A., 141, 150,162
Gherrity, M., 103,124
Gibson, J.D., 210,260
Ginosar, R., 40, 42–44, 46–50, 58, 63, 64,84,

88
Giovannini, L., 44, 52, 72, 73,86
Glesner, M., 72,86
Gluzberg, E., 168, 169,205
Glynn, P., 66,87, 141, 154,163
Gniady, C., 157,162
Golding, R., 141, 153,162
Gomoluch, J., 105,125
Gong, W., 110,124
Gonzalez, M., 72,87
Good, N., 208,261
Goossens, K.G.W., 40, 42–44, 46–51, 54, 55,

58, 63, 72, 83,84, 85, 87
Govil, K., 141, 144, 146,162
Gowan, M., 18,33, 141, 143,162
Grammatikakis, M.D., 72,86
Grecu, C., 40, 42–44, 46–50, 63,85
Gribble, S.D., 110,125
Grunewald, M., 64, 66, 73,85
Gundala, S.B., 97, 99, 113, 116–118,122–124
Gupta, M., 132, 133, 135,161
Gupta, R., 66,88, 141, 149, 151,161
Gurumurthi, S., 130, 131, 133, 138,162
Gusfield, D.,262
Guttman, E., 166, 174,205

H

Halderman, M., 103,124
Hall, K., 30,34
Han, D., 159,163
Heath, T., 140, 141, 158–160,163
Heinrich, J., 7,33
Helal, S., 170, 174, 175,205
Hemani, A., 36–39, 42, 45, 58,84
Hendler, J., 175,205
Henkel, J., 73,85, 141, 142,162
Hennessy, J.L., 2, 4, 12, 25,33, 34



266 AUTHOR INDEX

Hensgen, D.A., 97, 99, 101, 103–105,
109–111, 113, 119, 120,123–126

Hermann, R., 166, 176,205
Hess, C.K., 166,206
Hielscher, F.H., 97, 105,124
Hirschberg, D.S., 256,262
Hong, I., 107,125
Hopper, A., 170,205
Horspool, R.N.S., 216,260
Hu, J., 64, 66, 67, 73,86
Hu, X., 141, 147,163
Hu, Y.C., 157,162
Huang, M.C., 141, 158, 159,162
Huck, J., 29,33
Huffman, D., 213,260
Hurson, A., 32,33
Husemann, D., 166, 176,205
Hwang, C.-H., 131, 141, 153,162
Hwang, K., 5,33

I

Ilnicki, S., 178,205
Inoue, A., 141, 142,164
Intel Corporation, 9,33
Ippolito, P., 141, 143,162
Irvine, C., 109,125
Irwin, M.J., 59, 61, 70, 71, 73, 74, 82,88, 89,

130–134, 138, 140–143, 157, 158,162, 164
Ishihara, T., 141, 142,164
Issenin, I., 141, 149, 151,161
Ivanov, A., 40, 42–44, 46–50, 63,85

J

Jackson, D., 18,33, 141, 143,162
Jacobson, H., 132, 133, 135,161
Jain, K., 74–77, 79,85
Jalabert, A., 44, 52, 72, 73,86
Jantsch, A., 36–39, 41–48, 50, 51, 54–58, 63,

64, 70, 72–74,84–88
Jen, E., 110,125
Jensen, K., 194, 197,205, 206
Jensen, M., 110,125
Jha, N.K., 141, 157, 158,163
Ji, Y., 107,126
Jimenez, M., 132, 133, 135, 140,163
Jin, L.-J., 178,205

John, D.S., 109,125
Jordan, L.L., 208,261
Joshi, A., 175, 178, 179,205
Joshi, R., 102,125
Jouppi, N.P., 4, 17, 18,33, 34
Jurczyk, M., 97, 104,127

K

Kafil, M., 94, 116–118,125
Kandemir, M., 59, 70, 71,88, 130–134, 138,

140–143, 157, 158,162, 164
Karkkainen, J., 228,260
Karpinski, M., 228,260
Kaul, A., 102,125
Kavi, K., 32,33
Keckler, S.W., 18,33
Keith, E., 103,124
Kemmerer, F., 104,127
Kennedy, K., 27,33
Kesselman, C., 95,124
Keutzer, K., 36, 58, 63,84
Kida, T., 228, 229,260, 261
Kidd, T., 97, 103, 109,123–125
Kim, E.J., 140, 141, 157, 158,162
Kim, H., 141, 147, 148,163
Kim, J., 141, 150,163
Kim, J.-K., 97, 99, 102, 107, 109, 110, 112,

113, 116–118,122–125
King, P., 200,206
Kistler, M., 132, 140, 141, 157, 158,161
Kjeldsen, R., 166, 171,206
Klaiber, A., 145,162
Klein, S.T., 256,260
Knies, A., 29,33
Knuth, D., 228, 232, 245,261
Ko, K., 97,125
Kobayashi, M., 238,261
Kolodny, A., 40, 42–44, 46–50, 58, 63, 64,84,

88
Komarov, K., 133, 136, 137,161
Krauter, K., 94, 117,125
Kreku, J., 38, 58,84
Kreutz, M.E., 41, 46–48, 63, 72,85, 86
Krishnamoorthy, V., 178,205
Krishnan, P., 141, 153,161
Krishnan, V., 18,33



AUTHOR INDEX 267

Kruse, H., 220,261
Kubiatowicz, J.D., 141, 142,164
Kudva, P., 132, 133, 135,161
Kuhl, J.G., 94, 115, 116,124
Kumar, M., 167, 180,206
Kumar, S., 36–39, 42, 45, 54, 55, 58, 64, 66,

72, 73,84, 86
Kunkel, S.R., 5,34
Kurtz, S., 257,260
Kussow, M., 103,124
Kutruff, A., 102, 107,127
Kwok, Y.-K., 94, 111, 112, 114, 117, 118,122,

125

L

Landau, G.M., 229,259
Langdon, G.G., 214,261
Lauwereins, R., 74,85
Leangsuksun, C., 103,126
Lebeck, A.R., 11,34
Lee, B., 32,33, 159,163
Lee, D., 159,163
Lee, M.T., 132, 133, 135, 136,164
Legrand, A., 97, 110,123
Lei, T., 54, 55, 64, 66, 72,86
Lekatsas, H., 141, 142,162
Lempel, A., 216, 228,262
Lenne, P., 66, 72,87
Leon, V.J., 110,126
Levas, A., 166, 171,206
Levi, B., 36, 38, 58, 63,84
Levin, T., 109,125
Levine, D., 167, 180,206
Leymann, F., 174,206
Li, H.F., 2,34
Li, J., 141, 158, 159,162
Li, L., 59, 71,88
Li, P., 97,126
Li, Y.A., 103, 112,126, 127
Lima, J.D., 103,124
Lindbergh, D., 210,260
Lindqvist, D., 36–38, 42, 45, 58,84
Ling, D.D., 70,88
Link, G.M., 70, 71, 73, 74, 82,88, 89, 140,

141, 157, 158,162
Liszka, K.J., 107,126
Liu, D., 40, 46–48, 50, 63,84

Liu, J., 40–44, 46–50, 54, 57, 59, 60, 63,85
Lloyd, S., 103,126
Lookabaugh, T., 210,260
Lu, Y.-H., 131, 141, 152–154, 156, 157,

161–163
Lubaszewski, M., 72,86
Lui, I., 7, 33
Lv, T., 73,85
Lyman, P., 208,261

M

Maciejewski, A.A., 94, 97, 99, 102, 107,
109–120,122–125, 127, 128

Madsen, J., 72,87
Magarshack, P., 36, 58, 63,84
Magee, C.L., 103,126
Mahadevan, S., 72,87
Mahapatra, R., 36–38, 42, 45, 58, 63,84
Maheswaran, M., 94, 97, 99, 101, 103–105,

110, 111, 113, 117, 119, 120,123, 125, 126
Mahulea, C., 196,206
Mäkinen, V., 229,261
Malik, S., 36, 58, 62, 63, 66, 69,84, 87, 132,

133, 135, 136, 139, 140,164
Manber, U., 228, 229,261
Mao, J., 74–77, 79,85
Marculescu, R., 64, 66, 67, 70, 71, 73,86, 88
Marescaux, T., 74,85
Marinescu, D.C., 97, 107, 110,123, 126
Marinescu, G.M., 107,126
Marquis, J., 167,206
Martíne, J.F., 141, 158, 159,162
Martonosi, M., 132–136,161
Maruccia, G., 72,86
Matcovschi, M.-H., 196,206
Mead, C., 130,163
Mejía-Alvarez, P., 97,123
Melhem, R., 97,123, 141, 150,162
Meng, T., 145,163
Michalke, T., 72,87
Microsoft, 173,206
Mieyeville, F., 72,87
Mignolet, J.-Y., 74,85
Mignosi, F., 229,260
Mihal, A., 36, 58, 63,84
Millberg, M., 36–39, 41, 42, 44–48, 50, 51, 54,

55, 58, 63, 64, 72, 73,84, 85, 87



268 AUTHOR INDEX
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